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PATHRE

« —A1E: CFG HITREBHATRIA CFG B9EK, HMEE warning_once 18RS R

« EME: EERIR, XD PR WRAFRERSIE, mAETIEEXN TUELAY ™ ELE
. stacklevel=2. logger.warning AJ.B®E. cache_clear API & EEE ¥R &k = 8
SMRRY), M—"RN RAILEE GPU Cl (REELK, BENZLXERSENME: £
diffusion serving BIE% (B CFG FHTHELFXIEN) . BRAXBEILENREYE (£
EZG5AERNRE) . UERELSHAINMRNELE (TestCfgParallelServesOneBranc
h A patch £ CPU LM% rank gather B9REE) . ZXE & KE logging_utils.py 897E
BFi5 5 AN commit BEEHIRF .

TN EES BAL

PR body BAFAFEH : sglang serve —model-path Qwen/Qwen-Image-2512 -—-num-gpus 2
—-model-type diffusion RIEEFFHATESE, BITRMERBRARESRBH B CFG FH1T (
enable_cfg_parallel: true, cfg_parallel_degree: 2) , FEEA guidance_scale=1.0 &K
M IEY, IREE Server was launched with —enable-cfg-parallel but this request does
not use classifier-free guidance——m AP M\EK1EX % flag, EHEZR benchmark ¥
Qwen-Image-2512, Qwen-Image-Edit-2511 B cell EBRIA R LS T E—NMEKRKEREZ A T o
VEEREE T WA ERIR: ZIELAN #23198 B9 warmup hang (2026-04-23) Sin,
#23736 X EM (2026-05-07) Bik dispatcher X#F#E A% (dispatch_branches(1,
2) == [[0], [1l, &A% rank HE3IE4T branch 0 {RiE all-gather HIR) , warmup B1R
AEOBEAMRNEE, BENRE—MEL B OERSAE NIRRT T,

SRR
SEMLAT 5 FRFF:

1. % input_validation.py R #ASF R InputValidationStage.forward (
python/sglang/multimodal_gen/runtime/pipelines_core/stages/input_validation.py) &
JRAXT enable_cfg_parallel and not do_classifier_free_guidance #i ValueError #
catch-all %, B&A logger.warning_once(...) R B X FEREWHSL CFG rank TH
EH, WA —cfg-parallel-size 1 XR", X—KRaNRZEMRIER dispatcher BB KB
X T X rank 34T branch 0 {& all-gather B4R, reorder H L owner BTN L
EYFTA rank,



2. ¥R H X once-helpers XIFIEMHERANSEK: logging_utils.py F info_once /
warning_once MRIEUK msg BRAFEUL msg, *args, FFE log once guard F—%mK
msg % args A EEXEH K, RERZ cfg_parallel_utils #
logger.warning_once("cfg_parallel_size=%d > n_branches=%d; ...", ws, n, ws - n) 3X
FKIRARASH TypeError, MIZEAMIETF IR ESENRPUT *?F%TEFEEE/‘ZE"
Aﬁ/\ilﬁj{iﬂﬁﬂﬂu\, Ao

3. REEANTUEREL: H—, EEKHA logged once: setltuple[str, int, str]] (84
logger.name + level + #&RALLA) , BH Iru_cache ERBIENKEFAR I AEE
HIELE R, H—, stacklevel=2 & test diffusion_bcg_padding FHEK SR, TS
B—E helper 58 AAMmE; H=, print info_once.cache clear =
_logged_once.clear 5§ _print_warning_once.cache_clear = _logged_once.clear {288
Iru_cache B9 APl &ii, FAMRMKBEEEEXZERS, HIMER T —XB&E logger.log
Bl B ZIR—NHRE patch logger.warning, %41t mock %R 0,

4. lz‘l“r‘ server_args.py BIIRRXE: ServerArgs. adjust parallelism # B2 CFG

TR B SRR X F CFG BIARIIKIBAT, BEHAM CFG rank KUKEE", 53I1FAF
FH --cfg-parallel-size 1. —tp-size 8 —sp-degree / —ulysses-degree & & BRIAFFATREL,

5. MERBELE: test cfg parallel warmup.py £
TestInputValidationCfgParallelGuard (KrE3E4) 255 B
TestlnputValidationCfgParallelSingleBranch (¥rEi&k4T) , FHre
TestCfgParallelServesOneBranch, M R#A D X8 rank’ A mock £
rank/world_size/ &% /all-gather, %T1% run_cfg_parallel £ n_branches=1,
world_size=2 BH33RE owner FUNX—&Z2 M ; test_logging_utils.py #3E
TestLogOnceTakesFormatArgs, BEEMEN. £E. B[ AMMRE (weakref RIFL
BARFASE) URBEXML A logging_utils.py’X—F % wart, BT BENREF
CPU-only, ARmmBAER, LM R,

R

« python/sglang/multimodal_gen/runtime/utils/logging_utils.py (#&3# HEIR; 35|
source; £ core-logic; &5 _log_once_guard, _print_info_once,
_print_warning_once, info_once) : once-helpers AR WY BB X3 %-style 15 ML R
SH0, IR RN XAREEY set &, BETFIBRELRMEN TypeError; FE
R stacklevel=2. cache_clear EHNRAFEET = AT MERY, 2N PR NREREF.
W RAETT RS

« python/sglang/multimodal_gen/runtime/pipelines_core/stages/input_validation.py (&
B RIEE L, 25| source; ER core-logic; &5 InputValidationStage.forward) : &
REZROEE: B CFG HTENTXIE CFG 1ERE ValueError 42K A
warning_once BT, XZA& PR BITAF XK, KEIKIERE dispatcher B S Z Z2EX (
#23736 5 X EM) ,

« python/sglang/multimodal_gen/test/unit/test_cfg_parallel_warmup.py (3R #5504 ;
27 test; EA test-coverage; 5 TestlnputValidationCfgParallelSingleBranch,

test_input_validation_accepts_cfg_parallel_without_cfg,
TestCfgParallelServesOneBranch, _run_on_rank) : MRE 3% : 1B MR KRS A



ZHARIER, FFH TestCfgParallelServesOneBranch M4 % rank A £T1E
run_cfg_parallel £ n_branches=1/ world_size=2 TR E owner TN M FR—3X 2
BT ILZEMNEEIEE,

- python/sglang/multimodal_gen/test/unit/test_logging_utils.py (13k BTN ; 25
test; KA test-coverage; fF5 TestLogOnceTakesFormatArgs,
test_warning_once_formats_lazy_args, test_info_once_formats_lazy_args,
test_arguments_are_not_retained) : #3% TestLogOnceTakesFormatArgs H
assertLogs 5 weakref 25| EIEMHE AL, BHXAREE., FAFEASHEESI A, EXV3ARB
logging_utils.py S 3R4), FFibE4 18 & #IR test_diffusion_bcg_padding.

« python/sglang/multimodal_gen/runtime/server_args/server_args.py (#ik fRE 5%k, £
%l source; EH core-logic; 5 ServerArgs. adjust_parallelism) : BaiFF B CFG 3+
TRRNBEIRT “XH CFG MIERIMKSETERTKREE WA, F44
—-cfg-parallel-size 1 B EFE, ERFARREENERER,

XPE5: _log_once_guard, _print_info_once, _print_warning_once, info_once,
warning_once, InputValidationStage.forward, ServerArgs._adjust_parallelism

KR BR

python/sglang/multimodal_gen/runtime/utils/logging_utils.py

once-helpers MR IKH B BXA X IF %-style TEHERRNSE, HIBIRERNMIAEEYN set &
%, BETFIBREXRMEAN TypeError; RRE stacklevel=2. cache_clear SN
FHEK SN MERY, B4 PR NKHEET. RITEREITH XM,

# “logger.warning_once(msg, *args)™ 33t MethodType(_print_warning_once, logger)
# 482 3| logger 26, EbiAAES logger.warning Z &84T R A —Mi,

# i stacklevel=2 & test_diffusion_bcg_padding &k & 89 =] WE R4,
# ZAEFEBFHEA—E helper, BERILEKHNXHELSZRK logging_utils.py,

# BIRZRTE —— FTAEERBEIRES = Iru_cache &3 Lk,

#

# URBEEARRI ERA Iru_cache: UEHA key X ENSHFFHERSIH

# HRSMRER, MXBRIAASSEANKE. HKARSIME XA 8
#set £E, RRFEFHFSH, BrKEtR,

#

# SHRAH RIS HLZIRBWEE, RAFTEEIE logger.warning
# BRAEIE MR R, BREaM TypeError MARITENHE — MBEETEAE

# MOPATEIEEZR £, ARBERIN; B CFG F LA BT E ERGEA,

_logged_once: set[tuple[str, int, str]] = set()

def _log_once_guard(logger: Logger, level: int, msg: str, *args: Any) -> str | None:
"R EBATEIR AR ; 1% & BEATER 3R E None, "
text = msg % args if args else msg
key = (logger.name, level, text)
if key in _logged_once:
return None
_logged_once.add(key)



return text

def print_info_once(logger: Logger, msg: str, *args: Any) -> None:
text = _log_once_guard(logger, logging.INFO, msg, *args)
# stacklevel=2 2R AMIEFESI; init_logger FIT warning B
# & 3| logger.log BIRER., Zhn—mil, ATLLEREFRLVFBAER,
if text is not None:
logger.info(text, stacklevel=2)

def _print_warning_once(logger: Logger, msg: str, *args: Any) -> None:
text = _log_once_guard(logger, logging. WARNING, msg, *args)
if text is not None:
logger.warning(text, stacklevel=2)

# IBEZIE Iru_cache £, “.cache _clear()" BTHEAF XA,

# test_diffusion_bcg_padding KB EEE XERS, WEERLFEEAND,
_print_info_once.cache_clear = _logged_once.clear
_print_warning_once.cache_clear = _logged_once.clear

python/sglang/multimodal_gen/runtime/pipelines_core/stages/input_validati
on.py

TERBEARESTE: I8 CFG A THEANTXIE CFG K ValueError 84824
warning_once 4T, XE2A PR BT HFF X, BKahRIER dispatcher BB K 1B X (
#23736 X EH) ,

# X1 CFG B9ERIE CFG AT TMATARS: dispatcher 8 branch 0 4%

# rank 0, H& rank W4&384T branch 0, #RiE all-gather AR ;

# reorder HFBEIE owner TR K AFTA rank, ERMELDZEE,

# Z48H rank RETARITE,

#

# XBEURSWES ., ZFIEN warmup hang (#23198) iy, tbEH%

# EM (#23736) BFA; warmup BIRERtbKHTECHBE —

# warmup builder ZEBH CFG 4T BH|ITH CFG, B THmE—MEL

# ‘BORERSARE RS S BTNAERBRAXRES KB R

# CFG 34T, T & “sglang serve —num-gpus 2~ EE—NERIARH CFG By

# AR F SIEMFTA guidance_scale=1.0 &R, FRIEEHEBRLAF

# MRAER B —enable-cfg-parallel 3%,

if server_args.enable_cfg_parallel and not batch.do_classifier_free_guidance:

logger.warning_once(

"CFG parallelism is enabled but this request does not use "
"classifier-free guidance (guidance_scale=%s, true_cfg_scale=%s),
"so it has one branch and the other CFG rank(s) recompute it "

"redundantly. Pass --cfg-parallel-size 1 to spend those GPUs on "
"another parallelism instead.",

batch.guidance_scale,

batch.true_cfg_scale,



)
python/sglang/multimodal_gen/test/unit/test_cfg_parallel_warmup.py

MR F T : B ENRBERE hiEZ B FIEK, FH3E TestCfgParallelServesOneBranc
h MZI % rank fLA%T/E run_cfg_parallel & n_branches=1 / world_size=2 T{33iR[E
owner FUNBIMER—X 2 MRT ELZ2MN BT,

class TestCfgParallelServesOneBranch(unittest.TestCase):
"EZ B AT IEREZ S X—MFRE dispatcher RiE:

#ARTEAE 2-rank CFG AR : rank 0 AL X, HE rank HiE(TE,
M all-gather HFIR; reorder AL owner ATV R A rank,
XEE TN RARE AL X H rank MASTEZMER — ERIBER
#4a3RE None. 37 gloo broadcast 3E3¥/NFBIARAN ranke

def _run_on_rank(self, cfg_rank: int, n_branches: int = 1, world_size: int = 2):
from sglang.multimodal_gen.runtime.distributed.cfg_policy import (
CFGBranch,
CFGPolicy,

mod = "sglang.multimodal_gen.runtime.distributed.cfg_parallel_utils"
branches = [CFGBranch(f'b{i}", i == 0, {"tag": i}) for i in range(n_branches)]
policy = CFGPolicy(branches=branches)

seen: list[int] = []

def predict_fn(branch):
seen.append(branch.kwargs|["tag"])
return torch.full((1, 2), float(branch.kwargs["tag"]))

# B 2-rank gather &4 rank REI—/NKE; XEFEA rank #f
#IBTTR—A%, FTUAFRGTEMERR,
def fake_all_gather(t, dim=0, separate_tensors=False):

return [t.clone() for _in range(world_size)]

with (
patch(f'{mod}.get_classifier_free_guidance_rank", return_value=cfg_rank),
patch(
f"{mod}.get_classifier_free_guidance_world_size",
return_value=world_size,
),
patch(f"{mod}.get_local_torch_device", return_value=torch.device("cpu")),
patch(f'{mod}.cfg_model_parallel_all_gather", side_effect=fake_all_gather),

from sglang.multimodal_gen.runtime.distributed.cfg_parallel_utils import (
run_cfg_parallel,



return run_cfg_parallel(policy, predict_fn), seen

def test_rank_without_a_branch_still_returns_the_owners_prediction(self):
preds, seen = self._run_on_rank(cfg_rank=1)
self.assertEqual(
seen,
(0],
"TAE B rank WRARFEZIT— N X, BN all-gather SHBERIRT A",
)
self.assertEqual(len(preds), 1)
self.assertIsNotNone(preds[0])
self.assertTrue(torch.equal(preds[0], torch.zeros(1, 2)))

R
iZ PR BB IER review W8 (review comments_count: 0) , 1B 5/ commit ¥k T IEF T
B BFRE, L LIERSTEE commit message 5 &4 CI WA &

« FERNEF (commit 0aleb29) : FERHTE T BMIIRA E—Iru_cache BIF5 3K
SHKEFA BRI A, RRBERESHIF stacklevel BY); ALK set’$%
b,

« logger.warning vs logger.log B (commit dbdf2a5) : logger.log(WARNING, ...) Fi
K EEMEML, 1B callers and tests patch logger.warning,
test_diffusion_bcg_padding Br& warning.assert_called_once_with(msg, stacklevel=2)"

, S83E 5 mock iTEN 0, EES3K GPU shard 5 coverage & & R3E kK,

iERVAB S stacklevel B91FIE (commit 1c56d4b) : EERAKE CERE L RAE

", SZM& I init_logger & warning B#: 93 & B logger.log B forwarder, % H—1,

BRI AYIRE logging_utils.py—XEHLFAR PR MMEEN wart, SR B R % E NG

KRS,

Cl &WHE (issue i) : MFEEEZRAZXNT 9 4 AMD/NPU &K, 462 AMD MIIA

MiniMax-H3 B ROCm F&#%18 (RuntimeError: requires CPU, CUDA, MPS, XPU, or

Ascend NPU) 55X %89 LLM weight-transfer ik, NPU |4 self-hosted runner &%

x5 498MIBOOM, ¥HERiff (RfZE—/ MERKHEREL X f—ZHEF/FSH) TX.

- warning_once E& X %-style 16X S EK (correctness): helpers BRAHEEIK msg,

*args, %6 msg % args AMNBEERE, Sk logger.warning RA—E; NIRRT S 4

XATMIERE

once EEZHENBITFTHHIE RN IAK (performance): A _logged_once:

set[tuple[str, int, str]], 84 logger.name + level + R MRA weakref I3F

BB EGTTA

. stacklevel=2 5iARAMEKIEA (correctness): 1% warning_once 5 logger.warning Z 8]
tedF—mil, stacklevel=2 FERRLARE; i2FYIRB logging_utils.py Z%F A PR & wart
. AR R AEE &L,

« warning_once N & H logger.warning £ & logger.log (testing): EI:R 3| HiEH A
logger.warning / logger.info, #&3F7 AR& i =T AR M



« Iru_cache 8 cache_clear APl k2 ERE (design): B _print_info_once.cache_clear
= logged_once.clear HRABREZFEEZEAND,

« AMD/NPU CI £KEE B AR diff 5|\ (testing): /EEZRZZITEHINE K diff (—AMEK
KRS X, —KHBEFHFE. BE helper) TX, NVIDIA file%k; /2 ROCm/NPU R
A PR INMEZEEZE X,

R 58

« Qe BT

« WARITEFS (input_validation.py) : BBRSFIE, CFG HFTRESELH
guidance_scale=1.0 X & A A CFG rank WAPUTRE —L X, BoXEXRHREL, B
) GPU EA#MK; YEMXM warning once 525 B <A KA
—cfg-parallel-size 1, %A BahERKRBEMLA,.

c HZHEIEITHEE (logging utils.py) : info_once / warning_once &
sglang/multimodal_gen BRFEXEZERNHEBIF, LM (msg) ¥R (msg, *args), ==
WA Iru_cache B logger X2 &R (logger.name, level, text), FANE L RS2
logger WEKEMEEE; R—XHAERRE % SHRKEIT—R, BXSHRAZLEEMN,

c BRI R EE: text = msg % args HRAF REES SMNFRCERNSHSM
TypeError (544 logging ITA—3%) , WENZFEH Iru_cache B RfE msg" &4 XA
FiE,

« AEREIERYFRBE: warning_once B H FITR XML IBLZ logging_utils.py mIEA
A&, PRBEERBRTEERS, K PR EFXMAmMIELE (BESHEIF
test_diffusion_bcg_padding IF @K E) »

- BEERX: FEHEBIRAE 4xB200 B4E, R#E ROCm 5 NPU sZU; CI WA
AMD/NPU BER diff ZSM9ERA KM,

- B BUSEES P A diffusion SESERTRANIERERE:

- BPM: ERBIARA CFG B9ER (Qwen-Image-2512. Qwen-Image-Edit-2511 &) XL
sglang serve —-num-gpus 2 BRIAGAS BB, guidance scale=1.0 #&ERAMAM HTTP 500 &
9 HTTP 200, BEHEZE benchmark 89 2 A cell IRETH; CFG ERBEEARZRW (SN
MEFRTRERA—) .

« RAGM: CFG HTRESBRFEZELTIEKR, RMEZIE owner rank BITTR denoise ITE;
HEARAGITARELZWN (once-helpers XFHRASK., XERAY) , ¥RENFTAE
warning_once / info_once A &,

« HBAM: gL 80 NETTMRPUE dispatcher B X MFRE HERYA, BLEKHMXELR
2% CI 28 CI £+ AMD/NPU MBEAR KIKE 40K diff TX, ENEFE AR
FAH IR A 9] &L

- RFeFrE: REAFIHBR , EZEEHFAATE , TRITEFH . AMD/NPU R

KRR EE

« PR #23198 (PR EX3|HA, #r@KiEME) warmup hang 88 : &R PR #RHEFILER
2026-04-23 3 #23198 8y --warmup-resolutions hang %080 ; warmup B2 EHFJh



&8 (5&#| CFG on) , P RNHA,

« PR #23736 (PR EX5|H, tnAKiEH) £4 X dispatcher EH 1 2026-05-07 BIEML
dispatcher X#F#E A% (dispatch_branches(1, 2) == [[0], []]) , BBKRTILLEMEHNHE
#; A PR BOFMLRE I 1ETEIZ MR,

« PR #39291 [Diffusion] Make the SP sequence gather pass contiguous shards: [&J&
diffusion 3R bugfix; 4 PR & CI Wi H S 8 N AMD KMEAEL, i
BAZA PR B9 AMD £ IKIEHTIHE,

« PR #39292 [Diffusion] Don't route an unreadable checkpoint into the native fallback:
& diffusion #3%AEY bugfix 5MIREE; RFH CI FiL3|AAN AMD kKEL%K, 54
PR [E#LESIE,



