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Rk, EVFE— ZMQ RE R,
python/sglang/multimodal_gen/runtime/managers/gpu_worker.py (# TAE#HFE; K5
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B,; 25| source; A data-contract; 5 _prepare_blockwise_causal_attn_mask,
attention_mask) : MFREEAE causal-Wan blockwise ER mask #3i& g
_prepare_blockwise_causal_attn_mask & create_block_mask § A,

python/sglang/multimodal_gen/runtime/pipelines_core/stages/model_specific_stages/It
x_2/denoising.py (#3k £MEME; K5 source; A& data-contract; &F5
_run_legacy_one_stage_multi_branch_cfg_parallel) : BIFRAR=TX 8 legacy LTX-2 #EFp
B %% CFG #4752, _run_legacy_one_stage_multi_branch_cfg_parallel, 3&¥24H
% all_gather &\,
python/sglang/multimodal_gen/runtime/layers/attention/selector.py (#3k 33 &E /73%3%F
; 5| source; ER core-logic; ¥ backend_name_to_enum,
get_env_variable_attn_backend, record_component_attn_backend) : Ml
SGLANG_DIFFUSION_ATTENTION_BACKEND ¥ f3EZ & A0 &
backend_name_to_enum. get_env_variable_attn_backend.
record_component_attn_backend, BXRZE T attention jEimiLiFHIIMR TR E @,

» python/sglang/multimodal_gen/runtime/layers/attention/backends/attention_backend.p
y (B3R FEANEM; 25 source; R dependency-wiring; &5 asdict_zerocopy,
AttentionLayer, forward) : #lF& AttentionMetadata.asdict_zerocopy 5
AttentionLayer Protocol, BT AT AR EA,

+ python/sglang/multimodal_gen/runtime/entrypoints/cli/utils.py (#£3& CLI T&; 25|
source; £ core-logic; &5 launch_distributed) : MR BFHY launch_distributed,
ZREAFE M B AR FAE sgl_diffusion/sample BIAE&1Z,

« python/sglang/multimodal_gen/test/unit/test_model_catalog.py (13 & B FMR,; £
7 test; A deletion; &5 _registered_model_ids, _catalog_model_ids,
test_explicit_registry_model_ids_are_documented) : EAKMI4& AST/regex ABHTHY
model catalog MR, B TNIREEZUWKLYE, FRII R —KMELMEEANEX,

XS init_parallel_group_coordinator, send, recv, get_pp_group,
run_scheduler_process, broadcast_task, _collect_slave_results, launch_distributed,
_prepare_blockwise_causal_attn_mask, _run_legacy_one_stage_multi_branch_cfg_paralle
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python/sglang/multimodal_gen/runtime/distributed/group_coordinator.py

BT E XM BIKBRA 430 4T8E A PipelineGroupCoordinator 2§, f&fk send/recv B
device group 3%, 3R skip_rank/group_skip_rank % PipeFusion EREM, 2#HIEH
HRE 2 N E &7,

# python/sglang/multimodal_gen/runtime/distributed/group_coordinator.py
# MFR PipeFusion TRAMIARGE, AX&AMKE %G —EEA device_group:

# 1BSZIA world_size == 2 FUMIZE 0->1 5§ 1->0 AR A REB B,
# ZHBTTRARE T PipeFusion BIRVKEIRE, BRZ—HBEKR.

def send(self, tensor: torch.Tensor, dst: Optional[int] = None) -> None:
"""Send a tensor to the destination rank.""
# NOTE: “dst” 2ZHRN%S (rank_in_group iEX) , XBEmut3|2F rank,.
if dst is None:
dst = self.group_next_rank
torch.distributed.send(tensor, self.ranks[dst], group=self.device_group)

def recv(
self, size: torch.Size, dtype: torch.dtype, src: Optional[int] = None
) -> torch.Tensor:
"""Receive a tensor from the src rank.""
# NOTE: “src” RIRAANRS, LFREF rank B self.ranks #ik,
if src is None:
src = self.group_prev_rank
tensor = torch.empty(size, dtype=dtype, device=self.device)
torch.distributed.recv(tensor, self.ranks[src], group=self.device_group)
return tensor

python/sglang/multimodal_gen/runtime/distributed/parallel_state.py

5 group_coordinator.py BEXEIEZ X ¥ _PP B PipelineGroupCoordinator BX A
GroupCoordinator, pipelinea % %t—# 38 A MERRIZ, HMER—HT AR 8% % Rhelper,

# python/sglang/multimodal_gen/runtime/distributed/parallel_state.py
# pipeline TR B E A PipelineGroupCoordinator, fZZ HER

# GroupCoordinator: |[HESBERXREAEHHEAE, BHHMEEE TE
# BB EA, ERHABEMR, £—LRE)E destroy() AEFLI,

# A4 ay A EAENYIMIR I test_single_rank_device_group.py.

def init_parallel_group_coordinator(
group_ranks: List[List[int]],
local_rank: int,
backend: str,
parallel_mode: str,
**kwargs,

) -> GroupCoordinator:

TR B S B R



assert parallel_mode in [
"data",
"pipeline",
“tensor",
"sequence",
"classifier_free_guidance",
"vae_decode",
"replica",
"encoder_data",
], f"parallel_mode {parallel_mode} is not supported"

# sequence 11 Z4EH]: EE ulysses / ring PATEIE,
if parallel_mode == "sequence":
return SequenceParallelGroupCoordinator(
group_ranks=group_ranks,
local_rank=local_rank,
torch_distributed_backend=backend,
group_name="sp_group",
**kwargs,

# HAER (4 pipeline) %—i& GroupCoordinator; pipeline ~&
# BIEFIMY skip FKIRES X device group, BASiE X A KIRA4,
group_name = {

"pipeline": "pp_group",

"tensor": "tp_group",

"vae_decode": "vae_decode_group",

"replica": "replica_group",

"encoder_data": "encoder_dp_group",
}.get(parallel_mode, "cfg_group")
return GroupCoordinator(
group_ranks=group_ranks,
local_rank=local_rank,
torch_distributed_backend=backend,
use_device_communicator=parallel_mode != "tensor”,
use_srt_custom_allreduce=parallel_mode == "tensor",

group_name=group_name,

)
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