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@staticmethod
def _gather_sharded_sequence(

tensor: torch.Tensor,

num_replicated_prefix: int = 0,

num_replicated_suffix: int = 0,
) -> torch.Tensor:

# RS ERRARERWEL, —ELRK

if num_replicated_prefix and num_replicated_suffix:

raise ValueError(
"Replicated prefix and suffix cannot be used at the same time."

#EE: B dim 1 YA SRREBRIEIT stride, RA batch A 1 B PyTorch
# T H size-1 #E R stride MFIEANELL; batch > 1 BAHHA
# .contiguous() #tt, ENRFIFHAT all_gather 21k
# "Tensors must be contiguous" iz,
if num_replicated_prefix:
replicated = tensor[:, :num_replicated_prefix]
sharded = tensor[:, num_replicated_prefix:].contiguous()
gathered = sequence_model_parallel_all_gather(sharded, dim=1)
return torch.cat([replicated, gathered], dim=1)

if num_replicated_suffix:
replicated = tensor[:, -num_replicated_suffix:]
sharded = tensor(:, :-num_replicated_suffix].contiguous()
gathered = sequence_model_parallel_all_gather(sharded, dim=1)
return torch.cat([gathered, replicated], dim=1)

# TEFINRFES, HRTHENFEN

return sequence_model_parallel_all_gather(tensor, dim=1)
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class _CaptureAllGather:
"L all-gather 9B S ERMAKEF REFELER, "

def __init__(self):
self.inputs = ]

def _call__(self, tensor, dim=-1):
self.inputs.append(tensor)
return torch.cat([tensor] * _SP, dim=dim)

class TestGatherShardedSequenceContiguous(unittest.TestCase):
def _run(self, tensor, **kwargs):
capture = _CaptureAllGather()
with patch(f"{_LAYER}.sequence_model_parallel_all_gather", capture):
out = USPAttention._gather_sharded_sequence(tensor, **kwargs)
self.assertEqual(len(capture.inputs), 1)
return out, capture.inputs|0]

def test_prefix_shard_is_contiguous_when_batched(self):
# E3: batch=2 FHEIZS X8 all-gather #IASFEEL KE
tensor = torch.randn(2, 16, 8)
_, gathered_input = self._run(tensor, num_replicated_prefix=4)
self.assertTrue(gathered_input.is_contiguous())

def test_suffix_shard_is_contiguous_when_batched(self):
# E)3: batch=2 HEZLXH all-gather AL EEL KE
tensor = torch.randn(2, 16, 8)
_, gathered_input = self._run(tensor, num_replicated_suffix=4)
self.assertTrue(gathered_input.is_contiguous())

def test_batch_one_still_contiguous(self):
# |BESAZ batch=1 184F3E4E, AMRIFRER
tensor = torch.randn(1, 16, 8)
for kwargs in ({"num_replicated_prefix": 4}, {"num_replicated_suffix": 4}):
with self.subTest(**kwargs):
_, gathered_input = self._run(tensor, **kwargs)
self.assertTrue(gathered_input.is_contiguous())
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