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1. RERERENRIEMAB: PrefillAdder.add_one_req 44 %42 5 R AMER
—— select_prefill_admission EF a8 T Rit+&E prefill shape (RoBEA. A1t
host hit) , _commit_prefill_admission B33 tree_cache.init_load_back #1ft host hit
FHRZWMHE, init_load_back "3RE None filik E#3%4F; FULL BERATETULLE extend
range, REFRMANIZE host hit EFEEF, MARXAEMW RuntimeError FIEFER,
SWA TE R BrUksit  swa_admission_gate, R L #38192 # ring-slot #&# ILELIE
Xo

2. ARERESEHHE: ¥ mem_cache/storage_prefetch.py B StoragePrefetchRetries
, G—ETE miss BITIREM poll_miss. BAD hit BEBIEHSEIED refetch MU EF
BAF)R 7 pop_ready, EL& --hicache-storage-prefetch-retry-max-attempts (BRIA 8)
F#T; scheduler. process_storage_prefetch_retries ¥ 2 B H#AMA,
_prefetch_after_device_hit_loss ZCIEHFFARA B ERIRRGBENEE, F3E
_process_hicache_events £ get_next_batch to_run FkZ&—HUTEAHZ, KE



PD-prefill 5 PP fE¥F84 HiCache F4F4b3E,

3. Buffer-mode TERE &4 dp B RAE M) : staged prefetch % 5ok i@t
match_full_device_prefix ZE5&M L EFHTLE, FH A inc_full_pin / dec_full_pin X FULL
AL FULL-only pin (B &3 SWA segment lock, EAH receipt EE O EH/F%43K)
; prepare_prefetch RiR[E staging_tokens K/, 4pH#AE 2 &
alloc_prefetch_staging %'BC staging ¥ ; BEALRIREERE deferral RLEFR
max_staged_admission_defers = 32, #FREIEF hold HEH,

4. SWA EE 08 £ 5 Rust [ : Python tree core 3¢ walk_span.
swa_tombstone_ranges. attach_swa_window %# buffer-mode 78 2§ BIH& b ZEREAL BY
SWA & O ; Rust unified_tree_core.rs #83F match_full device prefix. inc_full _pin.
dec_full_pin W& staging tokens &%k, BN SWA BEBIFE 1L
NotImplementedError stub 3k, 3 NEZEMIRAE Rust /Figdkit,

5. MRS BERE: W test_scheduler_hicache _events.py (4 ANZEIIE drain BHHLS
feature gate) #n test _storage prefetch_lifecycle.py (498 fTEZ trim ¥R, X rank
ERNA., WEEL) ; test unified radix_cache_unittest.py #hn 653 {THEE atexit
BHEETRE (8 33 — 7 GiB) ; HECEM hicache storage prefetch retry max_att
empts 5 hicache_storage_prefetch_retry poll_interval & A
arg_groups/fields/memory.py.

REEF:

« python/sglang/srt/managers/scheduler.py (#3k JAEZ 28; 25| source; FEA core-logic
. f&5 _prefetch_kvcache, _process_storage_prefetch_retries,
_retry_storage_prefetch, prefetch_after_device_hit_loss) : JRE EB&IR: #3g
_process_hicache_events £—E4HZE, ERFBEKRA
_process_storage_prefetch_retries / _retry_storage_prefetch /
_prefetch_after_device_hit_loss, &£ PD-prefill 5§ PP #&3F 8y HiCache EF4b3E,

« python/sglang/srt/managers/schedule_policy.py ({3k FEAEN; 25| source; FEH
core-logic; &5 _PrefillAdmission, _swa_admission_gate, _select_prefill_admission,
_commit_prefill_admission) : EAEXBAZL: add_one_req HA A
_select_prefill_admission / _commit_prefill_admission, 3| _PrefillAdmission ##E3

5 swa_admission_gate, %32 load-back #f4 / BHRATNE IR S EMSIE.,

« python/sglang/srt/mem_cache/unified_cache/unified_tree_core.py (13t Z&5Ht; K5
source; £ core-logic; &5 inc_full_pin, dec_full_pin, match_full_device_prefix,
_walk_span) : Python #tZE#E FULL-only pin (inc_full_pin / dec_full_pin) . Ri%
FULL RERIZBICE match_full_device _prefix, W& SWA EMX a5 E0EiE (
swa_tombstone_ranges / attach_swa_window) o

« python/sglang/srt/mem_cache/buffer_mode/pipeline.py (3R FERE £&; 25| source;
2K A core-logic; 45 staged_splice_tokens, swa_transient_size, try_lock_anchor,
prepare_staged_prefetch) : buffer-mode TERE &A% &: EE Anchorlock A
FULL-only pin. try_lock_anchor BX A E#ILEH X4 cap_skip/cap_busy/anchor_lost,
T3¢ prepare_staged_prefetch. plan_staged_splice 5§ swa_transient_size,



python/sglang/srt/mem_cache/storage_prefetch.py ({3t FERER; 25| source; FEAR
core-logic; &5 _StoragePrefetchRetry, StoragePrefetchRetries, init, poll_miss) : ¥
IR A StoragePrefetchRetries A—E 3 paced miss M5 BN ENLEE

. FREIFBRBIRF A0 step BHEPRIE TP rank R, B4R A RERZOHEIT,
python/sglang/srt/mem_cache/unified_radix_cache.py (1&3k ZEHF£RK; FEF| source;
EM core-logic; 5 _log_storage_prefetch_deferred, pop_storage_prefetch_miss,

plan_staged_splice, staged_prefetch_swa_tokens) : &K E: prefetch_from_storage
A storage_hit_end HRIZEEHFXIE. KA staging_tokens MK EL. A
StoragePrefetchRetries, #*h% issued_assumed_stored %it5
resolve_prefetch_threshold,

rust/sglang-radix-tree/src/unified_tree_core.rs (#ik Z5#; 35| source; £H
core-logic; &% inc_full_pin, dec_full_pin, match_full_device_prefix) : Rust #tix[E#
23, inc_full_pin / dec_full_pin / match_full_device_prefix, #¥&
build_hicache_transfers #1313 staging_tokens %4,

python/sglang/srt/mem_cache/rust_tree_core/adapter.py ({3 Rust i&#&; 25|
source; £ core-logic; &5 swa_tombstone_ranges, attach_swa_window,
match_full_device_prefix, inc_full_pin) : Rust 3&ZEE: match_full_device_prefix /
inc_full_pin / dec_full_pin #fE48E, swa_tombstone_ranges 5 attach_swa_window
UL E R NotImplementedError stub &5 B&1%E = IR,

test/registered/unit/managers/test_scheduler_hicache_events.py (3 FEEMR; 25

s a

test; £ test-coverage; fF5 TestSchedulerHiCacheEvents, test_feature_gates,

test_pd_prefill_drains_before_admission_even_with_empty_queue,
test_unified_drains_when_prefill_is_deferred) : #3&AE £ HiCache E4HEZMR: 1
iE feature gate A& . PD-prefill ZFAF|HMHEE. prefill ZRBHAHEZE. PP BHREEEINTF .

. test/registered/unit/mem_cache/test_storage_prefetch_lifecycle.py (iR BUNIR; 3£
Al test; ER test-coverage; fF5 TestStagedPrefetchlifecycle,
test_trim_and_stage_preserve_raw_token_boundaries,
test_two_rank_completion_capacity_and_anchor_loss,
test_next_pass_uses_fresh_joint_match) : ¥13% staged TERAE dpEEAMR,: BE
trim/stage ¥&E. X rank ZBREES anchor £%. T— pass AL joint match,
#Z buffer-mode & &AT AN EEEYIM LK.

KBS _select_prefill_admission, _commit_prefill_admission, _swa_admission_gate,
_process_hicache_events, process_storage_prefetch_retries, retry storage_prefetch,
_prefetch_after_device_hit_loss, match_full_device_prefix, inc_full_pin, dec_full_pin,
swa_tombstone_ranges, attach_swa_window, prepare_staged_prefetch,
try_lock_anchor, plan_staged_splice, pop_ready, poll_miss, refetch, cancel,
alloc_prefetch_staging, swa_transient_size

RERED R B

python/sglang/srt/managers/scheduler.py



RELTRRZ: ¥ process_hicache_events &—E4rHE, ERZPEKA
_process_storage_prefetch_retries / _retry_storage_prefetch /
_prefetch_after_device_hit_loss, &£ PD-prefill 5 PP &8 HiCache EF4bE,

def process_hicache_events(self) -> None:
# HiCache FM4-HEE & TP @33R IUE rank ARE (do
# _should_defer_prefill) ZRHUT, TNUE rank EFHANFREEEFE
if (self.enable_hierarchical_cache or get_memory().enable_flexkv
or self.enable_unified_cache_external_linker):
self.tree_cache.check_hicache_events()
if self.enable_hicache_storage:
self._process_storage_prefetch_retries()

def _retry_storage_prefetch(self, req, storage_hit_end=None) -> None:
req.storage_prefetch_retry_attempts += 1
max_attempts = get_memory().hicache_storage_prefetch_retry_max_attempts
if req.storage_prefetch_retry_attempts >= max_attempts:
#RAERER: FEAR L3 BN, BEEREZEAREEAN
logger.warning(
"HiCache storage prefetch reissue cap reached req=%s attempts=%d; "
"the request is admitted without further L3 lookups",
req.rid, reqg.storage_prefetch_retry_attempts)
else:
logger.debug("HiCache storage prefetch re-issue req=%s attempt=%d",
req.rid, reqg.storage_prefetch_retry_attempts)
self._prefetch_kvcache(req, storage_hit_end)

def _prefetch_after_device_hit_loss(self, req: Req) -> bool:
# HABARIR &SR LG, EFNEANBHEN L3 XA,
# BF staged hold HABE®L, #BHRLE BIFEN fetch HFR
previous_match_len = req.storage_prefetch_last_match_len
buffer_pipeline = self.tree_cache.buffer_pipeline
if not previous_match_len or (
buffer_pipeline is not None
and buffer_pipeline.has_staged(req.cache_request_handle)

return False
current_match_len = len(req.prefix_indices) + req.host_hit_length
if current_match_len >= previous_match_len:
return False
if reg.storage_prefetch_retry_attempts >= get_memory().hicache_storage_prefetch_retry_max_
attempts:
#ENERLR: EZRENETTE, FHREIR
req.storage_prefetch_last_match_len = current_match_len
return False
logger.warning(
"HiCache device prefix shrank before admission req=%s "



"lookup_match=%d current_match=%d; reissuing storage lookup",
req.rid, previous_match_len, current_match_len)
self._retry_storage_prefetch(req)
return True

python/sglang/srt/mem_cache/unified_cache/unified_tree_core.py

Python $t4ZE73 FULL-only pin (inc_full_pin / dec_full_pin) . Ri% FULL iR &R ITED
match_full_device_prefix, W&k SWA EMXE{EMS5E O&EHE (swa_tombstone_ranges /
attach_swa_window)

def swa_tombstone_ranges(self, key: RadixKey, start: int, end: int) -> list[tuple[int, int]]:
"RE CC[start, end) T A SWA EEEEZNRAELXE, "
ranges: list[tuple[int, int]] = []
for child, pos, prefix_len in self._walk_span(key, end):
seg_end = pos + prefix_len
if seg_end <= start:
continue
# SWA &% value A None BREME, EEMAHTIE
if child.component_data[ComponentType.SWA].value is not None:
continue
lo, hi = max(start, pos), min(end, seg_end)

if ranges and ranges[-1][1] == lo:
ranges[-1] = (ranges[-1]1[0], hi) # tHARKX [a &3
else:

ranges.append((lo, hi))
if hi >=end:
break
return ranges

def attach_swa_window(self, key, window_start, window_end, swa_values):
"I L3 MEEKA SWA R EHEEBANKMKE, RE” LN S E, "
assert len(swa_values) == window_end - window_start, (
f"attach_swa_window size mismatch: got {len(swa_values)} "
f'"for [{window_start}, {window_end})")
actions: list = []
covered = window_start
for child, pos, prefix_len in list(self._ walk_span(key, window_end)):
seg_end = pos + prefix_len
if seg_end <= window_start:
continue
seg_start = max(pos, window_start)
assign_end = min(seg_end, window_end)
# REEHREME L, BEE SWA RARSER—K
assert child.component_data[ComponentType.SWA].value is None, (
f'attach_swa_window over live SWA at [{seg_start}, {assign_end}) "
f'of [{window_start}, {window_end})")
self._attach_swa_segment(
child, pos, seg_start, assign_end,



swa_values[seg_start - window_start: assign_end - window_start],
actions)
covered = assign_end
if covered >= window_end:
break
assert covered == window_end, (
f'attach_swa_window covered {covered} of [{window_start}, {window_end})")
return actions

python/sglang/srt/mem_cache/storage_prefetch.py

FriiER: F StoragePrefetchRetries ZE—%& ¥ paced miss Bia 58 S5 50 GBI E R,
REES|IRF A0 step BRHEMRIE TP rank F, BAR A RE R HZLEIL,

class StoragePrefetchRetries:
" L3 BIRMLE—HIT: step ARk TP & rank REFRS,
ERIZ waiting BRIIIMF & d, BEMENEREEZRAARENTEAN "

def __init_ (self):
self._pending: dict[str, _StoragePrefetchRetry] = {}
self._step =0

def poll_miss(self, req_id: str, storage_hit_end=None) -> None:
# JF immediate B9 miss: % poll RS, BREH
self._pending[req_id] = _StoragePrefetchRetry(False, storage_hit_end)

def refetch(self, req_id: str, storage_hit_end=None) -> None:
# B4 hit (B8 E %50 T— pass MEIEE
self._pending[req_id] = _StoragePrefetchRetry(True, storage_hit_end)

def cancel(self, reqg_id: str) -> None:
self._pending.pop(reqg_id, None)

def pop_ready(self, waiting_queue, interval, max_attempts):

self._step += 1

if not waiting_queue or not self._pending:
return []

# MM miss RBEFRZEFAL: BAkH spec miss HIZEEUH

head_id = waiting_queue[0].rid

head_retry = self._pending.get(head_id)

if head_retry is not None and not head_retry.immediate:
self.cancel(head_id)

if not any(
retry.due_step is None or retry.due_step <= self._step
for retry in self._pending.values()

return []

ready = ]
for req in waiting_queue:



retry = self._pending.get(req.rid)
if retry is None:
continue
if reqg.storage_prefetch_retry_attempts >= max_attempts:
#ARFERLER: BKFZ L3 B, HEEIREAN
self.cancel(req.rid)
continue
if not retry.immediate:
# paced miss: # interval TR, interval <= 0 £ RAEIR
if interval <= 0:
self.cancel(req.rid)
continue
if retry.due_step is None:
retry.due_step = self._step + interval
if retry.due_step > self._step:
continue
self.cancel(req.rid)
ready.append((req, retry.storage_hit_end))
return ready

EATl el L

% PR ZA AR code review it (FAL reviewer EH approve, HHF—{iFid
‘Awesome”) , BRI EEEHEEE PR body 5 issue TP ER, EEFCEFHNLNES:
“The last one passed under Rust before this PR, so this is a deliberate coverage

regression for buffer-only + SWA + L3 on the Rust core until the helpers are
ported; the Python core is unaffected.”

YEFEBARAAIA Rust /B 3 NEFMRBN ZE—XARENBEEZER, fmiELENERE.

“StoragePrefetchRetries stays keyed by rid (it paces requests in the waiting queue,

so an attempt change must not orphan a pending retry)

TE rebase 3| #39318 (attempt-scoped CacheRequestHandle) B, 1EHERE: WMEREIZE
rid 8%, #% attempt THUFEEFATFRERIVLIL,

“Fixtures now unregister the hook via addCleanup; peak device memory for the
suite drops from ~33 GiB to ~7 GiB.”

1-GPU CI shard OOM B8R E & init_hicache A atexit JEM cache.shutdown, $T1EFTAE

HiCache fixture B X|# 2R Y ; BEE EHFEEKRE TR,

« EAHA load-back Rft5 admission TIER—EKAI IR (correctness): £ER RSN IE
R; WARMABTRAERF, M fail-loud,

« Rust tree core k18 SWA & O{EEBIF (design): AIARA BN EZEIR, Python
core A&, E1¥/54: Rust port,

« MREMY atexit T3 1-GPU shard OOM (testing): fixture BxH addCleanup SE5H59F,
IE(EIRENHEMY 33 GiB BREIY 7 GiB,



« rebase ZRH) LIFERCRE (design): FRE AR PR ZBIEH handle BIEEARS; ERXE
AR rid, R attempt IV LILSEFAS TR ER,

R 5 B

« R&: A PR AEEEXTENK:

1. NIRERIZRZE . schedule_policy.py B add_one_req 7 scheduler.py B
_process_hicache_events BIERBEANTIRAR, HIF / ERXIFHET R RER T 6 LI,
AHHELRRFAANRIE; init_load_back RE None fi &k EHFNMEIARAE T EHE £
RATEB

2. Rust G B = EI3R : rust tree core/adapter.py # swa_tombstone ranges 5
attach_swa_window R = NotIlmplementedError stub, /&M Rust ¥y buffer-only
+ SWA + L3 TEBE L EHITE OB IZ, test_buffer only load _back_trims_head_pu
blished_by_sibling S RBI%E Rust JaimEBk,

3. FELE BRIMEME XM : max_attempts = 8 IBMEFERKEE R EIPRAEN, i
L3 MET TREMMI P E,; poll_interval BRIAKA 8 RRZTERTE, FELRGT
RIEHRo

4. MHAZR 2 £47 A staging_tokens. FULL pin £R AR Python 5 Rust 43
, EA—RERB2EREZTEHERKIITALSX, A PR BEZEAE Cl a1 —K
test_swa_prefetch_commit_end_to_end, - ®": HUSeEE+E R A HiCache
buffer_only ENAFERNFFEAN L3 FMHNERE: BE T &H AT phantom host-hit B MK,
AN holds FRMERLA=ZAEA, AITRIEE T warm-cache RIS P EREIRME,
MERTE, AEESEFTFAANATFED (admission BME. FULL-only pin,
staging B4)) k&£, 54 HiCache &1 ER P Python 5 Rust Bfll; Rust HiixHY
SWA & B&4h port BEARMFABEAG. KEHA HiCache WERRZAZ M, BAF
HHEE S MEBREIREZ feature gate &, - RFEFRIT: BOAERIRETE |, Rust FIRE
ZEER , HEHESBYRITA , EFSARYTRKE , Python/Rust X core &

KERIK L

« PR #39480 [HiCache] Optimize buffer-mode storage existence bookkeeping: EA&E#R (
buffer-mode + HiCache) MEEAL, 54 PR [EJB buffer-mode FEBXEERSIESE,

« PR #39318 [HiCache] Attempt-scoped CacheRequestHandle: i BAFEIZ B rebase 1K
. A PR BLK. Z2ETMEURS. #4585 staged holds 3% CacheRequestHandle #3%,

« PR #38483 [HiCache] Buffer pipeline anchor release: rebase Bt X FH T LJiF #38483 19
buffer-pipeline anchor BIKiEX, §Z%M,

« PR #38192 [Scheduler] SWA req ring exact-fit admission gate: PR body & 1123
_swa_admission_gate R8T #38192 5| AH) _swa_req_ring ¥&# ICECELER,

« PR #39108 [Router] Honor KV-event storage tiers in the cache-aware tree (1/4): &@—
HiCache sheElk: Router RIBMIZFMEE RICRIFHE, 54K PR B staged prefetch #
L RBEE AN,



« PR #39516 [Fix] HiCache startup ImportError on the pinned kernel wheel: [E{&E3kfaE
MAEE, HRX#E HiCache ELZ#HFEE (AMD) ERIRTAM,



