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PATHE
« —4)i&: HiCache $8#r#% rank ITAr#+#54% shrunk 13E, E£ % rank XfnkE

« EMNE: EEREIR, WRERIE HiCache EREF R BEFHER, A PR 9FEMREXY
%E (per-shard vs logically replicated. attempt &M vs A& miss iH%k) BARILE 4L
HiCache mRAIEERIIR, FFAESFEIRITRE: —2 rank &5 storage
collector BAZXF, #BR L2/L3 RMEIERILIEXIK, —EEEMFRELE reason k%
RILEIRE, 1R label B U4EE dashboard faZE. RINBABXAAORZ; Z£IE " F O
F delta / duration sum" E X AFEKRWF, XA4 rate &% NETEIEY D4R,

THHES BAL

PR body ER#fE H AN WM MEERFE: H—, "Every scheduler rank runs its own cache
over its own KV shard, so the multiprocess registry summed the ranks and the series
reported TP x the logical token count", B storage (L3) collector B&& tp_rank / pp_rank
/ dp_rank ¥+, BWEIRTENTT; H=, "storage_prefetch_unfulfilled_tokens_total{rea
son="shrunk"} covered four different terminal outcomes, which made it impossible to
tell an anchor loss apart from a splice-time trim", Bt BfrZEiL L2 B3 EES L3 —3%K8
rank 8, FEERIE shrunk MBIFR T X o028 R E,

LI AE

1. #38 rank AREJRA REK: 7E python/sglang/srt/observability/metrics_collector.py ®#t
¥ radix_cache_metric_labels(), DP attention FFREEX parallel.attn_tp_rank /
parallel.attn_dp_rank, ENE parallel.tp_rank B dp_rank=0, 3%t pp _rank, 825
storage collector #) DP-aware A E 52—, XFR— rank B L2 § L3 A TEEX
FE¥F.

2. EAZEZMMAL: python/sglang/srt/mem_cache/base_prefix_cache.py 8
BasePrefixCache.init_metrics_collector() 2x 4EH
radix_cache_metric_labels(self.__class__. _name__, get_parallel(),
is_dp_attention_enabled()) #3& labels, H¥ is_dp_attention_enabled() ZER S A\ LAk %,
TEIRRE, extra_metric_labels 1737 &1n,

3. #F4 shrunk reason: python/sglang/srt/mem_cache/unified_radix_cache.py #

_handle_storage_prefetch_anchor_loss() 3 reason="shrunk" B&xA
reason="anchor_lost" (i%%& anchor & 10 =X AEIE %, buffer &x) ;



python/sglang/srt/managers/schedule_policy.py B9
_account_prefill_cache_admission() 43E device_capacity BIEANED reason Mshrunk
BX A cache_admission_shortfall (L3 Mm#E| L2 89 span # cache-mode EAR EART £
) . metrics_collector.py EI# ¥ & reason MEE S, FEBaux_window_trim /
device_overlap N EEIZE label TNE X4 dashboard faE, XHEKRE A
attempt ZZH¥ 012, BAFAERERZL prefill cache-miss i34,

4, BE L2 FHIEE Y load_back_bytes total 5 hicache_backup_bytes_total BAH

A per-shard (sum ranks B#E L& &) , token 1% & (load_back_tokens_total /
hicache_backup_tokens_total) A logically replicated (read one rank) , #%4WH " &
OFY delta BRIULESE O duration sum AFEHMARTERRY 5, plain rate &5 WA " B
WHEOZ,

. MERELE: test/registered/unit/observability/test_stat_loggers_di.py #73&
TestRadixCacheMetricLabels &% DP attention 7 / X FAFEIRAE ;
test/registered/unit/mem_cache/test_unified_radix_cache_unittest.py ¥ anchor-loss
Ak A test_positive_hit_with_lost_anchor_reports_anchor_lost 8= #7 reason;
test/registered/unit/managers/test_prefill_adder.py &g cache_admission_shortfall,
VEZ A HE 65 passed / 1 skipped.

R

python/sglang/srt/observability/metrics_collector.py (1 18kr% % ; 25| source; 3£
# core-logic; &% radix_cache_metric_labels) : #OBREI XM #73E
radix_cache_metric_labels() JR&E rank ¥, ¥E
storage_prefetch_unfulfilled_tokens_total 8 reason ME &S (shrunk 3% A
anchor_lost / aux_window_trim / device_overlap / cache_admission_shortfall) , # &
B L2 FHiHEE W per-shard 5% 5% XA 042,
python/sglang/srt/mem_cache/base_prefix_cache.py (#3k ZH 3 25| source; 3£
A dependency-wiring; &% init_metrics_collector) : radix-cache collector B¥I%&ILAN
O : init_metrics_collector() MEE cache_type &R A H
radix_cache_metric_labels() JEA rank 5%, FHERF A is_dp_attention_enabled() &
GG I

python/sglang/srt/managers/schedule_policy.py (#3k i8Z K88 ; 255 source; FER
core-logic; &5 _account_prefill_cache_admission) : cache-mode &AM reason {2
. _account_prefill_cache_admission() #3E device_capacity BIEANER D M shrunk 284
cache_admission_shortfall, 5 anchor_lost TP N X989 attempt KiZW,
python/sglang/srt/mem_cache/unified_radix_cache.py ({3 %—%&4; 5| source;
KA core-logic; &5 _handle_storage_prefetch_anchor_loss) : buffer #£=, anchor
E k12 reason X% : _handle_storage_prefetch_anchor_loss() A shrunk 2&A
anchor_lost, & reason IFOEG— & AF MBI R 2k 51,
test/registered/unit/observability/test_stat_loggers_di.py (£ FEFRMR; KB test;
KA test-coverage; &5 TestRadixCacheMetriclLabels,
test_labels_follow_the_storage_collector_rank_keys) : #r3%

TestRadixCacheMetricLabels: FA SimpleNamespace ¥ parallel 3RZ&, &% DP



attention FF/& / XRFM rank Fr&Jk4E, BIES storage collector 84 E X5,

. test/registered/unit/mem_cache/test_unified_radix_cache_unittest.py (#3k Z75 50 ;
25 test; LR test-coverage; &5 test_positive_hit_with_lost_anchor_reports_ancho

r_lost)

: anchor-loss FBIM is_reported_as_shrunk &% A reports_anchor_lost, K&

_finish_storage_prefetch Uk%| reason="anchor_lost", IIEZ%—2ZHEME reason FHa

. test/registered/unit/managers/test_prefill_adder.py ({3 ENMR; K7 test; XA
test-coverage; 5 test_storage_prefetch_fulfillment_resolves_at_admission) :
PrefillAdder ENZEE AFIIEEAE reason A shrunk BXA cache_admission_shortfall, &

EREREMAE reason HFH% .

X85 radix_cache_metric_labels, BasePrefixCache.init_metrics_collector,
PrefillAdder._account_prefill_cache_admission,
UnifiedRadixCache._handle_storage_prefetch_anchor_loss,
UnifiedRadixCache.finish_storage_prefetch_admission

KR F B]

python/sglang/srt/observability/metrics_collector.py

RSBREN XXE: #73E radix_cache_metric_labels() J&RZ& rank 7%, ¥ &
storage_prefetch_unfulfilled_tokens_total # reason ME& & (shrunk IHFL A

anchor_lost / aux_window_trim / device_overlap / cache_admission_shortfall) , &S

L2 FHIHEEE R per-shard 55 X013,

# metrics_collector.py —— rank $#r&J&k4E 5 reason E

def radix_cache_metric_labels(
cache_type: str, parallel: Any, dp_attention_enabled: bool
) -> Dict[str, Any]:
# 8 scheduler rank R4 B O cache @K ; EARIER rank /7%,
# multiprocess registry &BFTAE rank B series Xfo, ERETK
# TP x 18 token %, B5% rank #n& 8 L3 storage FHTL3EXNFo
# X B & A storage collector By rank BAE, fRIER— rank 89
#12 5 L3 FAlReEESHITH,
if dp_attention_enabled:
# DP attention T KV #FEABY S, rank BUEEABA RS .
tp_rank, dp_rank = parallel.attn_tp_rank, parallel.attn_dp_rank
else:
# 3E DP attention: E#¥HA TP rank, dp_rank B4 0,
tp_rank, dp_rank = parallel.tp_rank, O
return {
"cache_type": cache_type,
"tp_rank": tp_rank,
"pp_rank": parallel.pp_rank,
"dp_rank": dp_rank,
}

# RadixCacheMetricsCollector. _init__ AH] reason W E :
# ME LI reason E, RIEZBASEER LRI ATRE series,



# anchor _lost / cache_admission_shortfall &4 PR M shrunk 3o H 8
# attempt &K RIE R TIREM anchor & 10 #XARIER, EELXT
# L3 mm#Z| L2 B span £ cache-mode EAR AT £ H,
# aux_window_trim / device_overlap A FIEX, YURIEME ELREERRZR,
#IREWME RN T1iLEEA dashboard # label & &R IFHEE
for reason in (

"below_threshold",

"host_capacity",

"device_capacity",

"device_covered",

"storage_transfer”,

"anchor_lost",

"aux_window_trim",

"device_overlap",

"cache_admission_shortfall",

"dropped",

self.storage_prefetch_unfulfilled_tokens_total.labels(
**self.labels, reason=reason

)

python/sglang/srt/mem_cache/base_prefix_cache.py

radix-cache collector 9% E : init_metrics_collector() MEZE cache_type }=&KA
JAH radix_cache_metric_labels() 7EA rank #5%, FHERF A is_dp_attention_enabled()
3 R EERMK R

# base_prefix_cache.py —— FfA radix &% (& UnifiedRadixCache) #*H
# BIERAIEAND, AR PR ZE/SEAN rank 4%,

def init_metrics_collector(self):
# R T N RAEIRFAEIMRE; is_dp_attention_enabled RE
# BX attn_tp_rank/attn_dp_rank X Z3¥¢3& tp_rank + dp_rank=0,
from sglang.srt.layers.dp_attention import is_dp_attention_enabled

labels = radix_cache_metric_labels(
self._class__.__name__, get _parallel(), is_dp_attention_enabled()

)

# extra_metric_labels he[ &in, FEA B EXHREEE,

if get_observability().extra_metric_labels:
labels.update(get_observability().extra_metric_labels)

radix_cache_cls = resolve_collector_class(
STAT_LOGGER_ROLE_RADIX_CACHE,
RadixCacheMetricsCollector,

)

self.metrics_collector = radix_cache_cls(labels=labels)

python/sglang/srt/managers/schedule_policy.py



cache-mode EAM reason 4% : _account_prefill_cache_admission() J%3E
device_capacity BEAERDOM shrunk 284 cache_admission_shortfall, 5 anchor_lost #
RN X8 attempt Ri2KT .

# schedule_policy.py —— cache-mode EANEHZITEH
# L3 S8 token FREIAIMATA prefill AL, 0 RELK,

def _account_prefill_cache_admission(self, req: Req, prefix_len: int) -> None:
if reg.retracted_stain:
# BEFIRARERFITALI; Z2FEEGRIRS, BRE4
# abort ERA drop.
self.tree_cache.discard_storage_prefetch_accounting(
reg.cache_request_handle

)

return

if prefix_len > 0:

device_hit, host_hit, storage_hit = split_cached_prefix_by_tier(
prefix_len=prefix_len,
host_hit_len=req.materialized_host_hit_len(),
storage_hit_len=req.storage_hit_length,
storage_hit_start=req.storage_hit_start,
host_hit_is_storage=req.host_hit_is_storage,

)

self.log_device_hit_tokens += device_hit

self.log_host_hit_tokens += host_hit

self.log_storage_hit_tokens += storage_hit

fulfilled_storage_hit = req.fulfilled_storage_hit_len(prefix_len)
reason = None
if fulfilled_storage_hit < reqg.storage_hit_length:
# /O EHE X host BEREAIT device_capacity; EARE
# B12%—Y3AAN cache_admission_shortfall, &~ L3 mn#3| L2 8§
# span £ cache-mode EARBEARTE A, XZ attempt KSR,
# AR &K prefill cache-miss T3k,
reason = (
"device_capacity"
if reg.needs_host_load_back()
and reqg.host_loaded_length < reg.host_hit_length
else "cache_admission_shortfall"
)
self.tree_cache.finish_storage_prefetch_admission(
req.cache_request_handle,
fulfilled_tokens=fulfilled_storage_hit,
reason=reason,

PR AL



A PR BA reviewer ITREW, hzh0425 EH#E APPROVED (BIEX) . #ZWRITEREIEEE

1% xiezhg-hermann B4 rebase B H

« B—>R rebase #| main (2fcabdé9aa) fEFRE #39318 (attempt-scoped
CacheRequestHandle) 8942 : "the split discard reasons (aux_window_trim /
device_overlap / anchor_lost) now key their release and finish calls by the request

handle", BR reason igWK#Z request handle A4%,

« £ )R rebase 3| #39283 / #39480 &3 /581 main: "#39283 replaced the
admission-time splice trim with a re-fetch (prepare_staged_prefetch /
_refetch_staged)... the aux_window_trim / device_overlap outcomes this PR
originally introduced have no code path left; this rebase drops the helper and keeps

the two remaining splits (anchor_lost at IO-commit anchor loss,
cache_admission_shortfall in the cache-mode adder) plus the per-rank L2 labels",

KBLEIL: label MERBGELNRBEEIZ, ZHT1LEEA dashboard B label £ &RIFIRE;
refetch_staged 338 shrunk EEIRA shrunk, XFEZITLEZIEELE rebase IEF EH)

W2z e E, BARERIBNE,

. aux_window_trim / device_overlap F #39283 EM%k AR KRIZHLIE (design): 12 E
aux_window_trim / device_overlap 8 label MBS X4k (EARFIENX) , EZFRR&E
B anchor_lost 5 cache_admission_shortfall IN#F#54%; _refetch_staged #k¥4:3E

shrunk EEIRA shrunk,
« 5 #39318 attempt-scoped CacheRequestHandle By /F AR R (design): rebase B,

discard reason Bk —LL CacheRequestHandle A%, MR RE W & #7,

o FAREX XAEML: per-shard vs logically replicated. attempt-level vs final miss
(documentation): XHBEZFTOREES, FESNITEE EAHIZERA .

PR=3-AE

o RS

1. 3E4% series EEEHA: T tp/pp/dp rank BEEESZ A JEST series, EARMAE
TP/PP/DP &# T Prometheus FFAIERES R K,; XEME B IBFRIERAMEFT L E RN

, BER#EFME T MFHEE XL,

2. BtA dashboard R3%: |H reason="shrunk" ## %A anchor_lost /
cache_admission_shortfall, K& IBIFSHEZENNFeEREZR D EH; FE
_refetch_staged 1% shrunk, ARAFSZLEER,

3. XK EREBBRZImEEE: aux_window_trim / device_overlap (X7 T 1Tk 58 A% fn
label ME F, HAPEAEANREEAET EXREAME;, REREMXTAR)ET, TRISFR

XA, ENERSHEAR,
4. ¥IE1LETF : BasePrefixCache.init_metrics_collector() {K#i get_parallel() 5
is_dp_attention_enabled() EZ BB ERLE; ERREZEGEWEMLET parallel K

SER, "TREERE|EIEN rank,

5. ¥MEAMR: SR RAETE, FtatEIEHE (PR A metrics-only) , EVIAXKEE
I collector #3afbAn reason FRBHPNRAKE L, - R HEES5FEHAR:



HiCache L2 (&4l DRAM) 5 L3 GEimf#Ffg) FIRERTIZ rank X455, REEMITEY
EEE., & rank ZRMEREE, ARENRSH AT SR ERKIEERM; B
dashboard 5&EEIEEI rank AnZFHFELEH reason, ARG 4= XN MHERS,
THRBRZEERT M, XE: XZ HiCache 2 BEHF TN R RN XE—IF, 5
Router M7 fif RANBE BHIEFRZ R E AN - RFQARIE: $8HR series 2K rank HEHEK ,
reason MEIFLEMELAE dashboard, fREBLNRADERIZEY label TNE , HiiBFREKEI LK
{EEYIE

KRR EE

« PR #39283 [HiCache] Rework the buffer-mode storage prefetch pipeline and retry
bookkeeping: 4~ PR #y reason IF% EFEKE #39283 B94T AL admission A splice
trim # re-fetch M5, aux_window_trim / device_overlap £ E5RBEKIR, HARERE
anchor_lost 5§ cache_admission_shortfall I N F2

« PR #39480 [HiCache] Optimize buffer-mode storage existence bookkeeping: {E& % —
R rebase LBAPEAFIRE|IE T #39283 5§ #39480 /580 main EfK; #39480 thit T

buffer-mode FAEFEMICHK, & cache_admission_shortfall B N F| R EEREAE %

« PR #39318 attempt-scoped CacheRequestHandle: /&% —>k rebase B AHIR X
#39318: A PR # discard reason #% CacheRequestHandle 2H4R release/finish A H,
MR EHWET handle, % PR REARALF|XRF, 1B rebase ILFKZE 7 EIEHE,

« PR #39109 [Router] Expose the KV storage-tier stream and tree occupancy on
/metrics: EA HiCache 2 BE&&F T WM MEZEK: Router MBZZEFMLEIEIR, & PR ik
SIZM L2/L3 AR A5, FE £ RMEL HiCache BY UM F3R,



