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MITHE

 —A)E: BIEERIRE RS EE, MLA 2 preparation B 5 2K launch &R 12k

- WESME: BEEIE, LHEIEEM MLA / speculative verify M BEAAL B % — R A %
RN REZ, EERTINRITATA=ZS: (1) A fused_fp8_query Hrg 4] Bkt
EE KV B A fo [Bkid query concatl , tLEZ A EE H|UT gate EXEEEE; (2) £/
forward_decode B9SF %% (save_kv_cache + 874 gate + _resolve_fused_write_loc)
A ZIERRIZ, & decode 5 verify HERESIEX RAR—3K; (3) BAMIE dispatch (855
kernel 3%3% (CUDA vs Triton) ¥17F, E4 7T 1FF@E,

RN E S HIARMGE: — & PR body Z&ER test/registered/kernel/attention/test_trtll
m_mla_fp8_prepare.py & BEHM PR i, TNFA L verify BEZNENINR,;, —BR
SARE (Kimi K3 + trtlim_mla + fp8 KV + MTP) HI¥EESEHLE LR T ENT, EAN YR
B FEFKE acceptance length=1.0 8§ dummy 20, FEEE 3 Y1E L &KIRIE,

THRES B

LK E issue #39107: 1EHE SGLang v0.5.18 E &P %,
TRTLLMMLABackend.forward_decode A bf16 -> fp8 &b + KV scatter + [g_nope
| g_rope] Hf#E) EbE&3#—K set_mla_kv_concat_qg_fp8 launch, 1B target verification £
& forward_extend, ER—#IAELNMLEEHFIITIERMEEEE—— [That is five kernel
launches per MLA layer instead of onel . ZEAIRIER cos_sin_cache is None 8 case (
Kimi K3 # skip_rope=True, absorbed {27 RoPE) , % RoPE IR F flashinfer By
mla_rope_quantize_fp8 B2 RZ R, issue FHIZUIEkIE B~ B300 TP8 dummy Kimi K3
+ MTP1 + FP8 KV THIHH &t 106.45 -> 108.40 tok/s (+1.83%) , TPOT 9.1597 ->
8.9923 ms (-1.83%) , FHBAFIRE [Would sharing the existing decode preparation
path with eligible target-verify calls be an appropriate upstream change? The dispatch
fix can be considered separately from selecting CUDA versus Triton for the fused

implementation] — & PR XPAWERHEFWNLREMBE, MAEHH Triton kernel,

LI AE

1. fhA N0 PE—BREI XXM python/sglang/srt/layers/attention/trtlim_mla_backend.py, &K
sh&EFE TRTLLMMLABackend.forward_extend B fp8 A%, A4 E2EAN=704:
self.data_type == torch.float8_e4m3fn. forward_batch.forward_mode.is_target verify
(). cos_sin_cache is None, RIEH flashinfer fallback HIMREFARZ, HERHR



target-verify / draft-extend, # . verify #483| prefill #LXIE9 wrapper buffer,

2. I ETESFIEIRBMEEIR: & merge_query = g_rope is not None Z Jg#3¥
fused_fp8_query = None, 1A TRAERE T BIE—H|IB, & cos_sin_cache is
None X N%H |k save kv _cache and self. fused_set kv _concat_q_fp8 (BXABIEES
Frk) , BRI resolve fused write loc(forward batch) RN B #aE: RA loc is
not None Bt _set _kv_and_concat_g_fp8_fused(layer, loc, g, g_rope, k, k_rope).
X5 forward_decode BIFFEE2REHM, EAT unified pool FBA TARGET_VERIFY &
1789 capture-stable L& decode kernel_loc, RN REZEI kernel, HMARKENES

gate,

3. ERFERTEMAE: MERGPH (EXH. gate xR, MBHTAE| loc, B covered_fp8
FEZMEFEK helper 3RE None) , IHATREKE mla_guantize_without_rope_for_fp8
(a, g_rope, k.squeeze(1), k_rope.squeeze(1)), KV EANEMHH if save_kv_cache: UK
A if save_kv_cache and fused_fp8 query is None:, EAFREL X BELE R
set_mla_kv_concat_qg_fp8 EBA set_mla_kv_buffer EEEE —K; query E&H if
merge_query: BXA if fused_fp8_query is not None: q = fused_fp8_query / elif
merge_query:, BEIRRERRINNEZEXRA kernel =8 fp8 query, %t
concat_mla_absorb_qg_general,

4, BMESNEER|FEEM: CuteDsIMLABackend 5 TokenspeedMLABackend 4%
forward_extend, BTN verify BARRMHZ 2, ®IF Kimi K3 B3RA DCP B2E (At
speculative_attention_mode="decode" & verify BB 2| cutedsl_mla) . draft-extend 5
L@ prefill FZEm, FARMESZRAREE is_target verify() &4 T ; RoPE R gk4r £
mla_qguantize_and_rope_for_fp&,

5. MR 5 IIEBLE: PR body BEMHFTIE test/registered/kernel/attention/test_trtlim_mla_fp
8 prepare.py (FETF TestFusedFp8WriteGate B bare-backend fixture, WrE verify &£
Rh&EE. TE translating pool TE 3| capture-stable loc. gate * R EHR B IER & EERIH
X5 aten fp8 £%) , ERA diff REE 1 NREXMH (+25/-7) , ZMRSCHRIEINE
EHAEY, EEZMIARTIFE|HM PR 3k, BEARAMH test_kimi_k3_prerequisite_o
ps (batch 64) fRIEERE kernel 5 aten 8E& byte-identical; PR body FAFaFRIE GPU M
RARAHIEST. Kimi K3 + trtlim_mla + fp8 KV + MTP ¥ E MK, accuracy/speed
benchmark JE2IU5 4 pending,

R

- python/sglang/srt/layers/attention/trtlim_mla_backend.py (#3k EF&EA/E3H; 25|
source; 2 core-logic; 5 TRTLLMMLABackend.forward_extend,
_resolve_fused_write_loc, _set_kv_and_concat_g_fp8_fused,
mla_quantize_without_rope_for_fp8) : ME—B&EIXfF, AEFHLIFEE:
TRTLLMMLABackend.forward_extend B fp8 + target verify 2 X I & & 2R (
_resolve_fused_write_loc + _set_kv_and_concat_qg_fp8 fused) , FIX
fused_fp8_query WHEZFH|BkE KV 5 A5 query concat, Kep P EERRE|
mla_quantize_without_rope_for_fp8 + set_mla_kv_buffer, 2Xzh[E B 383 4 KRR
CuteDsIMLABackend / TokenspeedMLABackend 8 verify E&42,



XS TRTLLMMLABackend.forward_extend, _resolve_fused_write_loc,
_set_kv_and_concat_g_fp8_fused, mla_qguantize_without_rope_for_fp8&

KERAD B

python/sglang/srt/layers/attention/trtlim_mla_backend.py

ME—BREI S, A EIRZFEE: TRTLLMMLABackend.forward_extend 8 fp8 + target
verify 2 X #gm & & 2R (_resolve_fused_write_loc +
_set_kv_and_concat_qg_fp8 fused) , F WM fused fp8 query WHEI&FIBkT KV BAS
query concat, FK&pHFITEEEIRE| mla_quantize_without _rope for fp8 +
set_mla_kv_buffer, 2XafH[RE AT3E N YA RSE CuteDsIMLABackend /
TokenspeedMLABackend # verify #4%,

# python/sglang/srt/layers/attention/trtlim_mla_backend.py
# TRTLLMMLABackend.forward_extend(): fp8 + target verify 4% (PR#39232 kit jE)
def forward_extend(
self,
a, k, v,
layer: RadixAttention,
forward_batch: ForwardBatch,
save_kv_cache: bool = True,
g_rope=None,
k_rope=None,
cos_sin_cache=None, # None &7 absorbed BEZAREENA RoPE (Kimi K3 skip_rope=True)
is_neox: bool = False,
llama_4_scaling=None,

# EIEH extend 4 A EIR flashinfer prefill 523,; verify / draft-extend
# Fegd, TN CUDA Graph £#E48E| prefill #LXIEY wrapper buffer £
if (

forward_batch.forward_mode.is_extend()

and not forward_batch.forward_mode.is_target_verify()

and not forward_batch.forward_mode.is_draft_extend _v2()

and self.forward_prefill_metadata is not None

and self.forward_prefill_metadata.fallback_to_flashinfer_impl

return super().forward_extend(q, k, v, layer, forward_batch, save_kv_cache, g_rope, k_
rope)

merge_query = g_rope is not None

# 20K PR #FE IR 3F None RTRRAGEEAZRBES H KV cache # /7= H fp8 query
fused_fp8_query = None

if (self.data_type == torch.float8_e4m3fn) and forward_batch.forward_mode.is_target_verify()

assert g_rope is not None and k_rope is not None

if cos_sin_cache is None:
# 5 forward_decode ZL2RMMNTFE: EEE KV. &2 gate I TH.
# BREARNTH 5 it B A RIARR S



if save_kv_cache and self._fused_set_kv_concat_qg_fp8:
# unified pool T TARGET_VERIFY # _decode_kernel_loc B3EZ%,
# E ATt capture / replay 45 #bh{RIFfaE
loc = self._resolve_fused_write_loc(forward_batch)
if loc is not None:
# —>X launch %K bf16->fp8 &L + KV scatter + [q_nope | gq_rope] ##
fused_fp8_query = self._set_kv_and_concat_qg_fp8_fused(
layer=layer,
loc=loc,
a=q,
g_rope=qg_rope,
k=k,
k_rope=k_rope,
) # TR AW covered_fp8 #ZEiRE None, &£ FHEAE:IR
if fused_fp8_query is None:
# E3R: JBEH 5K launch 8% (concat + 3 JR aten fp8 cast + Triton scatter)
a, k, k_rope = mla_quantize_without_rope_for_fp8(
a, g_rope, k.squeeze(1), k_rope.squeeze(1)

else:
# EEN A RoPE HER L FE flashinfer B mla_rope_guantize_fp8 #4132
a, k, k_rope = mla_quantize_and_rope_for_fp8(
g, g_rope, k.squeeze(1), k_rope.squeeze(1),
forward_batch.positions, cos_sin_cache, is_neox,
self.kv_lora_rank, self.gk_rope_head_dim,

)

merge_query = False

# BABIRBARE kernel REEHR KV, XBEAMmpk, TNESEESA
if save_kv_cache and fused_fp8_query is None:
assert k is not None and k_rope is not None, (
"For populating trtlim_mla kv cache, both k_nope and k_rope should be not None."
)
if self._decode_kernel_loc is not None:
self.token_to_kv_pool.set_mla_kv_buffer(layer, self._decode_kernel_loc, k, k_rope)
else:
self.token_to_kv_pool.set_mla_kv_buffer(layer, forward_batch.out_cache_loc, k, k_rope)

# query JEE: RIS TPREEXRA kernel = HHY fp8 query, 43T concat
if fused_fp8_query is not None:
g = fused_fp8_qguery
elif merge_query:
# fp16 BRAZINIE q_nope 5 q_rope BHRRZE head_dim
g_nope = qg.view(-1, layer.tp_g_head_num, layer.v_head_dim)
g_rope_reshaped = g_rope.view(-1, layer.tp_g_head_num, layer.head_dim - layer.v_head_
dim)
g = concat_mla_absorb_qg_general(g_nope, g_rope_reshaped)

q = g.view(-1, layer.tp_g_head_num, layer.head_dim)



TSR A

A PR B review BEIEFE T4 review comments_count A 0, "E——%% review KB
Qiaolin-Yu, JRZASAPPROVED. EXAZE, HHALEIFEN [EH decode RAE & + TEEIR]
X—RAEAEAEEF N, LRITILEIPA EE R issue #39107 5HTRKX:

c RITREWERNIFIF: issue BEEEIRY [The dispatch fix can be considered
separately from selecting CUDA versus Triton for the fused implementation] , 4=
PR R % BEEE, JEAEBLAE CUDA JIT kernel set_mla_kv_concat_g_fp8, R3IAFH
stride-aware Triton 523, KT HFESE)I@E,

c KkF O BEEEETBRXINGE:  [Fused kernel saves 4us per layer. A verify forward
has 24 MLA layers, which saves ~0.1ms in total per verify forward.] 37
before/after profiler &, X5 issue £+ rank-0 GPU target-verify median
8.6397 -> 8.4645 ms (-2.03%) . preparation launches/MLA layer/verify step 5 -> 1
H B EFIE,

- FIRRME I R EE B OAnot: issue FEAHE [These are short, non-interleaved
dummy-model diagnostics; acceptance length was 1.0 in both arms. They do not
establish real-weight throughput, task quality, or PDL's independent contribution.]
PR body WA [real-weight numbers to follow] ,

- Cl EEHIMEESE: PR RESRER Extra § AMD ROCm 10 lane AkIK, 1EEELFMK
/rerun-failed-ci FHUT /tag-and-rerun-ci, base lane A LXTEE Ao

« BT decode HRL A EE HEEREZ 4 target verify (design): R: verify E AR —%5
TREEKIZ, BIE dispatch 885 kernel 3%&3% (CUDA JIT vs stride-aware Triton)
WEFAHE, AN PR RIRTES

K BHFHORS5ERAE (performance): Aa—3% B % 02 EAHENE, B2k HE
B300 TP8 dummy Kimi K3. acceptance length EZ 1.0 12§35 /EERMERIH
REIREFTEESRELL, real-weight numbers &b,

« BELE GPU MR EAKRIZER (testing): ME——%% review B Qioolin-Yu X APPROVED i#id
BREX, RAWEREBRRTEK. BRMRRDANENERLTEAN, EEEEWNFTRIE,

« Cl %275 2038 (other): base lane BN H TR EFH, KIKHE A EMIRHER S e ke A
&; 18 AMD lane kK5 AR blackwell/fp8 #8%BX5h 2 18] B 5% & R AR EBARR A

R 5 B

o

1. Bkt KV EANIERMEXNE (REhL) @ eI ERBEREBERIT set_mla_kv_buffer
, KV 1T89% 2524 W _resolve fused write_loc(forward_batch) RE, ZEEEAN
verify BE2& TiZ loc 5§ forward_batch.out_cache_loc X A—3k (40 3E unified
pool B2, % loc fEHTE| decode_kernel loc /a4t consumer 133% out_cache_loc
EER) , B KV SHRAEMARTEFE N, mMIERA. FI locis not None R
FRIEMAEFAE, TARIEIEXEM,

2. CUDA Graph capture/replay —2kit: verify #£ decode BIH#IRERIZ LIiniT, BEETD
R NETHRHE; R fused_set_kv_concat_g_fp8.



_resolve_fused_write_loc BI3REMEE capture 5 replay Z [B|& A8, BERNSHITE
5HERARAND X, REBTRELE I FERE (forward_prefill_metadata &
prefill By stale leftover, HIREARFES) , _decode_kernel_loc % unified pool T A
TARGET_VERIFY EZHPRS R R — A E

3. MRBESE diff 27— PR body #i3R# test/registered/kernel/attention/test_trtlim
_mla_fp8_prepare.py REMERKRLA diff (changed_files_count=1) , EiZMRZA M
HAth PR &3, N Tverify EREAEE] [gate XRARERR] REMEETILAHRIE
BEEVIMEF, REERE test_kimi_k3_prerequisite_ops 8 batch 64 &4,

4. FEIIERFER: (FEFBR GPU MIARAMIZIT. ELARERFE pending,
checklist B accuracy/speed benchmark Ik 4 3#%; MTP & T acceptance length
EZEA 1.0 89 dummy 2RI FeEREFRELZEZKE T HHEHEN,.

5. B/ sn kA kB Fa MR ®E . CuteDsIMLABackend 5 TokenspeedMLABackend 4
7 [@— forward_extend, KEW&REERTEA18 verify BB1Z2 (& Kimi K3 BRIA DCP
BLE) , @mEmth TR trtlim_mlal WFEEEEKR, ERMERAHEXEERNE]
4831,

6. WMHRFETEE: UkERE blackwell + fp8 KV + MLA + J RoPE (skip_rope=True)
+ MTP W4AE& L3, Hith MLA R #E flashinfer RoPE B2 &R, FEIREH
1.8% 4hE, - m: APAM: 8 Kimi K3 & MLA &8 FFR2 fp8 KV 5 MTP #:
fgrd, H3zmATH Blackwell (B300 %) EBAF, target verify MMEREAN MLA BH
preparation M 5 KR kernel launch &3] 1 °R; #EE LR OR, 24 B MLA B9—
/N verify forward 448 0.1 ms, 333 TPOT MME|A 1.8% k& (dummy R O42)
o ™ RoPE By MLA A 5E3E prefill AP TTRAK,

A BRBNTEHE single-file BER A EMALEZE L, FREIAHT kernel. RohEsas gate.
R schema/ B2E /CLI, AWIES EREAAM. (B8 T forward_extend # CuteDsl /
Tokenspeed TR MK, SLFRAEFCEEEE S L MLA verify BB,

RFAM: 3XZ speculative-decoding + MLA EiR4EFEEE T HAERN— BEANZ
WA AMHIE] &5 (L extend BXI MR, EHETEL=ZZEEHME KV 5. query
A&, EREMN) FR—BNFR, HEEMEMNLKPLEENAREESENME; RFHIL
_decode_kernel_loc £ TARGET_VERIFY THT AMTR—KRMRY, EZELE—NFN
A X BRBh P IFLELLE,

« REEFRID: BGERREE , I EE KV 5 AIKEE #abE X —3 , F3ENR KR diff,
BESEIRERIERTK , BEHmMgAEWEY K , CUDA Graph capture/replay 4%
— M

PRIIISZS

« PR #39171 [DeepSeek-V4.1] Bump FlashMLA to the fork's rebase head (v4.1
kernels): B8 Blackwell EBy MLA JEFREAREBIEH# L % PR A& FlashMLA REFHFA
B300 *MNRA%ZF, A& PR W trtlim_mla F3#E ARLS fp8 preparation, FELEFE MR
MLA decode/verify B&42#8] kernel 3XEMAL,

« PR #39219 [Fix] Don't write conv state from the fused KDA verify kernel: E—3 [§k
SN verify BIZRESITAI WKs), TAEERER: K PR ILRBERAEE KV 5 A



HEHEHRREESS,; % PR UBK verify RAEAZNAEE UEE CTA RERS, "1F
AEREZTENNCSER,

« PR #37914 [Unified Cache][7/N] Support MTP, EAGLE, and DSpark draft KV caches
in the external linker: ¥ & MTP/EAGLE S#MIf#R ) KV ITRS5KRE, 5AR PR K
target verify + MTP1 3% (24 A~ MLA B verify preparation) £ZEE—F&
speculative-decoding KV &38iE3%,

« PR #37418 [unified-memory] Enable prefill cuda-graph capture: 4%s—R &5 CUDA
Graph JNEAE X BB, AR PR IREIHIXEAIRZ —IER lunified pool F
TARGET _VERIFY B3E¥F capture-stable 8 _decode_kernel_locl , FREWAGEMN / B
REAFEDRE L,



