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PATHE

A PR &#E 4x GB300 *t# vLLM B4 benchmark campaign GE4TH X
20260911_gIlm53flash_vs_vlim) 2®@&#H GLM-5.3-Flash cookbook HIEZRZBEL S : Low
Latency 5KEB&M adaptive MTP BA B ERE MTP 5/1/6 B REZ (chat C80 M 4293 &
%] 8976 tok/s) , Blackwell BERFRE N —ep-size F# —-moe-runner-backend A
flashinfer_trtlim, Hopper &8 EP8 + deep_gemm; [EitEH# gb300 89 FP8 + TRT-LLM 52
MEIE, K EIMBTHKZLE—HRIC in-progress Fin TODO, PR RS EEEHEE (3 N
. +111/-73) , FapabEmfTRAE, EBEERERAP ERNIREDL,

Thae5 sl
PR body BA#I%EA = Nah A :

The adaptive policy caps draft steps to 3 at batch 8-16 and disables drafting at
batch >=64; fixed MTP 5/1/6 recovers most of the gap (chat C80 4293 -> 8976
tok/s on stock source).

Bl adaptive MTP ZE&H 4 batch THEIEEWTEEY%E (batch 8-16 JE3| 3 &, batch >=
64 BHEXHA drafting) , SRMBERHEFUHALEE; BERETREARL£E, -
AR MoE /E3Rikd¥: trtlim-gen MoE kernels /X SM100 =T A, Frld Blackwell A
flashinfer_trtlim. Hopper R&EFRE deep_gemm, B=AshEEXALERME: RREX
—ep-size (EP1 K@ 2 sglang BRIA) , FiERAFHLSEMAEY benchmark TWEFRF RS,

LI AE

1. AR REUK SN B E SR E MTP 5/1/6: docs/src/snippets/configs/zai-org/glm-5.3-flash.j
sx HFrA Low Latency #1485 EAGLE preset &—MIFa —-speculative-adaptive, 1%
EAGLE + 5 steps + top-k 1 + 6 draft tokens; Strategy £ E&B|FrEM "Adaptive MTP
5/1/6" B8R "MTP 5/1/6", DP-Attention 2 X ER ¥ £ adaptive £k, XEZAORMERE
RIS EIR,

2. Blackwell 3#3E)#: MoE Ja3%5 EP BRIAME: gb300/gb200/b200/b300 & TH&HFR
—ep-size4 (EP1 Zsglang BRIA, 1&#E python/sglang/srt/arg_groups/fields/parallel.py)

, —moe-runner-backend M deep_gemm BXA flashinfer_trtlim; PR body 18X T "I ¥k
MFIE (moe_intermediate_size 2048 £ TP4/TP8 T A 512/256, ¥k 128)
h100/h200 &8 EP8 + deep_gemm, FFH3EEFFUEA SM100-only AR,



3. gb300 FEAEITEMR G RESHIB: glm-5.3-flash-benchmarks.jsx X fp8-trtlim Low
Latency —4T&# R campaign SZM (sglang b3dc0388ed. FlashInfer 0.6.18. chat
1000/1000 5 summarization 8000/1000. #% 1/16/80. BR#EZ. accept length
5.98/4.7) ; ERIBGLLTHREERIT LA M TODO E%E; verificationStatus EEA=%
¥, AXFH fp8-trtlim + dcp off HEA verified,

4, XRYIEXFF: GLM-5.3-Flash.mdx EHEeEH#R (EZE 5 steps. top-k 1. 6 draft
tokens. BRERZ) . DCP BEsEE (IHEASEM. F8M) 5 encoder disaggregation
T~ (GBS RESHAZHKA flashinfer_trtlim) , FH7E encoder Ein TODO JFBHIZAE MK
R# 455,

BLEIIE: mint validate. mint broken-links. pre-commit 5 jsx module {&& 4 &R ;
campaign B GSM8K B &F 1112 (11 % lane) %4 90.75-92.72% B2 BERFL

docs/src/snippets/configs/zai-org/glm-5.3-flash.jsx

BB AR, ABEAORZOCEE: MR —speculative-adaptive 5§ & R\ --ep-size,
Blackwell #1# —-moe-runner-backend flashinfer_trtllm, EX verificationStatus =32 &
, BEEEWA P ERNITESS,

Jy— Speculative £F: Low Latency M adaptive MTP B A Bl EFRE MTP 5/1/6 ——-
/] 2026-09 *t# campaign SZ0: adaptive KEEFE batch 8-16 &8 draft steps E2| 3,
/] batch >= 64 BREEEXM drafting, SERLEREHLELRAERE;
/| B 5 steps / top-k 1/ 6 draft tokens + B REZ T IRE KO £E
/I (chat c80 M 4293 tok/s #HAZF| 8976 tok/s, W gb300 FEAELT) .
speculative: {
options: [
{id: "current", label: "Inherited from base" },
{id: "off", label: "Off (greedy)" },
{
id: "eagle",
label: "EAGLE / MTP 5-1-6",
flags: [
"_—speculative-algorithm EAGLE", // NEXTN Z#5 B A\ EAGLE
"—speculative-num-steps 5", // BEXRE, FBM batch BEN
"--speculative-eagle-topk 1",
"--speculative-num-draft-tokens 6",
// —speculative-adaptive B R: BZKEFREW SGLANG_SIMULATE_ACC_LEN #EET{E
1.
disable: [
{
when: { dpAttnOn: [true] },
reason: "MTP speculative decoding with DP-Attention is not validated on this model.",



/] MRER —ep-size: EP1 & sglang BRIA (I parallel.py) ,
// F¥0# —moe-runner-backend flashinfer_trtlim;
// trtllm-gen MoE kernel /X SM100 =, Eit Hopper ¥ EP8 + deep_gemm,
{
match: { hw: "gbh300", strategy: "low-latency", quant: "fp8" },
nnodes: 1,
verified: true,
verificationStatus: (s) =>
s.bcg == "off" I s.mmTransport !== "auto" Il s.hicache !== "off" ? "unverified" :
s.kvDsaPair === "fp8-trtlim" && s.dcp === "off" ? "verified" :
["bf16-tilelang”, "fp8-trtlim"].includes(s.kvDsaPair) && ["off", "4"].includes(s.dcp)
? "in-progress" : "unverified",
flags: [
"—-model-path {{MODEL_NAME}}",
"—-tp-size 4",
"—-dsa-prefill-backend trtlim",
"--dsa-decode-backend trtlim",
"—-kv-cache-dtype fp8_e4m3",
"—-moe-runner-backend flashinfer_trtlim",
"--speculative-algorithm EAGLE",
"--speculative-num-steps 5",
"--speculative-eagle-topk 1",
"--speculative-num-draft-tokens 6",
"—-reasoning-parser glm45",
"--tool-call-parser gim47",
.
}

docs/src/snippets/configs/zai-org/glm-5.3-flash-benchmarks.jsx

HOEHIER: gb300 By FP8 + TRT-LLM Low Latency 4T&#R 2026-09 campaign EZ
MTP 82| (six workload rows. B R, accept length 5.98/4.7) , HAIB44%k3E M
TODO 1% ¥, RMEEEWHNEIILE,

// gb300 Low Latency FP8 KV + TRT-LLM DSA 4T: 2026-09 campaign EE MTP
// 34TIR3E: sglang main b3dc0388ed + Flashlnfer 0.6.18, TP4 / EP1,
// flashinfer_trtlim MoE, ElZE MTP 5/1/6 BR#E% (REAEI accept length) o
/] X 4T 80 NREML token EK, streaming /v1/completions, ignore_eos,
/] BJE 0. seed 42. prefix cache %F; chat ¥ 1000/1000, summarization 4 8000/1000,
// --context-length 16384, --max-running-requests 80, --mem-fraction-static 0.90,
{
match: { hw: "gbh300", strategy: "low-latency", kvDsaPair: "fp8-trtlim", quant: "fp8" },
sglang_version: "b3dc0388ed",
latencyPercentile: "Mean",
speed: |
/] 3% 1 ABERIBAT, c16/c80 AFRIBATHALEK
{ workload: { dataset: "random", isl: 1000, osl: 1000, max_concurrency: 1, num_prompts: 80 }

ttft_ms: 204.79, tpot_ms: 2.0, tokens_per_sec_per_gpu: 227.06 },
{ workload: { dataset: "random", isl: 1000, osl: 1000, max_concurrency: 16, num_prompts:



80},
ttft_ms: 367.48, tpot_ms: 4.8, tokens_per_sec_per_gpu: 1492.93 },
{ workload: { dataset: "random", isl: 1000, osl: 1000, max_concurrency: 80, num_prompts:
80},
ttft_ms: 1243.26, tpot_ms: 6.28, tokens_per_sec_per_gpu: 4487.92 },
// summarization (8000/1000) 4T: c1/c16/c80 8y tpot_ms 2%IA 1.95/5.16/11.65
1,
notes: "chat c80 V&% 8975.84 tok/s. accept length 4.7; [E campaign ¥ EZERE MTP
EIH&®4A LA 8490.07 tok/s, i adaptive {X 3664.53 tok/s, EP1 + flashinfer_trtlim
XEBEFREERM ERA 4.4-13.6%, ",
}

TSR AE
A PR BH & review I reviewer zijiexia H3E APPROVED (Z=12w8K) , "#—A#b

R ZE mintlify[bot] 8 preview deployment $##7r, FEARLE W EERNIEE PR body 5RALFRHF
P, EPRAEMENHLE:

« adaptive MTP f£ batch 8-16 & draft steps E2| 3. batch >= 64 £ %4 drafting, =&
ARBNFT N EENRA

« trtlim-gen MoE kernels § SM100-only, Hitt Hopper T AFRFE Blackwell $#2%|
flashinfer_trtlim,

N5 %

« 303EFTIHREE: benchmarks.jsx [& fp8-trtlim Low Latency 474, H44T (DCP4. NVFP4,
H100. B200/B300 %) {Z|B&4 (TP4/EP4 deep_gemm + adaptive MTP) %kiE, %
TODO/in-progress #rit X4 ; AP AR ELHT IH BF REE RN,

- EIRECE T HIMLISIE: flashinfer_trtlim BE/THRE#HR S, XM RAFSELE (mint
validate. broken-links) , FSARIEHZEIE SM100 S4FE EP BETHITA; EREHRE
TERE ZHBRMAERZ, ST RAFIRE,

« encoder disaggregation k£33 : mdx BIBIEE RSHAZREIEKA flashinfer_trtlim, {E8H
#atnoE 238,080 visual-token FRAMNRIBG4S, BEE&IRAZEHRE PD HR TR
MR

« BT : FTARANR cookbook E GLM-5.3-Flash B9 P KRG BIAGS; KER chat
c80 FHAFHIRALN 2.1 1%, BELFrIKZEIK workload MZE (adaptive & batch EH %k
HZERERK) o

PRI

- FSESHER #39190 (Kimi-K3 cookbook) & #39104 (AMD MI355X cookbook) = R—
cookbook XXRALKEYFATEH, AN PR LT [ZSM campaign BIFEH + ARCIRIERS]
LN,

«+ 39165 ¥ —-dcp-comm-backend BRINEEMT A fi_a2a/a2a, & PR §1 DCP4 B IERE
—-decp-comm-backend a2a, AN PR £E# 3t DCP & E & XUk,



« XAYIEXE| A #36507 (GLM-5.3-Flash x#4 %) 5§ #36708 (hidden-state capture)
FKAZEBTLSREAMEL X L. RZEELEAN main; & PR 8 DFlash2 7% 4k 4L RiiX
AN PR, &4 main & ERRFPIERE note,

« B{KFE, GLM-5.3-Flash B9#IE L #F (MTP #ZAHl. trtlim MoE. DSA) IEFER cookbook
FATEMRESE, BT [SUEELT. runtime BR#E) BUREST R,



