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MTRE

« —AiE: EEFME A CUDA live executable, B EHFH T ALZEEH

< WEME: BEEFEIER, Z PR TANTELNRITRE: —2 " 28/ + B/TRHER "
N BRI BRA—ESEL RMEREAESE, BRAREERS
cudaGraphExecUpdate £ X EEEZ EIE; —2fEEHAARKRE API BEFMHIEX (&
K update RMEEREAR) , MZEMERTUKRFRIF LA, FEEHI CUDA graph ##
R/ PUTHLE. RIRITEE / EELXARAGWNITRITLEAR SENME

THRES B

PR body BA#I%ER R @5 5 % "Dedup registration instantiates an extra executable and
separates compatible captures by grid size. Fix: Validate updates against the live
executable and omit grid dimensions and redundant kernel names from signatures.
Failed updates preserve the executable." BRJRH dedup SEMA T Z2BIER S LZFIL—A
executable, H grid £F 2R HE T ATEZNHKEEGH, ERXRFRENETS BFH.

LI AE

A PR ZEEFE python/sglang/srt/model_executor/runner_backend/cuda_graph_dedup
_mixin.py, FHFEITREN, FAEWT

1. 8488 (BIERAZLTE) : kernel_node_payload() M\E4& B P4
kernel_name(params) F& &5 (gridDimX, gridDimY, gridDimZ), kernel Z#k= &
kern/func handles &4, TEHBIMEN: grid BELERE bucket BB TR EFES, 3k
MR cudaGraphExecUpdate 7 register/replay BIRIE, fRE handles BYJREZRES
ERFITED sgl-project/sglang#37657 IEshERfE: cuGraphKernelNodeGetAttribute i
[ preferred cluster dimension, i cudaGraphExecUpdate ZEIZFET RS IZIR
ERh, FRaEE)E handles AR,

2. BIEEMFM: GraphExecGroup MR compat_exec: int | None FEk; seal() 5
close() BT B destroy _exec(compat_exec) HEIEZ#E—IFML, seal) TRIXE
sealed = True BYREHME,

3. register £ live executable: register() &% ® group B, EIFEX
group.graph_exec (EIERT replay B live executable) M dedup_update() fi3E 2 M
I4E, RRINER P group.current_raw_graph = graph.raw_graph, {&ZMEEHEXR



replay %o FEE update; FAEXIEE compat_exec BIEEBRE TR, EFAMAKE
CUDA iEX: .Mk cudaGraphExecUpdate RefEBk BAx executable,

4. replay B2ARZE: replay() MR BR'E update 4 (current_raw_graph != raw_graph
B E#/5 launch) , E/E— group REANERE replay BT AR Z R,

5. MAREEE: #FIY test/registered/kernel/cuda_graph/test_cuda_graph_dedup.py (76 4T)
, JEMB| base-b-kernel-unit CI MM ik, test_grid_sizes_share_one_executable H
patch.object(registry, "instantiate", wraps=...) BrE XA E size BEMRALL 1 R
Bltt, FIIERNERE replay ERIEH; test_rejected_registration_preserves_live_ex
ecutable A mock BHIZLEFEIM—NE T RHALREZE, WiE AssertionError #H
J& live executable AR IE® replay RE,

R

« python/sglang/srt/model_executor/runner_backend/cuda_graph_dedup_mixin.py (#ik
Bl &E; 35| source; £ core-logic; &5 kernel_node_payload, register, replay,
seal) : BWIRAGZE E . MR kernel_name REk, MBLZ BT THBIR grid £E 5 kernel &
#R; GraphExecGroup #lF& compat_exec FEk; register BRAE X live executable
cudaGraphExecUpdate 3&iEFH [E#F current_raw_graph; seal/close EIEZ B E 1L,

. test/registered/kernel/cuda_graph/test_cuda_graph_dedup.py ({&3k BlXE; 35| test
; KA test-coverage; &5 TestCudaGraphDedup, capture,
test_grid_sizes_share_one_executable, test_rejected_registration_preserves_live_exec
utable) : FIBHEIEITNRA XM, BERNKEITA: FH grid size WHEREHZEA
executable (BIEELZEHERR) , UKIEFMEIKE live executable RAFHEIR (FRIEXT
CUDA IRh1E X B91RF) o

XPEMF5 . kernel_node_payload, register, replay, seal, close, kernel_name

KR Fr B]

python/sglang/srt/model_executor/runner_backend/cuda_graph_dedup_mixi

n.py

BB E . MR kernel_name &R#, MEBLZ BT grid £E5 kernel £K;
GraphExecGroup il compat_exec FEk; register BRAE X live executable 4
cudaGraphExecUpdate BIEFF EF current_raw_graph; seal/close SEIE3Z Gk,

def kernel_node_payload(node):
"HRER kernel T RMEL HAT, AT dedup group BJYIEH|BT, "
assert cuda_drv is not None
params = checkCudaErrors(cuda_drv.cuGraphKernelNodeGetParams(node))
# grid £EEARR bucket (R[E batch size) ZESTW, BTIEHREZS,
# FRBEBEANEL, #AEMKE cudaGraphExecUpdate 7 register / replay BtEIE,
# kernel Z#Rd kern / func handles &4, BJHiE name BT UAIE;
# 1R Y handles 2FEA cuGraphKernelNodeGetAttribute A [E
# preferred cluster dimension, M cudaGraphExecUpdate 1% F T ILAT
# SRR E I (W sgl-project/sglang#37657)
# {FIRENE E S handles H e NEZ F R,

return (



(int(params.kern), int(params.func)),

(int(params.blockDimX), int(params.blockDimY), int(params.blockDimZ)),
int(params.sharedMemBytes),

kernel_attrs(node),

)

class DedupedCudaGraphRegistry:
#.. RIEZHER ..

def register(self, captured_graph) -> DedupedCudaGraph:
"SEMAERE: SZ TN E A live executable, KA FNFE group, "
assert not self.sealed
raw_graph = captured_graph.raw_cuda_graph()
signature = graph_signature(raw_graph)
graph = DedupedCudaGraph(raw_graph, captured_graph, self)

group = self.groups.get(signature)

if group is not None:
# CUDA fRIELMEY cudaGraphExecUpdate RSB B4R executable,
# FTART A B3R live executable MGREMIE, ToEIGrdszfl,
ok, detail = dedup_update(group.graph_exec, graph.raw_graph)
assert ok, f"CUDA graph dedup register update failed ({detail})"
# EPURAIANE, FEMEEHNEXR replay RTEE update,
group.current_raw_graph = graph.raw_graph
graph.group = group
group.graphs.append(graph)
return graph

# BANLE: SZ64b—>K live executable, group RFFE graph A,

group = GraphExecGroup(
graph_exec=self.instantiate(graph.raw_graph),
current_raw_graph=graph.raw_graph,
graphs=[graph],

)

graph.group = group

self.groups[signature] = group

return graph

def replay(self, graph: DedupedCudaGraph, stream: int) -> None:
""REI live executable EFE|BArEIRE, B launch, "
assert cuda_rt is not None
group = graph.group
assert group is not None, (
"captured CUDA graph does not belong to this dedup state"

raw_graph = graph.raw_graph
graph_exec = group.graph_exec
if group.current_raw_graph != raw_graph:



ok, detail = dedup_update(graph_exec, raw_graph)
assert ok, (

"CUDA graph dedup replay update failed "

f'({detail}); captured graph is not compatible with its dedup group"
)

group.current_raw_graph = raw_graph

checkCudaErrors(cuda_rt.cudaGraphLaunch(graph_exec, stream))

test/registered/kernel/cuda_graph/test_cuda_graph_dedup.py

R EITONR S, BERNDRBITAN: M grid size BIBREEXZEA executable (&
EBLEEAERR) , URSEMEIKE live executable RAEIF (BIEX CUDA JEFHE X B9
B .

def test_grid_sizes_share_one_executable(self):
""RE grid size KB R EZFR—1 executable, ""
registry = dedup.DedupedCudaGraphRegistry()
self.addCleanup(registry.close)
captures = [self.capture(size) for size in (4096, 8192)]
#grid BEEMNEL P EE, RIENSER Y —K,
self.assertEqual(
dedup.graph_signature(captures[0][0].raw_cuda_graph()),
dedup.graph_signature(captures[1][0].raw_cuda_graph()),
)
# RATFSEGM—RK: FoAEMARNE HE—A 8 executable,
with patch.object(
registry, "instantiate", wraps=registry.instantiate
) as instantiate:
graphs = [registry.register(capture[0]) for capture in captures]
self.assertEqual(instantiate.call_count, 1)
self.assertEqual(registry.stats(), (2, 1))
self.assertEqual(graphs[0].group.current_raw_graph, graphs[1].raw_graph)
# ANEXE replay, TA—EK.
registry.seal()
for value in (3, 7):
for graph, (_, inputs, outputs) in zip(graphs, captures):
inputs.fill_(value)
graph.replay()
torch.cuda.synchronize()
self.assertTrue(
torch.equal(outputs, torch.full_like(outputs, value + 1))

)

def test_rejected_registration_preserves_live_executable(self):
"R BAEMEIEL S, live executable RRIFRTAH, "
registry = dedup.DedupedCudaGraphRegistry()
self.addCleanup(registry.close)
original, inputs, outputs = self.capture(4096)
incompatible, _, _ = self.capture(4096, extra_node=True)



self.addCleanup(incompatible.reset)
graph = registry.register(original)
signature = dedup.graph_signature(graph.raw_graph)
# BEIZL—3K, B4 update EEMD R (Z— P TWEAFELHD) o
with (
patch.object(dedup, "graph_signature", return_value=signature),
self.assertRaisesRegex(AssertionError, "register update failed"),

):

registry.register(incompatible)
# LWBEMRA 1/ group. 1 /N graph, live executable AERZE,
self.assertEqual(registry.stats(), (1, 1))
self.assertEqual(graph.group.current_raw_graph, graph.raw_graph)
inputs.fill_(11)

graph.replay()
torch.cuda.synchronize()
self.assertTrue(torch.equal(outputs, torch.full_like(outputs, 12)))
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1. &% CUDA IEshiEX: A ERILRIIRE " FFEEH cudaGraphExecUpdate &K
executable", 3X& CUDA XAHRIEST A, BFNHREE T KWKERZ,; EFIR)E IR
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AssertionError LK, FREEERMER,

2. BEBATENYRE: SLHBKR grid £S5 kernel £2#/E, dedup group HIEFHE
HEZEY K, RERE grid size RRMIFL B bucket IEILFE R — executable; replay
B S 4R IR E D IR B B9IR'E update HLEl, KRB R T
cudaGraphExecUpdate B8 A 55 = 86 F.

3. IRGHERFEFREE X PFE: sgl-project/sglang#37657 ¥ preferred cluster dimension BJi%
Flie] B R AR, B4 1RYE handles REZMBFER, FREDEN TR IRAIAFRE,



4, FEEZEXR4: PR X GB300 / PyTorch 2.11 / CUDA 13.0 52; CI & AMD
ROCm 10 m1T4K (77 bypass-fastfail HrEZEN) , KREEHN K cuda_drv / cuda_rt
42, ROCm FEITHREIE. - FW: XAF: & dedup group # CUDA graph
executable FREM 2 NER 1 A, BARME grid size 89 bucket A& ZE, BAKEHF A
53 MM SZBILEERT TR, X bucket ZREZ BIK ETF XK batch B RIKZHAE, X
A% cuda_graph_dedup_mixin.py & CUDA graph HUT/E3REI <812, B2 (
BIEHRA) THRYRMFIAER dedup BRI PAT; 1B register/replay XFMEDORE,
DedupedCudaGraph B9F% (register. replay. seal. close) {R¥F3#%, FRPBA: ¥
BMRENT " BEIERAEIR live executable" IX—#8RIE, &S5 BGZAL & BT
RARER. - RFEFRIE: ZOBUTERREE |, (K CUDA IRahEX , ELBRATE
AMD CI KRI8E
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« PR #39177 Scope graph-pool borrowing to the runtime and reduce fragmentation: [&
—1EZ %t cuda_graph_dedup_mixin.py BJ3T#Aekah, BT CUDA graph =E5
graph-pool & AN F3ELEIEH:; K PR #—3 /> dedup group B9 executable (&,
5 39177 MR EE BAir—EK,

« PR #37657 (issue 3| ) CUDA graph dedup #8%IRsH1T AERFE : RAL T IRRAFS| A
sgl-project/sglang#37657 YE 1R kern/func handles ByJRHA: preferred cluster
dimension Z4LE cudaGraphExecUpdate =R



