PR #39171 RERLE

sgl-project/sglang
[DeepSeek-V4.1] Bump FlashMLA to the fork's rebase head (v4.1 kernels)
S FntE: 2026-09-14 06:43

JRSCEERE: http://prhub.com.cn/sgl-project/sglang/pull/39171

BT

« —A]3E: FlashMLA FHAREEA V4.1 RAZFHAN B300 R4 4%

- WENE: EB/REIR, A PR BANRARZ fork RMARNBRMELR, EEXT=4: —2
pin FHRAERE L5 B REMRAGERERN (BBRKE + FILA(RAR + shim &wiF#Ew) ;
— & sm_103a HmiIFEAMNENIRE, commit message B4AH T BEMNEYIS UK EE;
= RBMIRIEET prompt FITHGRITRBE— LA R E base R LABRZEEE, B
REE, HEBHY sgl-kernel RAERMBE=FRRABREKRN TR, XERFIDKHMR
BAS EASENME

THHES BAL

PR body RA—A34EA: "It's just #38942 rebased on main branch", EhHLEEH%XKE
#38942, BEIERIMAL BTN # pin 3¢18517 "merges DeepSeek's v4.1 kernel
drop into the SGLang fork", B3 DeepSeek EA X v4.1 MLA A& A SGlLang 43
9 FlashMLA fork, 7 PR fiRIEC1EE| sgl-kernel B9 AOT MEE, F_LRERT N
FEERE: B300 £ sm_103, X% sm_100f BRFETH, 8 ptxas TR EZEH £ R
SASS 1k, BHA sm_103a /& B300 decode HHIRAL 3-8%, E N pin AREKFE bs=1
F1 bs=32 TLAAEVIL 4% F1 9%, RE—FERXMUET BFNRRET GG RES
prompt 7 base 1#& & R A B EEZE, DeepSeek-V4-Flash-0731 £ HIEE R~ EH JSON
ERKLE, RENHWELSTIEEMASMBEEE,

SCEL AR

N PR W EANDOZ AOT #3ZBAK python/sglang/kernels/aot/cmake/flashmla.cmake, *
KRXFERCREIT

1. 4R® pin #%&: flashmla.cmake F FetchContent_Declare 85 URL A cldee56 #%|
3e18517, SHA256 RF E#r, XMHLEFAMMIXZ DeepSeek v4.1 RZBITIA,

2. BREXMHEREN: LHRABIRREM csrc/smd0. csrc/sm100 E3|
csrc/kernels/smd0. csrc/kernels/sm100, FlashMLA_SOURCES 4 50 {TERRR&IKF
: sm90 sparse decode F3E v4_persistent 5§ v32_no_rope ZA 5|24k, sm100 #Fig
v4/v4l &3\ decode 2f; [BFE csrc/api/dense_decode.cpp. sparse_decode.cpp.
sparse_prefill.cop AANRIFETT, EESREH python_api.cpp shim IT1E,



3. API MR EEERS: flashmla_extension.cc MIFR api/dense_decode.h.
api/sparse_decode.h. api/sparse_fwd.h =Nk XA, KA csrc/python_api.cpp
A NF LRI EB dense_attn_decode_interface 5 sparse_attn_decode_interface;
v4.1 & sparse FEDOFHE const std::optional& kv_format %,
sgl_sparse_decode_fwd # & Bt4ME std::nullopt, sgl_dense_decode_fwd fRFARZE,

4. B300 RAHIFXFF: CUDA 13+ T2EH -gencode=arch=compute_103a,code=sm_103
a; BRIEX csrc/utils.h 8 SM103 # THE L BN EmMER, i cutlass arch/config.h
B9 SM103 A THRBRE— BRI RBEEEAML, IEZRK load-bearing, BARAZHA
sm_103a E4 A TU £ CUDA_ARCH== 1030 F %%,

5. MERBLEMSIE: python/sglang/test/kits/basic_decode_correctness_kit.py 8
test_ascii_ratio 3IBEIE4S prompt A Q/A RER (Q: Write a single sentence about
a sunny day in the park. \nA:) , EZH#HBIES, 1 printable ASCII b E IFE E5H
BEE; XZZ pin ARG EFRIENEERE,

R

« python/sglang/kernels/aot/cmake/flashmla.cmake (#Eik ¥EBEE; EF| infra; EH
core-logic; 5 FlashMLA_SOURCES, FLASHMLA_CUDA_FLAGS) : PR BIRZQOEE X
f: FlashMLA pin #+%&. L£i5 csrc BEXEMEHXHREES. CUDA 13+ 1
sm_103a XFUK va/v4. 1 RZEFMLEISIASTREF Tk, £ 100 7XE,

- python/sglang/kernels/aot/csrc/flashmla_extension.cc (13 MAZF % ; 25| source;
KA dependency-wiring; 45 sgl_sparse_decode_fwd, sgl_dense_decode_fwd,
dense_attn_decode_interface, sparse_attn_decode_interface) : APl #fiEE: LR
api/.h B8R api/.cpp Ja, XBEWUFTR(MEBRAGANBRERAA dense/sparse fBL L, &
BD sparse FEOFIEH kv_format 53k, & v4.1 WEIEA sgl-kernel torch.ops BXE—
o

- python/sglang/test/kits/basic_decode_correctness_kit.py (13 MR T H; 25| test;
KA test-coverage; &5 test_ascii_ratio) : ENIMRELE: B IE ascii_ratio FREHE
base 1o& & LR H B EH M AR, KA QA ELBEEHEBIES, 24K pin #
R Ja I ARRD I B E B R,

XS sgl_sparse_decode_fwd, sgl_dense_decode_fwd,
dense_attn_decode_interface, sparse_attn_decode_interface, test_ascii_ratio

KBRAL B EX
python/sglang/kernels/aot/cmake/flashmla.cmake

PR BT B X fF: FlashMLA pin #%&%. L csrc BEREMEHNXHFEEES. CUDA
13+ B9 sm_103a ZHFUK va/va. 1T NZEFMLEISI ANSEREFR T, 249 100 T E,

# B300 BF sm_103; sm_100f BEREFRELEM (REIZIT) , 1B ptxas @HERE
# ML SASS Efh, FlashMLA B &8 setup.py A48 F 22 Btk 5%
# sm_100a + sm_103a fmA¥k sm_100f,
if(${CUDA_VERSION} VERSION_GREATER_EQUAL "13.0")
list(APPEND FLASHMLA_CUDA_FLAGS
"-gencode=arch=compute_103a,code=sm_103a"



)

# T cutlass/arch/config.h 8 SM103 % T B /LB A load-bearing:

# WHDRAEE(T TU £ __ CUDA_ARCH__ == 1030 T%Hi¥, IELTUKEE .

# (TAZE: £ "/ SM101 and SM101a" # & RIFEAN SM103 &M E X)
endif()

# L35 3218517 38 csrc/ BREMA csrc/kernels/, FHIE api/*.h kXL

# api/*.cpp BiF#E T (H pybind SEME FLASH_MLA_LIBTORCH_ONLY %wiFig) .

# FlashMLA_SOURCES Ht &M EMES, A v4.1 RZFTHE MM,

set(FlashMLA_SOURCES
# 5 sgl-kernel torch.ops APl #&&H shim 538 A0
${repo-flashmla_SOURCE_DIR}/csrc/python_api.cpp
${repo-flashmla_SOURCE_DIR}/csrc/api/dense_decode.cpp
${repo-flashmla_SOURCE_DIR}/csrc/api/sparse_decode.cpp
${repo-flashmla_SOURCE_DIR}/csrc/api/sparse_prefill.cpp
# sm90 FHL decode: F3E v4 5 v32 no-rope TR
${repo-flashmla_SOURCE_DIR}/csrc/kernels/sm90/decode/sparse/instantiations/v4_persistent_
hé4.cu
${repo-flashmla_SOURCE_DIR}/csrc/kernels/sm90/decode/sparse/instantiations/v4_persistent_
h128.cu
${repo-flashmla_SOURCE_DIR}/csrc/kernels/sm90/decode/sparse/instantiations/v32_no_rope_
persistent_hé64.cu
${repo-flashmla_SOURCE_DIR}/csrc/kernels/sm90/decode/sparse/instantiations/v32_no_rope_
persistent_h128.cu
# HA& dense/sparse prefill 5 sm100 2Bt XA R B IZH A2 5| H

)

python/sglang/kernels/aot/csrc/flashmla_extension.cc

APl #h#EE: LI api/.h &R api/.cpp &, XBXUFTA(EEAG NKRERA
dense/sparse ARGk, FFIEEC sparse FEOFIEH kv_format 53k, & v4.1 REEAN
sgl-kernel torch.ops 893 #—3%,

// FlashMLA B3F & A AN O R & csrc/api/*.cpp H, MEBE® pybind B
// FLASH_MLA_LIBTORCH_ONLY E##F, HEXE# csrc/python_api.cpp 87 R
// FIEMBER, f#t sgl_kernel 8 torch.ops HEEEERA.
std::tuple<at::Tensor, at::Tensor, std::optional<at::Tensor>, std::optional<at::Tensor>>
dense_attn_decode_interface(
at::Tensor& g,
const at::Tensor& kcache,
const int head_size_v,
const at::Tensor& seglens_k,
const at::Tensor& block_table,
const float softmax_scale,
bool is_causal,
std::optional<at::Tensor>& tile_scheduler_metadata,
std::optional<at::Tensor>& num_splits);

/] v4.1 BRATE sparse ANO L#F3E T kv_format S3k; X BERIFIELEIE X,
/] ARAEME std::nullopt, 1EARAZEZRIAR KV & RIERTERIZ,



std::tuple<at::Tensor, at::Tensor, std::optional<at::Tensor>, std::optional<at::Tensor>>
sparse_attn_decode_interface(
const at::Tensor& q,
const at::Tensor& kv,
const at::Tensor& indices,
const std::optional<at::Tensor>& topk_length,
const std::optional<at::Tensor>& attn_sink,
std::optional<at::Tensor>& tile_scheduler_metadata,
std::optional<at::Tensor>& num_splits,
const std::optional<at::Tensor>& extra_kv,
const std::optional<at::Tensor>& extra_indices,
const std::optional<at::Tensor>& extra_topk_length,
int d_v,
float sm_scale,
const std::optional<std::string>& kv_format);

// sgl_sparse_decode_fwd Z%&E% torch.ops BSEEE, A& RANST
/] FMAR kv_format %, HEK{SHIRMEE,
static std::tuple<at::Tensor, at::Tensor, std::optional<at::Tensor>, std::optional<at::Tensor>>
sgl_sparse_decode_fwd(
const at::Tensor& q,
const at::Tensor& kv,
const at::Tensor& indices,
const std::optional<at::Tensor>& topk_length,
const std::optional<at::Tensor>& attn_sink,
std::optional<at::Tensor> tile_scheduler_metadata,
std::optional<at::Tensor> num_splits,
const std::optional<at::Tensor>& extra_kv,
const std::optional<at::Tensor>& extra_indices,
const std::optional<at::Tensor>& extra_topk_length,
intb4_t d_v,
double sm_scale) {
return sparse_attn_decode_interface(
qa,
kv,
indices,
topk_length,
attn_sink,
tile_scheduler_metadata,
num_splits,
extra_kyv,
extra_indices,
extra_topk_length,
static_cast<int>(d_v),
static_cast<float>(sm_scale),
std::nullopt);



WS AR A

A PR BRAMEMRAITEEN, EFNERNTSEIUEERES AR, EEEMER, ROX

BEARZ=A

«sm_103a ZRZm: RXEALHBEMNGE R, FAMEFEK pin ALKE B300 EEVIL 4% (
bs=1) 71 9% (bs=32) , 17T RMfiEH 3-8%, FEHE ptxas @MAREEMERES
SASS, B FlashMLA B &8 setup.py ik 7 RIAFESF,

« cutlass ¥ TEIHME: BART SM103 patch MRBAEARZFETAAL, MO sm_103a EE/K
ARE, XRANETCREREHMEANT, RORARILEE T RE LR,

< MERIRFHAOERFE . ascii_ratio IREHE base E A LMW ELEE=mERMBERE, EAX
BIESRABEEE, DeepSeek-V4-Flash-0731 €45 HiEE A ZEH JSON iEF.

g —w] LBy PR LG E/EE LR Cl R base MR (Run #34738064047) 5 extra MRk (

Run #34738063907) 4£R:@E3t; AMD ROCm 10 SM3& (Run #34738064037) ALBURES

, VEE RIEWEA,

« CI BBIERAS (other): base § extra CI 2%, PR mf{EEBITEHF; AMD ROCm 10 iR
(Run #34738064037) RERKK (x) , EERETLFHARE,

R 5 B
o NS

1. MEEEN BB RS ESUX: flashmla.cmake 4 50 /TRAKZKE, L v4.2
EERRAE csrce BREN, TEBXRALRY, B2RKSFEKEEELK,

2. IR FEBAZMETEMES: flashmla_extension.cc Sk XHEEEFH LBE/RS, 58K
const B, optional 5| AW FA—KE, HATAEERIBEZEREZSTTRIRE;
sparse EAAREHFE—NESEK, L LEBERELXEEZRP IR,

3. FmiFEAREA: sm_103a &1k AOT wheel # SASS KRG 4miF iK€ m; CUDA
12.x AP # B300 h R &£ sm_100f #EKEZ, 213 3-8% Wk,

4. ROCm Cl KJ&KAEFE: AMD ROCm 10 MHERAER PR LEREK (x) , 1EERA WA
. BB NHIAL FlashMLA A& T %,

5. FEHMEIESEEAR: ascii_ratio R T =X Q/A i, HAIE S sERE HILE M E
B, ZIRSHRTREE AT, - " X DeepSeek V4.1 / MLA #IBRHF . BRIAFKSE
v4.1 FAR (sm90 v4 sparse decode. v32 no-rope Z4K, sm100 v41 decode SZf5)
, B300 Lkt decode HHIRAL 3-8%, MHEE5 LM : AOT ®F I sm_103a SASS,
wheel {RfR5 M z2E _EFA, CUDA 13+ A B300 MAEEKRZHIRI B &, XA R
. 5 FlashMLA fork IR ¥, cutlass SM103 # TEHIEIP R NIFL 138, RIT&REA
sgl-kernel BYEIVIMR kit FFHEAEINROEA RBIIEIRTT, MR EMZHBAE X IFE LK
fER. - REtnid: LFEDMHREe , MERE KK , AMD ROCm CI KN |, /KH#H
pin A %A =FRFE

KRR EE



« PR #38942 (FrAKRE LT XHiRME, A PR AH rebase lRA) : PR body BARAHEA "
It's just #38942 rebased on main branch", & PR (& EENFHKEZ PR &£
main A% FHEE,

« PR #39324 chore: bump sgl-kernel version to 0.4.7: [EJ& kernels/aot ¥z IMER R
AR F %, RBR sgl-kernel IEAEIFLIRM FlashMLA 5 sgl-kernel & pin WEFH H &
; K3k DeepSeek v4.1 B9 MLA MXThEEFEILEAR PR 89 pin Z L,



