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on long-prompt traffic they diverge. An engine can start queueing at 7-8 running,
far below its running cap, so a depth threshold either fires on healthy busy workers
or misses the workers actually making requests wait.
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a fully saturated fleet reads as a healthy one, which is the exact blind spot this
series exists to remove.
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fn cache_aware_fallback_decision(
gueue_gate_rejected: ub4,
admission_evaluated: ub4,
fleet_all_qgueued: bool,
) -> CacheAwareDecision {
if queue_gate_rejected == 0 {
return CacheAwareDecision::CacheMiss;
}
if fleet_all_queued {
return CacheAwareDecision::AllQueued;
}
if admission_evaluated > 0 {
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return CacheAwareDecision::CacheMiss;
}
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if inputs.policy_kind == PolicyKind::CacheAware && !cache_winner_hit && selected.is_some() {
let (rejected, evaluated, fleet_all_queued, blocks) =
self.cache_gate_audit.unwrap_or((0, 0, false, 0));
let decision = cache_aware_fallback_decision(rejected, evaluated, fleet_all_queued);
if matches!(decision, CacheAwareDecision::CacheWorkerQueued) {
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.metrics
.observe_diverted_overlap_blocks(&inputs.model_id.0, ub4::from(blocks));
}
inputs
.metrics
.record_cache_aware_decision(&inputs.model_id.0, decision);
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const QUEUE_GATE_BLIND_LOG_SAMPLE: ub4 = 64;

static QUEUE_GATE_BLIND_LOG_COUNTER: AtomicUbé4 = AtomicUb4::new(0);
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if inputs.worker_queue_limit.is_some()
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.iter()
.all(lworkerl snapshot.fresh_load_for_url(&worker.url).is_none())
&& QUEUE_GATE_BLIND_LOG_COUNTER
fetch_add(1, AtomicOrdering::Relaxed)
.is_multiple_of(QUEUE_GATE_BLIND_LOG_SAMPLE)

tracing::warn!(
model = %inputs.model_id,
worker_queue_limit = inputs.worker_queue_limit,
workers = inputs.workers.len(),
"—-worker-queue-limit is set but no worker has a fresh engine load \
sample, so the queue gate is inert. Check that engines advertise a \
load port and publish LoadStat",
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pub enum CacheAwareDecision {
CacheHit,
CacheMiss,



CacheWorkerQueued,
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impl CacheAwareDecision {
fn as_str(self) -> &'static str {
match self {
Self::CacheHit => "cache_hit",
Self::CacheMiss => "cache_miss",
Self::CacheWorkerQueued => "cache_worker_queued",
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/| BRI CRIKS X, TNHR fleet RULREE fleet,
Self::AllQueued => "all_queued",
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pub fn record_cache_aware_decision(&self, model_id: &str, decision: CacheAwareDecision) {
let key = CacheAwareDecisionKey {
model_id: model_id.to_owned(),
decision: decision.as_str(),
|5
let mut guard = self.cache_aware_decisions_total.lock();
let counter = guard

.entry(key)
.or_insert_with(Il Arc::new(AtomicU64::new(0)))
.clone();

drop(guard);

counter.fetch_add(1, Ordering::Relaxed);
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pub fn observe_diverted_overlap_blocks(&self, model_id: &str, blocks: ué4) {
let mut guard = self.diverted_overlap_blocks.lock();
let hist = guard
.entry(model_id.to_owned())
.or_insert_with(ll Histogram::new(OVERLAP_BLOCK_BUCKETS));
hist.observe(blocks as f64);

}
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[This invariant doesn't match the code: the recording block in Selector::run also
runs when the ladder returns Err, so a selection that ends in a 503 still books a
decision... Should we fix this doc, or gate the record on selected.is_some()?] (
server/metrics.rs:48)
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[Seems unreachable: queue_gate_fell_back re-admits every candidate, so
admission_evaluated > 0 whenever fleet_all_queued && rejected > 0... Also means a
saturated fleet whose re-admitted owners then fail capacity books cache_miss,
dropping the saturation signal — intended?]
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