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« —4)iE: 81t decode HIEHKEH NS, KH req EEH L ZE|E]

- EEME: BESFPEEEE, FAOKFE. MMEEMS: —=& 'stacked PR + review g0 + &
ERFHENM head' BIMMERER; =& compute_prefix_hash B30 Yk$x——ap 4 21832 E
£ 43| storage_namespace_seed(req.extra_key, req.cache_salt), #%8H 5 RESEK,
ZZIRAR HiCache + LoRA HIFM4"eF & ZRRE, EGEE #38577 5 #37058 —it
E,

THRES B

PR body #tBA: 'Address the two nonblocking review comments in #38577 without
changing its tested head. This PR is stacked on #38577 and should merge after it; only
ff2cbecbeeb is new.' B #38577 5| AN LoRA / cache namespace "&& &5,
_compute_prefix_hash BRIFER T EELE extra_key 5 cache_salt, review ENFH LGk,
A PR B4 L Z LR TITE seed helper, HRE '#38577 Bl head A& ' AR,
commit b8ba4131 AR LN RELARE #37058 By cache namespace EXR, BirZEit
LoRA &R 5 EMIFERERMIREAEE KV T,

TR

1. #EOUkSK: python/sglang/srt/disaggregation/decode_kvcache_offload_manager.py #
_compute_prefix_hash &4 & (tokens, prior_hash="", extra_key=None,
cache_salt=None) BX A (req: Req, tokens, prior_hash=""); N&FHA

storage_namespace_seed(req.extra_key, reqg.cache_salt) /X #re# gEe9fb -+,

2. AR AR offload_kv_cache & prefill Bx"&%& XA _compute_prefix_hash(req,
reg.origin_input_ids|[:prefill_offloaded_len]); _trigger _backup ¥3% & BX"a& KA
_compute_prefix_hash(req, incremental_tokens, prior_hash), &% continuation (
prior_hash §f) ZEBEHFKRE,

3. MHRIEE: test/registered/unit/disaggregation/test_specv2_kvcache_offloading.py 8
test_decode_offload_hash_chain_matches_prefill 24 F
SimpleNamespace(**namespace) #i& req £, B E“T. 1X extra_key. 1X
cache_salt., WMEFA WAASE, #5 RadixKey(tokens,**namespace) B15EEFE X,

4. BIFERE: pre-commit £ER#EIT; targeted AFIEANT Triton REgAMILE, &KE CI
5F (PR Test 5§ Extra #33@3¢, AMD ROCm 10 izfTAKES &) , TEE. schema.



BB XA RS, MR BEMIR——PR body £ “argument refactor only’,
KX

« python/sglang/srt/disaggregation/decode_kvcache_offload_manager.py ({1 ARADE 2
; 2% source; A core-logic; &5 _compute_prefix_hash) : W JRAS 4F
_compute_prefix_hash &% M\ E N8 &S EUKSKA BEZFR req, FENIRILER
req.extra_key / req.cache_salt, F&IAA A (offload_kv_cache. _trigger_backup) [
B H,

. test/registered/unit/disaggregation/test_specv2_kvcache_offloading.py (#3k E1EMR
; K5 test; KA test-coverage) : MIRBLE: test_decode_offload_hash_chain_match
es_prefill B8 SimpleNamespace #i& req 6%, RE AL FAAESHNEREE X
B8, IO decode BE5 prefill €& & E—3K,

XS _compute_prefix_hash, offload_kv_cache, _trigger backup

X R F B

python/sglang/srt/disaggregation/decode_kvcache_offload_manager.py

R WIRAL S _compute_prefix_hash &2 ME N4 & Z 8 SEKE BFEEI req, HFENRA
ERIZEX req.extra_key / req.cache_salt, WALIEAR & (offload_kv_cache. _trigger backup)
[ 25 B #,

# python/sglang/srt/disaggregation/decode_kvcache_offload_manager.py
def compute_prefix_hash(self, req: Req, tokens, prior_hash=""):
""Match prefill storage hashes."""
page_hashes = |]
# FrEE g oRIEM (L prior_hash) B, M req B extra_key 5 cache_salt,
# 3XH¥ LoRA EELHE S EIBEREFMMMEFEHRARE, LT2EZF KV I,
last_hash = prior_hash or storage_namespace_seed(req.extra_key, req.cache_salt)
for offset in range(0, len(tokens), self.page_size):
page_tokens = tokens[offset : offset + self.page_size]
last_hash = self.cache_controller.get_hash_str(page_tokens, last_hash)
page_hashes.append(last_hash)
return page_hashes

# WAL 1: offload_kv_cache B3t prefill BERee %
prefill_hashes = self._compute_prefix_hash(
req, req.origin_input_ids[:prefill_offloaded_len]

# A A 2: _trigger_backup FXIE BB KGR, BRLEEABE

page_hashes = self._compute_prefix_hash(req, incremental_tokens, prior_hash)

test/registered/unit/disaggregation/test_specv2_kvcache_offloading.py

MRBLE: test decode_offload_hash_chain_matches_prefill &4 H SimpIeNamespace *’J
¥reqfts, REBEAGETEHAEHNERNSHRNE, BRI decode 5 prefill 74 =8l —



# test/registered/unit/disaggregation/test_specv2_kvcache_offloading.py
# AR LERES: . X extra_key. 1% cache_salt. WEFA
for extra_key, cache_salt in [

(None, None), ("lora-a", None), (None, "tenant-a"), ("lora-a", "tenant-a"),

with self.subTest(extra_key=extra_key, cache_salt=cache_salt):

namespace = dict(extra_key=extra_key, cache_salt=cache_salt)
req = SimpleNamespace(**namespace) # F req X R IEF o 6 FE
prefix = manager._compute_prefix_hash(req, tokens[:4])
tail = manager._compute_prefix_hash(req, tokens[4:], prefix[-1])
self.assertEqual(

prefix + tail,

get_storage_hash_str(RadixKey(tokens, **namespace), page_size=2),

)
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ATASMME: eFmBE5ER continuation BTEARE, H—TILE 44 &6 FERNILEAL
EMNERAHAN helper,

« FEBANF: _compute_prefix_hash BLEE % req.extra_key / req.cache_salt, #&
¥k HELER D X AN B MR mock B 4ETk Req MiER812, &b AttributeError; MR F
2/ SimpleNamespace B ZMEitAEE,

< A EBRMNF: _compute_prefix_hash 2AE F%, YEIFG AR SHBEN, BE
SNERIEIR LB LR A S TypeError, X2ARENZWNEOKkO,

« RBURF : A~ PR IK# #38577 BE4& A main, &N storage_namespace_seed 5
req.extra_key &%k,
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EMARBERLX, EEANMEXHFARNBETEE -,
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« A%E@: decode | offload BEIREMIED B RIS, 48T AEERE TR
storage_namespace_seed —4&, 5 prefill / Rust Mi& X 5%,

- FIRAE T : JE3E #38577 B M review B, BEELLIFRA; Kahm@iX 2 N4,
+7/-15, EY)I@ER/N,

« JFEARIT: TASEMEMN , KK #38577 BEN |, req FEHKA AttributeError X ,
AMD ROCm CI KB FUE
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« PR #38577 [HiCache][LoRA] Isolate storage pages by extra key (R PR, stack &) :
PR body BA#AZA PR stacked on #38577 #REHEEN; 5ff49e84 5 b8bas4131 HA
commit ¥3kE #38577, RA ff2c6cbee5 A PR HIF1RK,

« PR #38486 [HiCache] Publish a host store event for storage-prefetch refills: E /&
HiCache + unified radix cache 7ZfiE"aFmsheEsk, B&ah rust/sglang-radix-tree 5 unified
cache MR, 57 PR By storage hash / namespace iEX —3K, ®/EEMH LT3



