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PATHRE

- —A13E: GLM-5.2 Efft RE#ZAE FP8, £%5 Quark AITER BSR R T[34

 WEMME: EEEIR, LEEZEEMA / EEEEIFRNIRN, EBRELF=RITRE: (1)
should_apply_glm_nextn_moe_ptpc X—"F—H ERFSRER LS ERMEZ HWERN, UK
B’R 64c44144 AMEBEIIIFRAMIVE—XBEHRKEERNEELL; (2
_resolve_nextn_quant_config ME#KXs1£EF QuarkConfig 2854 copy + deepcopy Bzt
2, UKEEMN test_flag_on_does_not_mutate_caller_config; (3)
QuarkW8ABFP8MoE B runner 3%&3FMIITE apply_router_weight_on_input BXA
kernel RIE S, A print_info_once 1LEERAT MM, EFRH1w ROCm EHY quark
FP8 MoE BRMA LIRS, BIWEAFZEXEL AITER 5 —moe-runner-backend triton 8
RINEBE—KMEMEEBS, I, PR body SRALNEEXHAEFR—K (body 17
B deepseek_weight_loader.py) , BFEIEEN A glm4_moe.py B
GlmMoeDsaForCausalLMNextN A%,

THRES B

GLM-5.2 B4 MXFP4 checkpoint 1 MTP EFfaE B routed/shared experts k& A bf16 (
71.7 MB/ €%, Xtk MXFP4 f#83 2 19.0 MB) , i MTP & draft step #FE ¥ iE—#k
R, ERRZIRE decode T, THEMRAHTESIKE, RXKARN: "Layer 78
of GLM-5.2 is the MTP draft layer... In bandwidth-bound decode it therefore costs

more than its share of the parameter count suggests.". B —hHLEEL A& A LA 514
: "QuarkW8ASFP8MoE could never reach its AITER runner, so every quark

per-channel FP8 MoE on ROCm was silently running Triton.". 1t NVIDIA
GB200/GB300 #y GLM-5.2 FP4 B B BE#3d SGLANG_NVFP4_CKPT_FP8_NEXTN_MOE=
1 FREMEER, 1 AMD MI355X B MTP B AMER bf16 £t R, BEFEHA%EE,

LI RE

1. I F X E5E—RIZIBA (python/sglang/srt/environ.py.
python/sglang/srt/models/glm4_moe.py) : JEMt SGLANG_GLM_NEXTN_MOE_PTPC =
EnvBool(False), JERBARS NVFP4 By block-FP8 NextN B2 %, & glm4 _moe.py H
I =ANERI: enable_glm_nextn_moe _ptpc (FFXITH B quant_config A quark) .
glm_nextn_mtp_fused_experts_excluded (MTP B® .mlp.experts. HIAE
exclude_layers, ZEMTF checkpoint EARZEZE bf16) .



should_apply_glm_nextn_moe_ptpc (ZF&L5) ., B ZFZEMN BRI T I T EME 40
FHE, BEeRXERRSER scheme SFHRAH EZR

2. BEIRMZEM: JEN PTPC scheme ¥ RBELERE (glm4 moe.py By
GImMoeDsaForCausalLMNextN. resolve_nextn_quant_config) : &8 caller 28 TFH
PAERFR Im_head B9 QuarkConfig & copy.copy + A ER quant_config dict
copy.deepcopy, JHREZETARENEZTNZWEIER,; FXRITHARS
model.decoder.mlp.experts JEANEER per-channel XRE + 3174 per-channel AR
fp8 e4m3 H%E (B QuarkW8A8SFPSMoE # per-token 3 A) , TNE AR KGR E
bf16 exclude 1T A,

3. mEM: EM. RARREEEWN (glm4_moe.py B _maybe_quant_glm_nextn_moe_to_
ptpc / load_weights) : B _GLM_NEXTN_EXPERT_PROJ_RE R4
mlp.experts.N.{gate_proj,up_proj,down_proj}.weight, ZEIKE fp32 1t./5 & & BB M
amax 183 scale (clamp 1e-12 BKRE) , & 4H fp8_e4m3 MEHEE weight scale; IE
2D KB E# ValueError, ¥ generator T RIELE super().load_weights() Z &I, in
HBARFAN, BETINNGFEASE T ED expert RE,

4. BWEMH: BIE runner FES5REME (python/sglang/srt/layers/quantization/quark/
schemes/quark_w8a8_fp8 _moe.py) : create_moe_runner X _use_aiter and
is_weight_per_channel and a2a_supports_aiter and (auto or aiter) RZE AITER, f£
auto SERBRRFEAE (quark whad_mxfpd_moe.py. quark_w4a8 _mxfp4d _moe.py)
—EX; process_weights_after_loading BTRE HE2RIZ runner_backend.is_aiter() ¥| &
B EFT is_shuffled tag (Triton £&#F canonical layout) ; apply_weights 8§ AITER %
FBGE AiterMoeQuantInfo(AiterQuantType.PER_TOKEN,
expert_mask=layer.dispatcher.expert_mask_gpu), MIRRTEERHN
rocm_fused_experts_tkwl §A; ¥ —>K print_info_once B & runner, {£ Triton
=138 =]

5. MERBELE (test/registered/unit/models/test_glm_nextn_moe_ptpc.py) : #F3E 160 4T
CPU B, register_cpu_ci(est_time=5, suite="base-a-test-cpu"), H
unittest.mock.patch BZ env 5§ SimpleNamespace {3 QuarkConfig, &ZZRIAXHA.
FF 2R Quark. 541 MTP fused experts # exclude. scheme SEIANFE. 7%
caller BB E. cast R4H# exclude By bf16 EFX B H weight_scale, MR
H MXFP4 RRE, EIEH serve+generate ¥ =41E ROCm + AITER + checkpoint, &%
AR PR,

R

« python/sglang/srt/models/glm4_moe.py (#3k #&in%k; 25| source; KA
data-contract; 5 _GLM_NEXTN_EXPERT_PROJ_RE, enable_glm_nextn_moe_ptpc,
glm_nextn_mtp_fused_experts_excluded, should_apply_glm_nextn_moe_ptpc) : A PR
BAZA: B3 PTPC 13878, MnEkEA fp8_ed4m3 FREREEZ B, load_weights BS
, BAZ _resolve_nextn_quant_config ECERES scheme JFA; WEMWN HaiShaw "
conversion &3 model-local" EMEH&RALE A,

« python/sglang/srt/layers/quantization/quark/schemes/quark_w8a8 fp8 moe.py (R
B E; KB source; ER dependency-wiring; &5



QuarkW8ABFP8MoE.create_moe_runner, QuarkW8A8FP8MoE.process_weights_after_
loading, QuarkW8A8FP8MoE.apply_weights) : &£ AITER runner
apply_router_weight_on_input JEARE KA J3XBIBRE, BRET ROCm LATH
quarkper-channel FP8 MoE BIEBRIA kernel 3%4F. REMRAE S apply_weights B2, A&
PR ®/mat &) BY—3k,

. test/registered/unit/models/test_glm_nextn_moe_ptpc.py (#3k B MR; 25 test;
KA test-coverage; &5 _quark_cfg, TestEnableGImNextnMoePtpc,
test_off_by_default, test_on_requires_quark) : #3EE CPU BN, H1EZBRIAX A
22 5M89 ON 4 (Quark scheme SEASMRE cast) , ¥#RiMNR PR A off-by-default &
R ClI MABITARBSHEE,; RREFETE caller BBE HWAREMNT K,

« python/sglang/srt/environ.py (#3k SR3EECE ; 25| source; £ configuration; &
Envs.SGLANG_GLM_NEXTN_MOE_PTPC) : JF# SGLANG_GLM_NEXTN_MOE_PTPC
Fr*HERHBAEE NVFP4 block-FP8 NextN B2 %, EIFFIXTKENBRIAXE. BE
BRBAD,

Vil =]

XS enable_glm_nextn_moe_ptpc, glm_nextn_mtp_fused_experts_excluded,
should_apply_glm_nextn_moe_ptpc, GiImMoeDsaForCausalLMNextN._maybe_quant_glm_
nextn_moe_to_ptpc, GImMoeDsaForCausalLMNextN. cast,
GImMoeDsaForCausalLMNextN.load_weights,
GImMoeDsaForCausalLMNextN._resolve_nextn_quant_config,
QuarkW8ABFP8MoE.create_moe_runner, QuarkW8A8FP8MoE.process_weights_after_loa
ding, QuarkW8A8FP8MoE.apply_weights

KR BR

test/registered/unit/models/test_glm_nextn_moe_ptpc.py

IRy CPU B, L1 EZEBRIAKRIEIRZIMY ON 4 (Quark scheme FFAS R E cast)
, FANR PR A off-by-default 2 CI AFRBHUTHARBSHE R ; ERERETH caller BRE”
B4R BT R,

# test/registered/unit/models/test_glm_nextn_moe_ptpc.py (k)

# FUIM CPU CI: BRI IEEM AMD suite;
# 2 serve+generate EE runner cache By MXFP4 BRE, H1E nightly
register_cpu_ci(est_time=5, suite="base-a-test-cpu")

LAYER = 78 # GLM-5.2 8§ MTP EfREHR5
_PTPC_ENV = "sglang.srt.models.glm4_moe.envs.SGLANG_GLM_NEXTN_MOE_PTPC.get"

class TestResolveNextnQuantConfigPtpcOn(CustomTestCase):
def resolve(self, cfg, flag: bool):
#AMGEREER:  new_ &3 init_, R#EMH _resolve_nextn_quant_config EEM B
model = GImMoeDsaForCausalLMNextN. _new__ (GImMoeDsaForCausalLMNextN)
hf = SimpleNamespace(num_hidden_layers=LAYER)
with patch(_ PTPC_ENV, return_value=flag):



return model._resolve_nextn_quant_config(hf, cfg)

def test_flag_on_assigns_ptpc_scheme_instead_of_bf16_exclude(self):
out = self._resolve(_quark_cfg(), flag=True)
# FFRRAMA per-channel FP8 scheme BAMEALE bf16 exclude
self.assertNotIn("model.decoder.mlp.experts", out.exclude_layers)
scheme = out.quant_config["layer_quant_config"] ["model.decoder.mlp.experts"]
self.assertEqual(scheme["weight"]["gscheme"], "per_channel")
self.assertFalse(scheme["weight"]["is_dynamic"])
self.assertTrue(scheme["input_tensors"]["is_dynamic"])

def test_flag_on_does_not_mutate_caller_config(self):
src = _quark_cfg()
# caller ALEXREEXZBEMAERM Im_head, BREEFRMKE
self._resolve(src, flag=True)
self.assertEqual(src.exclude_layers, list(src.exclude_layers))

TSR A

1. HaiShaw ERiBi#ZBIEM DeepSeek ELBHE K : "consider to refactor - make
weight conversion and utils more or less in glm5_next.py vs. deepseek base." X 2K
PR REEZMN—FKRITEN—REIZIMIEE DeepSeek B weight loader mixin £, GLM
TREETRT EFHEE, /EEER "refactor done", FHFUER
5de466565f47dd00b33f5d21a574e7c4dbec1b89f "[ROCm] Keep GLM NextN PTPC
conversion model-local" %&3#h: ®#5 TR RZFLEE glmd_moe.py By
GlmMoeDsaForCausalLMNextN RER (KFr3EIHL gim5_next.py) , FH+HA
should_apply_glm_nextn_moe_ptpc ff loader 5 RN E 12,

2. EIIBAMEREEHLITF (RK 64c44144) : "Align GLM NextN PTPC
module-build and weight-cast gates. Only recast MTP fused experts that Quark
excluded as bf16, so an already quantized draft MoE is not rewritten while the
module stays on its original scheme." X2 W H P A IR BEIEFRME R : ZRBENXER
X scheme (BRZ) , SHIMRE B FP8 [EHBRINIZ bf16/MXFP4 AEFZIVEEEREE 1R,

3. £EZXE mutation BIFaE: PR body BAFAIEH resolve nextn_quant config EERZE K
BL7E4 caller BT BArtERAR Im_head B9E— QuarkConfig ("the draft-only
rewrite was mutating shared state") , EMEKA wrapper X# N + AR dict FEN,
F A test flag on_does _not _mutate_caller_config Eft, Xt GLM-5.2-MXFP4 K& &
no-op (layer_quant_config A%) , 1BIHMERE TZFEEM checkpoint i< H .

4. runner ELREE AITER EERAEX—KNEMAEEEYT: body BAHE "FP8 experts on
the Triton path are slower than the bf16 they replace (TPOT p50 +7.5% to +11.6%)"
, FTUAERE AITER 4%, SGLANG_GLM_NEXTN_MOE_PTPC=1 Rfn&sZElg; H1RE
—-moe-runner-backend triton fEA4 E:RFF %,

5. Cl \3AEIT®: kzjeef 38 AMD Cl £ JKFE test/registered/attention/test_wave_attentio
n_kernels.py (exit code -6) , ARIZABIE main LEHER. RE rebase EX2EMH
: EEANE test_basic_sanity.py::test_hellaswag_select B rowanz/hellaswag & & F %2
B 404, B #39481 (4133 Hugging Face mirror) Li#§B%E, 54 PR L%,



6. Tam9trash B9#LEVRER: "This is a re-submission of #38476. All the change is same.
Only fix lint issue... Only blocker: need to pass CI task.", RBAEARLELELER PR %
FRIPE, A PR HEEETER lint. #N5 model-local E#,

« & GLM TR E# MM DeepSeek EEFIHE (model-local EEX) (design): ##E5 T
B REFZAT IR python/sglang/srt/models/gim4_moe.py B
GImMoeDsaForCausalLMNextN AR, FETH DeepSeek £K; [ERFTEMAILH
glm5_next.py, PR body # Xt deepseek_weight_loader.py B9$#3R B33 #A,

« MEFEEEITBE R scheme [THERM—EK (correctness): i
should_apply_glm_nextn_moe_ptpc [E B load_weights IS5
_resolve_nextn_quant_config AR, HELKEL— AR FFAXITH + Quark + MTP fused
experts £ checkpoint 4 bf167,

« £% QuarkConfig # _resolve_nextn_quant_config Btk E (correctness): B&A
copy.copy(quant_config) + copy.deepcopy(quant_config.quant_config), FH#H3g
test_flag_on_does_not_mutate_caller_config EIAFIIEL R E 1L,

+ QuarkW8A8FP8MoE #] AITER runner BEZEARE KA TIX (performance): runner BR A%
kernel ESZRI B &43%3% (AITER = + per-channel A E + a2a X 3#F + auto/aiter)
I E HEGRE BIF3% runner (is_shuffled tag) , apply_weights £
AiterMoeQuantInfo(PER_TOKEN) #4£ expert_mask; #3% print_info_once it EI:R = I,
, 128 --moe-runner-backend triton EI:RFF %,

o BRAX RISV TR CI BZ (testing): #3E test/registered/unit/models/test_glm_ne
xtn_moe_ptpc.py (register_cpu_ci, est_time=5) , F mock env & ON #¥4&; EX
GPU + MXFP4 checkpoint B serve+generate kB L, MR TRE NG L%
nightly S¥#ft.

« AMD CI &J&)3E (wave attention A5 hellaswag TEIR) (testing): AANKMBIGHIE
AEAR PR IT%; hellaswag [H# e b3 #39481 ¥1#:3| Hugging Face mirror 188, &
PR REREIMNKFN,

R 5 B

- R

1. BEANENERBRAETE (ZaXKE) : QuarkWBA8FP8MoE.create_moe_runner
IELL auto 2 ROCm+AITER+ X3 a2a B per-channel 3z FARMT A AITER, XA
B R GLM-5.2 NextN, MmEX"RFTAERIZ scheme B quark per-channel FP8
MoE =& (/% L 2IREEERM Triton) . #& kernel BrRE A EBIEELINE R F IR E
wREEXR (is_shuffled) , BR5REBE quark_w4a4_mxfp4_moe.py.
quark_w4a8_mxfp4_moe.py BIFT XSS, 1EH/DAR PR A B3R E|3R =TT,

1. AITER 2 X BBEATEMRH : apply_weights B9 AITER B&42 B HiER
layer.dispatcher.expert_mask_gpu #F1&A AiterMoeQuantinfo, PR body $#£%| block
FP8 B4 FLAT kernel "drops expert_mask, so it faults under EP", IBRZFERE EP T2
BARE; ZERBIMBERZRMBI dispatcher 2 expert_mask_gpu A None, X&HT A
X T e R EHTAI R IR E



2. INBHAFE 5 2D Wr=:  maybe_quant_glm_nextn_moe_to_ptpc 34 expert IKE
i to(torch.float32) BEAL, MBRESH— KM CPU/ REKK (BKEBRI, RX) ,

# A tensor.ndim |= 2 B9RE ValueError——# K3k checkpoint B AT (nfTBRXE)
, *EXEMEELAKRmIEER,

3. XEMEXREREMEN, EMERENEERELEMN: copy.deepcopy(quant_config.qu
ant_config) X828 tensor XA KENE B 86 RBI/IMNTHEE R FHMLRFE; HR]
Quark B R FR S / FHEH|, NREEESEERE,

4, MRBEFRE: FWENREE CPU LW1ES scheme JEAN, FEEES GPU L&
AITER kernel ¥{&. TP/EP @K J& weight_scale BYIERME. MUK prefill/decode BIEATF
B91TA; PR checklist  "Add unit tests" KA, FEWHAETE ROCm GPU + AITER
+ MXFP4 checkpoint 7 BE3i7 2|3 103,

5. X552 A —3EK: PR body iR EREA T deepseek_weight_loader.py, {B&Z
X BEKA model-local (glm4 _moe.py) , EEEIFEIR body BRERESHRART|XT RS2,

- B AR E MI355X (TP4/EP4) 3&fT GLM-5.2-MXFP4 + MTP 2RSS, F =
SGLANG_GLM_NEXTN_MOE_PTPC=1 Fa 3RBERXREM p90 +9.3%. TPOT p50
—4.7%/p90 —-8.5%. TTFT p50 -11.5%, & GPU NextN fXXEM 5.46 GB [&%| 3.17 GB

(-2.29 GB) , HEREKR KV pool REBHLKKATAR; ARREERBEIKELESRSESE
BEMA (GSM8K 0.9416—0.9371, accept len 2.810—2.829) , B FFXBRiIA%F, KE
ANFRBHAPITARE,

FAG: QuarkW8ABFPEMoE By runner #HEFERT E2F MR M—FrA ROCm + AITER +

per-channel ARE + X FF aiter 8 a2a B quark FP8 MoE #'< M Triton $1%| AITER

per-token CK fused MoE, W EMREMEHMG (is_shuffled) . BEBREEESABS (
shuffle #A18]F empty_cache 5IgREIER) , BTHEERENRAMIAZE, BRARNLS5RAEBE

E#E scheme XFERshHETIM,

XHEIPA: A PR Z #38476 MERR, RETRFEEFIRS NS, BT ANTERANIES
N —E B EMREE + IR scheme RIFPKRE A dE R —NHEREKITE, =&
“runner YRR H kernel (AL M BERMPRE, MAREMEXEXROTEM, BEMELE
BB scheme FHIA X H ERMELENE, ARAFIET CPU B, FRATR PR
off by default &5 CI ARHAT ON B2 " B9 B,

o MEARIT: BRIAXRINITERZ , BEREN runner RIAMEZ E , AEMEXNZBEEA |, &

/b ROCm 3|38 E 2 , PR 5 RALHA—K
< BRRk 2

- PR #38476 GLM-5.2 NextN &i#i#& FP8 ¥fg MoE (4 PR MRMEIER, &
@fanxingran) : X PR ZEHERR, WE/NRE commit fREREZETE, MEMNESIF
HITWE G ER PR; lam9trash EHEREAR "This is a re-submission of #38476. All
the change is same. Only fix lint issue.",

« PR #39481 ¥4 hellaswag tH#MRE benchmark t1#:3| Hugging Face mirror: /& &E1E

WH LA A PR BE|H test_basic_sanity.py::test_hellaswag_select 404 %W % PR &
£, BARR ClI RN EEKIE,



« PR #39631 [AMD] Prefer HIP Top-K for GLM-5.x on ROCm: R4 AMD ROCm Lt
GLM-5.x BIBRIA kernel/ EamiedF A%, 5K PR #£2% Quark MoE BRIA runner BB K —
K BEERMENFTRLFREHRTIIN, FREEER X,

« PR #39613 Accept MXFP8 dispatch in FlashInfer A2A TRT-LLM MoE: RE#tZ MoE A D
FREAGEEAT /| AR, SBANXFHN dispatch R FTEZH# AR runner, 5K
PR &£ apply_router_weight_on_input BtrEE T E—LBRfEER,

. PR #39547 [AMD] [bugfix] Fix DSV4 MTP crash: Fl§ AMD & MTP (NextN) Esf2
ERMEEE (A is_dspark 138 D2H thft) , 54 PR —#&E AMD LR TE&GRF
MTP & BRALEEAZ,

« PR #38160 [Feature] Support BF16 and batch-invariant inference with DeepEP v2: [
HEH R MoE runner/ J53%5 dtype. EHER (quant info) HENFREMAR, ZIRMA

PR ¥ AiterMoeQuantInfo 5§ runner 3#%#F1& X 89 LT XM 7o



