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PATHRE
- —A)E: A Kimi #3E CPU BETAEF X, ZEEHF OOM
- BENE:

- BENRIL: BEEBH K Kimi-K2.5 K E tokenizer worker, {EEREILISIN; EL%E
EEWRTT—BRIMTARE, EEMEZE SGLANG_FORCE_CPU_IMAGE_PREPROC
ESSING=1,

AEBRIERNRITRE . — & 4 REXRNUKSKEEIR (MWBE image processor backend 2|
‘TAES L/ GPU MR, &EEB —MNAA flag MEEH") , ARATEZNE
L3 F RN, =R gpu_image_decode 5K MHEAR—E E, BHEIMADS W
HERE, #Mh GPU—CPU BT =¥, = 2IF X import Bi—RMK(E, (EEEHM
env BYBLER B AL — BOME AR YT .

- WS EAMK: ©FERBETAIR (B flag RiR/ 0/ 1. CUDA AL, AE / TEL %)
. FFRRIE N EMMERIE. —tokenizer-worker-num 16 THE/FS &t EI$kIE,
FAN—1TH P SRS BR 1 A X 2 RS Kimi-K2.5 £ 3K

Th RES EAL

PR body BA#s H ml&37 5 . “With many tokenizer workers (for example,
—tokenizer-worker-num 16) sharing the first GPU, GPU image processing can cause
out-of-memory errors.”; RRRBAATLAESRETBZE—LIE: “A global CPU
preprocessing switch is difficult to apply consistently because models use different
processing paths and hardcoded device choices.”, F M iE3FH3E—ANE R & W<
SGLANG_FORCE_CPU_IMAGE_PREPROCESSING, 1ERE Kimi-K2.5 L&t 3F, NE4LE:
HRIZ B B NS H a8 =,

IS

SRy

% REFHA - AEREL - REKMK - RIEERE] WE5HE:

1. 73Me/FXx (BEEADO) : python/sglang/srt/environ.py B class Envs Multimodal
processing] B#i# SGLANG_FORCE_CPU_IMAGE_PREPROCESSING =
EnvBool(False), 5 BA “Currently supported by the Kimi-K2.5 image processor

only.”s BRIA False fRIEERA B EZM, A EnvBool f£ 0/ 1/ false / true #PREIEH
fEMT (PRIIEBEZTIX 5 MEUE) , P NEMZESERFE TERGE, BYA]



RA Kimi 2B Y.

2. ReFBERMIEL (import BIELE E) : python/sglang/srt/multimodal/processors/kimi_k
25.py TRERFTIE from sglang.srt.environ import envs, FEXERRE E
_FORCE_CPU_IMAGE_PREPROCESSING = envs.SGLANG_FORCE_CPU_IMAGE_PREP
ROCESSING.get(), #FFARKE, BATILAZEREHBEGRABANRE: RNEL
FERBHRESHBRNZEIFETE, BTPMHEKEK import /& monkeypatch os.environ #A
SE

3. KB GPU / CPU k&M (#&iZH) : KimiGPUProcessorWrapper. call  #RHAIZE

if images and torch.cuda.is_available(): B84 if images and not
_FORCE_CPU_IMAGE_PREPROCESSING and torch.cuda.is_available():, i B E%3|
BEA® _cpu_call (HF CPU &3BREER) . FRRMBEE mAFEELIN, CPU BERER
media_processor, 31RE preserve processor_input_ids 5 image_grid_thw $#8EEA
w632, EIERKB W token id BIIBEXAE,

4. FHRERDEE (BHREREWE) © KimiK2 5VLImageProcessor.gpu_image _decode &
YA True BXA not FORCE_CPU_IMAGE_PREPROCESSING, BRHAE: ZRX# GPU
TR mRE GPU @S, BEMEM GPU #E CPU, IREWIRE, mEXAR—FET
RIE“FRAD R & = TR RS, BlfEA R JPEG WikF nvJPEG. ®E| CPU fEH,

5. MIREBIEELE (8&A) : A PR RFLEIEBAENIR X4, PR body 5 review HR Y
O EIMER B AISIE——20 I dispatch 12, 24 M source-level routing ¥&&, B=
flag RIRE / 0/ 1/ false / true, CUDA sTREARTHA. FESZ=HMA: B Kimi £,
GPU %£8X. % tokenizer worker BHFIIE¥IFREAN pending,

REEF:

« python/sglang/srt/multimodal/processors/kimi_k25.py (#3k ZAESAIE; 25| source
; EAR core-logic; 5 _FORCE_CPU_IMAGE_PREPROCESSING,
KimiGPUProcessorWrapper.call, KimiK2_5VLImageProcessor.gpu_image_decode) :
Kimi-K2.5 ZHESAER AL IRFAIWA CPU BElS X, FIEMERES %
FERGRE, BARITANEIREKIR,

« python/sglang/srt/environ.py (3 3f3FE&E; K5 source; A& configuration; F5
SGLANG_FORCE_CPU_IMAGE_PREPROCESSING) : #fE&RM R XM BERAL, RE
RINEX S BEMRTA RN, EARKHANEEAND,

XS KimiGPUProcessorWrapper.call, KimiK2_5VLImageProcessor.gpu_image_deco
de, KimiGPUProcessorWrapper._gpu_call, KimiGPUProcessorWrapper._cpu_call

RPERAD B

python/sglang/srt/multimodal/processors/kimi_k25.py
Kimi-K2.5 ZESEEENE—%Mm . 2JRFHAMA CPU BHl4 %, HIEMERESZFX
GRE, BRARITANEIKR,

# python/sglang/srt/multimodal/processors/kimi_k25.py
from sglang.srt.environ import envs

# ERSFARRE—R: #EBHEERARRELRERR,



# Fr UL JRAE python -m sglang.launch_server Z B E.,

# BRIAME False ZBERABEA GPU 1T, RIIAFHIAL X,
_FORCE_CPU_IMAGE_PREPROCESSING = envs.SGLANG_FORCE_CPU_IMAGE_
PREPROCESSING.get()

class KimiGPUProcessorWrapper:
"R HFE B9 Kimi &bZE 2R BRIAE CUDA Lt resize / pad / normalize / patchify, """

def _call__(self, text=None, images=None, **kwargs):
# process_mm_data £33 kwargs['images"] 5 NE1&
images = images or kwargs.pop("images", None)
original_input_ids = kwargs.pop("sglang_original_input_ids", None)

# ARG RRKILA £ GPU HREEEZ:

# 1) ARIBERHL A A

#2) RAEFBRESE CPU AR (ARFEHHE) ;

# 3) YATHRZ I CUDA,

# E—FXILEE S| _cpu_call, BRERA® HF CPU Ab3E 28,

# '©3% preserve_processor_input_ids {REIER B H token ido

if images and not _FORCE_CPU_IMAGE_PREPROCESSING and torch.cuda.is_available():
return self._gpu_call(text, images, original_input_ids)

return self._cpu_call(text, images, original_input_ids, **kwargs)

class KimiK2_5VLImageProcessor(KimiGridMMDataMixin, SGLangBaseProcessor):
models = [KimiK25ForConditionalGeneration]

# RIS True (JPEG & nvJPEG, HA#E PIL fallback)

# 5 rENAREGEAR—FE, RIE AR E = TILEBIRE]

# ERXEFAIEMRE GPU fRRS, B ERIEEHIMA GPU #E CPU, IKESBEIHE.
gpu_image_decode = not _FORCE_CPU_IMAGE_PREPROCESSING

prefer_tokenized_input = True
precompute_hash_before_cpu_transfer = True
preserve_processor_input_ids = True
auto_mm_processor_worker_num = 2
auto_mm_io_worker_num = 16
supports_mm_processor_concurrency = True

python/sglang/srt/environ.py
MWL/ ARIFRNEBERL, RERAEBXSBERTAN, ERRKNEREAND,

# python/sglang/srt/environ.py —— class Envs 8] [Multimodal processing] BtEE
class Envs:

SGLANG_VLM_CACHE_SIZE_MB = EnvInt(100)



SGLANG_IMAGE_MAX_PIXELS = EnvInt(16384 * 28 * 28)
SGLANG_RESIZE_RESAMPLE = EnvStr("")

SGLANG_MM_BUFFER_SIZE_MB = EnvInt(0)
SGLANG_MM_PRECOMPUTE_HASH = EnvBool(False)
SGLANG_VIT_ENABLE_CUDA_GRAPH = EnvBool(False)

# ER LM EMNE VT position-embedding #&{E (& E Python &3, Tt CPU<->GPU E#¥) ,
# 5 BZMEM—EK; &A False TTEIERIZREEIR,
SGLANG_VIT_ENABLE_VECTORIZED_POS_EMBED = EnvBool(True)
SGLANG_MM_SKIP_COMPUTE_HASH = EnvBool(False)

# ¥ H % BREIMX Kimi-K2.5 8 image processor &R Y ;

# BRIA False, 1R#F TCUDA TTHMISE GPU ALE, FNER CPUI MBEAIEX.
# EnvBool /£ 0/ 1 / false / true #RBEMKIEHARAT
SGLANG_FORCE_CPU_IMAGE_PREPROCESSING = EnvBool(False)

B
A PR RA 2 % review i8E: 1% ByronHsu ®BEIE (COMMENTED, 2REWELEW) 5

#3PE mickgian B9 APPROVED, H A issue i#iE “/tag-and-rerun-ci” itk Cl Zff, XEX
BAEPAERITFR. BRAFHESMRED =4t

“The change keeps ownership in the K2.5 processor: the same startup flag controls
decoding and preprocessing, the existing HF fallback preserves request token IDs
and normalizes the grid key, and the default GPU path remains intact. Kimi-K3
overrides both its dispatch and decode policy, so its behavior is unchanged.” — 1
& B PHIAKFBIRAE K2.5 LB ERE, K3 SBET HY dispatch / decode HKEEHIZE
EARZ R,

“The default path adds one boolean check per processor call, with no new tensor
allocation, transfer, or synchronization.” —— JtTERIARRRMEER ML H N EMEL: R

HRARHE, TAEARRAS.

“CUDA and processor calls were mocked; these checks do not validate pixel parity
or GPU memory usage. I could not rerun the full unit suite or GPU image tests in
this local environment. One non-blocking test-coverage suggestion is inline.” —— £
ZFEHORARIERL R : mock REERQRKEE, FEEGEAENMMEEEFKRES,; FET %K
RIEAPRZFHAPNIRE 22X (Zinline iFOERBHAMBFLRTN, BAABTTHE) .

mickgian By APPROVED RMXF, UEAEIEFEMTEZ TEZ LYRIR/NEIN; Wit EMRIEES

RA—LZEPEHIA,

< ZIHFE: A—FXRNERGEES EE, #BRiRE&REA (design): ANTT{EFXBE K2.5
MEFBER R, Hik gpu_image_decode 5ARFMHEAR—%E, M GPU f# + CPU
AR SR &R R EH; THEEME-,

« BRABAR TS R REM (performance): BRABRZRTIE A E / 4 / P, HME
RUUTHARE . 43# mickgian WL APPROVED #%,

s MIREBEHRDO: XA mock BiE, BBEESNS EFIERE (testing): K PR REMEFIE
AR, BEXERDO: g e (16 4 tokenizer worker BB OOM) 5#H —RMEAD
RAEIR B IOAT



R 5 8

- QF&:

1. BROBERNMREZ (FEXK) : python/sglang/srt/multimodal/processors/kimi_k
25.py B kEMHS gpu_image_decode #RHAEIREE BIRE, ©F 3% A ETMIR 81
FEXFAMTA;, EEEEMEEMNERKEERY, HTASW Cl K. reviewer HHH
Ut mock 3 “do not validate pixel parity or GPU memory usage”, BRFF<FF 2
B IKERTS GPU BBR—B% AL,

2. import $AiZER SR AT shAS#: FORCE_CPU_IMAGE_PREPROCESSING #E#H RS
ANBESRAE—R, A% import BRIFRE B SR NI STIRE TR EMREADL
A&IF (FE patch ERBMMIE os.environ) o

3. CPU B2 5RIKEN: FREEK nvJPEG, FIAEEES| HF CPU 23, fMshiliz
BB R 16 A tokenizer worker #2F—=F, CPU T BERRAFTIA; PR RAHSH
| FEREKIE

4 AAGLEEERFTRHA—3K: TESL SGLANG_FORCE_CPU_IMAGE_PREPROCESSI
NG Z2FEX, BRA Kimi-K2.5 #R, EMSESEY L RECRHRTK,
environ.py B —iTFR% 2 B RI"E—RT,

5. Cl k532 %: PR body B~ PR Test (Base) A :no_entry_sign:. PR Test (Extra)
5 AMD ROCm 10 A :x:; Kimi-K2.5 J& NVIDIA %%, AMD %&K5 AR XA E
BA, FEEIBULIERTSCILIERAME, AR LA ELAAE,

- AP R BN False, BRZHAFTRA, (RESFRK processor AL —RARHAM
; RAERREZZEEHIRE Kimi-K2.5 (EEEEXTE| CPU LR, FiA#k BN
GPU BEH&H. E& CPU SASBERTH TR, XARITEIHAE, AP REEN PR
body = environ.py & IILFF %,

« AR R RAKR Kimi-K2.56 ZESAERE S, RSP KIAER. KV cache, FE
NERERAZTRZ, BEAMEAEEAR/N; Kimi-K3 B Z B85 dispatch / decode FKERHY
TARTARE (reviewer B4

- AR : ©EFEFXET —ANERGSE + EEAEH N env X, BEEERABEANETE
REZY BUSZIEZA XA ; RIR3EZ tokenizer worker 3R T GPU BEFAENE
RS, FTRES|HE ALK CPU AL REL,

« NFEFRIT: SR SERMIREE , import HAEBERET E , CPU BEASHRILKREN |
A @GR Kimi X3F , Cl k&%

PRINeZS

- PR #39278 [Fix][Qwen-VL] Normalize sentinel on artifact fast path: EAZES
processor BYREEZ / EREEZEKE, £ CPU 5 GPU X M—3kiE, "T1EARE LK)
BRI ER,

« PR #39347 Allow CUDA VMM feature transport with the Rust frontend: [E4f2E N E
BEF XA ZESHEREBARKIT, FFERREHSHRBAFE,



« PR #38554 [Spec] Allow speculative workers to stage prefill shared reads: XA R
[BRAXF]. ERFFR] opt-in FFMHEFXER, RIFLHRMTIALRE, TBEMNREE
A RNo



