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« —A)iE: E5Z GPU e2e MIAE % HiCache R B&GFHKH

< EESE ESREIE. BRAMRTE, BRI E0ERESEME: ASIZBHC
K AERBIR S payoff Wi = ABES vacuous pass; 1% owner ¥ IEEREL EiTEIRZ
WME; BEepNmIEE ZEREL; BIEREE (X worker 73M) mAERIR; SHMEBEZBHEK
BHIRF, BIESZAHEF PR (tier-aware tree 5 metrics X#) —#ME%, #FX35E
S 4 T

THRES B

PR body BAFAULER: WRIFTA tier BEIVIIRT R ERFMHFF, T EBEELINIENSEH”
ARPR—IXR " E—REYNR medium ARBTEXEEER FEM—FEXNARN ", WEE—EE
#r s payoff (WWIRZFWAMBNHIFAECHNERS) MIEXEERERSHET RN, RRTEERE X
BREIRF AR (write_through 464 % CPU_PINNED store &4 % GPU removal,

write_back RZ) , " —ANRAET write_through T WS EFFARSKE TR ERKIEH
, A write_back £E EFEZRERIZR
LI AR

1. FEES GPU e2e MR X fFexperimental/sgl-router/tests/e2e/chat_completions/test_h
icache_storage_tiers.py (482 4T) : i#i¥ spawn_worker FAEFMNE LT Z worker,
worker_args() Zt—#t#& —enable-hierarchical-cache —hicache-ratio 4
--max-total-tokens 8192 —-page-size 64, ZIBEHE/NEE KV MEDEHK prompt BRI EEK
HABMLREE, R host BiR 4 ZLLAIRBWIEIR,; £ —kv-events-config ¥ 3| EF
B2 ZIMQ R ERER.

2. BB FiTKIEA payoff BiE: _chat() 33X return_cached_tokens_details &K 5%k
iR sglext.cached_tokens_details, _cached_tiers() 12EVERE &% token HaFF
EZFEBHMFE, WS host > 0 BNIAE test repeat_is_served_from_host B9#Z & E 5k
——tier-blind MAERIBINERE LRBLSEHREH, FEBXEENE T ERAMMEERTE
Ko

3. W RNRAEFEIF: _drive_until_host_served UMERKEMIERE E & REKEs, SHAEL
FILLERS_PER_PROBE = 16 4% filler #HK (3% owner Bl RHEEITH, 4 2 8
M owner BYREM) , BAFMIER, BRHAFSEFHTARE, KSR ELMA filler
MR, _wait_until BHEZEHFZIPRNKIER, chat_and_attribute FitHEAKE B



RE,

4. RE KRS I 5 RIIRIIE: WRITE_POLICIES = ["write_through", "write_back"'] &%
MBREMIRT; registered workers %M sgl_router_worker_health #IAFA worker ]
BEVEM, FFIESE worker SEMAIKSERFTA IR RKEEEGE LiEak " FRMEREN ",

5. MK E 2Z8 £ experimental/sgl-router/tests/e2e/infra/model_pool.py: spawn_worker
& stdout=subprocess.PIPE BR AT B E X4 /tmp/sglang-worker-{port}.log, #HR
HREAHZEEERK 64 KB ZMEHEIEMAES, BREINBNALEER,; #iE
Modellnstance.log_tail() FERBFNEK. RFREBRTEIRTHF B LK,

6. Cl B2E: T workflow &, BHIA pr-test-sgl-router.yml By pytest tests/e2e/ UK
£, ¥ 2-gpu-h100 runner £ 10 NARGI (XE&%) 6 o 25 HaFEA,

R

« experimental/sgl-router/tests/e2e/chat_completions/test_hicache_storage_tiers.py (%
kR BREL; £F| test; KR test-coverage; 5 worker_args, _scrape, _samples,
_sum_where) : #3¥ 482 fTESE GPU e2e MR, RHFMERRAMEFR BB E 335
AR BB E GBI M SR IRERIRIE host BARS, SEILAIE Kek,

. experimental/sgl-router/tests/e2e/infra/model_pool.py (1R MIRZEE; K5 test; LR
test-coverage; &% log_tail, spawn_worker) : &£ spawn_worker 45| B 5 NT
ANIRERH) subprocess.PIPE §3 64 KB & H3E/E 5| RHES. ERFRLLTHENEE,
8 log_tail() LWiREH, BRATAMERAZEZKN e2e MR,

sk a

XPERF5 . worker_args, _drive_until_host_served, _chat_and_attribute, _cached_tiers,
_wait_until, _registered_workers, _tier_summary, log_tail

KR BR

experimental/sgl-router/tests/e2e/infra/model_pool.py

&8 spawn_worker Y55 EiH B AT ALEH subprocess.PIPE §3k 64 KB L& 43E# /55|
LEEES., ERELLHENAER, I log_tail) LUEEA, BEERFIAMERAIZELZEN e2e N
Reo

# EIEMESAEHEXMS, MARTLTAREREN PIPE, K#HEMALHE
#iZEHE, ~64 KB B OS X —EE#H, 5IEMAEAL write £, Fik
# RE—IRRERNE iR, XA HEEEERE, (XBIME
# (REMm#FH. AFEM. CUDA graph #3K) BT EEERIXNE, KNMRE
# SERARNSEERI T, conftest.py B session & fixture BB
# BRRXMMHEE; XEX per-test worker N ARG £,
log_path = Path(tempfile.gettempdir()) / f"sglang-worker-{port}.log"
log_handle = open(log_path, "w", buffering=1) # /T2, ETZNEE
try:
proc = subprocess.Popen(

cmd,

env=env,

stdout=log_handle,

stderr=subprocess.STDOUT,

start_new_session=True,



)

finally:
# FHERNA B R SUERERTE, SRR =T BASLZ K 1o
# —HIFAE, 8 worker ttiR—1A fd, BXHEAES A ZH
# SR EE. KIKZHIM log_path EZE, R EMAXAGRAIE,
log_handle.close()

AT K

sherlockwu I HHE——XSZFiTiE: priming MEEEELAXNFRREREERS—F K
HTTP ma 7 BE 8 TR A EMH AR EE, FREREERRASEARIEER S —
worker, SHHA worker FEFARIZ, sole device owner TN, MEHBITATLIE
B, 2L owner-wait BEIFRIERZ BIFHHIAE —KIERESIF— owner, &L
commit 738266b &£ HEE "fixed", FEJE sherlockwu APPROVED,

. priming MEEIERELS: SM4RAB B BRI RIE R TEE%SE worker (correctness): fE£E
£ fixed, commit 738266b ¥4 owner S a3 FIPRIEK Z 8] prime EoASEHERE—
worker ERE|RIZR, BAE RIEXRIAHAIAZBIE— owner,

R 58
o RS

1 ARBS | EAE YT BFE: sglext.cached_tokens_details 25| %R ERT B IEFCEY B,
ERFERHREEBR, MRAKEALR (ELAKRSTHIFRAN, TEZEFTER) .

2. BEURE tokenizer SZM|: PROMPT_WORDS = 300 5 FILLERS_PER_PROBE = 16 #
TF Qwen3 tokenizer 520 (primed ~1.1k tokens. filler ~2.3k tokens) , BRI,
KEEFIE, TUEEME R ESFEONREN,

3. CI RBREL: T 2-gpu-h100 X F runner, GPU R AItSBkiT; MiRFER 6 2%,
B ENA BN, PR Test (Extra) CI B-r&MK (Run #35024684491) , EXR
WHAEMRE, §XEEEAFER,

4. BEXMHFRE : /tmp/sglang-worker-{port}.log MIRLEREFSENEFE, KITEEEIT
S runner ERR; SO oRERFR, EHELIATEE,

5. TA R EYIE: model_pool.py &R M A #ER spawn_worker B e2e MK, 2k
ANHEXMHERXHBERABEERA stdout, THIATLTHAMREGKI proc.stdout (HRTEE
RELEHEXMH, ZEEM . -¥MN: ARPSEFAZLTEEY™ (L src/ X8)
REIPAMIE, X& HiCache tier-aware ZHFEEMEE (R%| #39108/#39109) "H#—
ES GPU @Y)3aF5%k, RERMIREHEER LER—IFEKX medium BRI ; PR body
R4 tier-blind XFH (H200 E@AfMSEIHELIK) EBRMERA FIB] . model_pool.py
89 PIPE &5 B RFTEMEA spawn_worker B sgl-router e2e JiR, SHM—K " ER#E
RELHE " WEHEEKE, - NREARD: KREEI R8T BRFE , & GPU XF CI 3F
%, KEBRY 6 4%, filler 28K tokenizer S , extra CI JRSEKKFE

KRR EE



+ PR #39283 [HiCache] Rework the buffer-mode storage prefetch pipeline and retry
bookkeeping: El— HiCache ThiEZk, & kv_events B4R, PHEKS FAETE; AR
ERXNEHRESERIMIPRIIE, 5IZTEREMFKIRIERR,

« PR #39480 [HiCache] Optimize buffer-mode storage existence bookkeeping: E A
HiCache HFfg B, AMIR host BREUT BRI buffer-mode 1BMKAY EFAE,

« PR #39516 [Fix] HiCache startup ImportError on the pinned kernel wheel: HiCache #8
FEENEYVIGL, SAMRARE hicache #7& T HIIETAF,



