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PATHRE

PR#39106 Z—RAELA 5 XH4&E N EHLIFMEIE: £ AMD MI355X £ GLM-5.2 MXFP4 (
amd/GLM-5.2-MXFP4, TP4) mAS Deploy B/ 868 —-dsa-prefill-backend /
—-dsa-decode-backend & tilelang ¥1#e A triton, 37 Cookbook [El# E# A, KIEZE
TP4 + —kv-cache-dtype fp8_e4m3 B4 rank 16 4> query head, IEIF%7E gfx950 Triton
o MLA RZBORMRZIRA, decode WAZSEM 1.53x-2.72x iR, #dH5 tilelang —3K;
TP8 8y FP8/BF16 #7045 gfx942 2L AMRALE. BBELARFET tilelang MARIFLAE
eIt 2 AN, +12/-9, TRBEMRZEE, reviewer HaiShaw E#E approve E& A,

T RES L

GLM-5.2 B9 MXFP4 B2 BLRTEL BB amd/GLM-5.1-MXFP4 MI355X B4 tilelang DSA J& 3%,
PR body $8H TP4 R IRHESZE LA Triton AAX:

At tp=4 with --kv-cache-dtype fp8& e4m3 the shape is 16 query heads per rank on
an FP8 KV cache, which is what the gfx950 Triton sparse-MLA kernels target.

Decode WHIE GLM-5.2 54k (H=16. D V=512, KV _DIM=576. topk=2048. FP8 KV) .
CUDA-graph 3k, 7 JRARSEE/TERPAI T BIXTHL :

batch tilelang (us) triton (us) speedup
4 24.02 14.33 1.68x
64 41.87 27.40 1.53x
128 64.54 33.48 1.93x
256 109.72 51.06 2.15x
512 199.96 73.60 2.72x

W —3MEAN SNR 37-82 dB. bf16 Mith& KX £ 5e-3, ¥m¥l¥m AgentX (TP4/EP4) 5
1,319 Bl GSM8K E#E# #39059, PR body FIBTEER These cells are verified: false and
carry no benchmark numbers, so no published result changes., B iZ¥IRAESKENEST



MAMRAAHMERERT, XMWEEAURKEY, A E2E HENEERE,

SCI IR AR
1) BEANB: docs/src/snippets/configs/zai-org/glm-5.2.jsx

BN EAG PR EAE mi355x + quant: "mxfpd" BEANETT, SANETREKAT flag, ERSHAR
MR, RIEBEE . ETERREIF:

BA#EI0 (match X8 AR RENKRESEK

$®E)

mi355x / mxfp4 / B4T DSA Jgim tilelang --chunked-prefill-size 131072,
low-latency — triton --mem-fraction-static 0.80

mi355x / mxfp4 / El = --chunked-prefill-size 32768,
balanced --cuda-graph-max-bs-decode 128
mi355x / mxfp4 / El = --cuda-graph-max-bs-decode 256,
high-throughput --max-running-requests 256

mi355x / mxfp4 / EN= EAGLE steps=3. --watchdog-timeout
mtp-314 1800

2) SRR ABRBSERE

MXFP4 Exs% BT RRIRFTIE =4T, VLB triton & SGLang &£ ROCm EMERIAEHR. TP4 Ik
& gfxd50 FP8 sparse-MLA R{E. TP8 FP8/BF16 HT4LRE tilelang, X—ERIE
XETFER AT L REXENE T EEE S 24, FIEEEEFENT HE—REIEEHREKE X,
3) WEFRFHERE (=)3FHFE)

mi355x B9 bf16 / fp8 (—tp 8) BI5 mi325x B fp8 (gfx942) BTLLERRE: tilelang:
TP8 Bt rank RA 8 A query head, R#HE gfxd50 #ER MLA BVIRMIZIR; BRENEX
LR THBELMBMFE N tilelang T, KA IEXEKRFERT L —K,

4) AR : docs/cookbook/autoregressive/GLM/GLM-5.2.mdx

MI355X MXFP4 E&% &8 “the same DSA tilelang backends” B&F DSA triton /&3, FHib Lt
16 query heads per rank BREARIES “tp=8 ECH HLE A tilelang” BiLER; XHREIRERAE
89 gfx950 block-FP8 BEMB E WA (issue #28685. ROCm/rocm-libraries#8639, %4

0.96 By GSM8K) ARAKKE), BT R—SHYEARLRH AMD ERER.

5) MR / RBEE

A PR EAFHHMEBMIR. CI workflow 584& tag; WNETLESRF verified: false,
Deploy BRI BIREREIT, Kl RARIMAETRERKE KRB BaIe4 L,
docs/src/snippets/configs/zai-org/glm-5.2.jsx

AORE BB —ThEE A& mi355x + quant: "mxfp4" BEEANEL A H T DSA RiJE 3k
tilelang BX A triton, FHIE AT EREEFRIE, EERE Cookbook / Deploy EARAE K



// AMD MI355X + MXFP4 — amd/GLM-5.2-MXFP4 (Quark) . TP4: 4-bit MoE RE
/] IE3FHGH 4 FH0 K, SBERBIIESN amd/GLM-5.1-MXFP4 MI355X B2 ([@—

/] DSA Z2MJH&) —— —trust-remote-code (Quark BZX EMEE) 5

/] —kv-cache-dtype fp8_e4m3 #EK Bz %&H,

// DSA Ja3#: triton, Xt E SGLang & ROCm LMBIAE#H, TP4 TiZ shape

/| EXF4rw gfx950 FP8 sparse-MLA BiA{EX [8]; L&E#) TP8 FP8/BF16 #5

/] REARE tilelang, EAEMBELRMAETEA tilelang N H K,

match: { hw: "mi355x", variant: "default", quant: "mxfp4", strategy: "low-latency", nodes:
"single" },
verified: false, // MRE GLM-5.2 EHEARIE, Deploy EARTETETF
env: [],
flags: [
"-—trust-remote-code",
"—-model-path {{MODEL_NAME}}",
"—tp 4", // ¥ rank 16 A query head, IE¥F&T gfx950 HBE MLA BEMSIZIR
"—kv-cache-dtype fp8_e4m3", // FP8 KV cache & gfxd50 i MLA [REQ/ZEIRTIR
"—dsa-prefill-backend triton", // &KXZE & : tilelang — triton
"—-dsa-decode-backend triton", // decode WAZHEZ shape TFEM 1.53x-2.72x A&k
"--chunked-prefill-size 131072",
"--mem-fraction-static 0.80",
"—-watchdog-timeout 1200",
"--host {{HOST_IP}}",
"—port {{PORT}H",

/l MTP (mtp-314) : BIIEH AgentX B2/ ; steps=3 15 gfx950 IRHLARRDHY
/| MESEEN (<3) , —mem-fraction-static 0.80 A MTP draft buffer @& E
match: { hw: "mi355x", variant: "default", quant: "mxfp4", strategy: "mtp-314", nodes: "single" },
verified: false,
env: [],
flags: [

"—-trust-remote-code",

"--model-path {{MODEL_NAME}}",

—tp 4",

"--kv-cache-dtype fp8_e4m3",

"_-dsa-prefill-backend triton", // AN MXFP4 B354 —473) triton

"--dsa-decode-backend triton",

"—-speculative-algorithm EAGLE",

"—-speculative-num-steps 3",

"--speculative-eagle-topk 1",

"—-speculative-num-draft-tokens 4",

"--chunked-prefill-size 131072",

"--mem-fraction-static 0.80",



"--cuda-graph-max-bs-decode 160",
'—-max-running-requests 160",
"--watchdog-timeout 1800",
"—-host {{HOST_IP}}",
"-port {{PORT}H",
.
b

B R4
AR PR H review iCEMKE : HaiShaw 41 APPROVED, review body A%, RAEFIITH
0, WRA issue iR, MEZ, HARWIELERH PR kB & &K{E:

At tp=4 with —-kv-cache-dtype fp8& e4m3 the shape is 16 query heads per rank on
an FP8 KV cache, which is what the gfx950 Triton sparse-MLA kernels target.

These cells are verified: false and carry no benchmark numbers, so no published
result changes.
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7~ No AMD PR run found for this commit, Extra JMRK LMK (Run #34629833525) , 1
BRSO G IR HOR A RSO EN AMD CI B#,

R 5 B

« BOOEsLERE / FBEREYT: —FRMIEE (SNR 37-82 dB. bfl6 mAK43TE 5e-3) RAE
PR #R BB AN R T, ©FENZRAXNRINR; HEANETIIE verified: false, &L
gfx9d50 Triton #BE MLA WX EY3, Cookbook BT SEERH 1L,

« MTP BIEISMERPFE: mtp-314 & EAGLE RHUARMLEEZ, MEEHIERBE Y decode 375
, BiZH#E 5T --cuda-graph-max-bs-decode 160 / —-max-running-requests 160 [ 5 3
FE,

s XHRORR—3: GLM-5.2.mdx B8 AMD E3RE% NS “Use the DSA tilelang backend”,
RA MI355X MXFP4 ZRA bullet B&A triton; i%E ¥ BEIRIE triton 3| gfx942 = TPS
b7/ 5o

« BT XERE HEX P EL A 8 MI355X MXFP4 B, Wk BAEZE shape T decode
NAZ 1.5x=2.7x; TP8 FP8/BF16 5§ MI300X/MI325X A . 3|ZRm4TH. BAH
benchmark 3FHAZEMH; EERRRAXAKE 4 & flag.

KERRBKL

« 5 PR#38611 (Qwen3.8-27B cookbook #n NVFP4 &) BTFR—%
“docs/src/snippets/configs/<org>/*.jsx Be 7 FEx5 cookbook FX & BBk : [
HEEMEANSEHHEE AN recipe Bu, H A verified: false BEREIEL L,

« 5 PR#34432 (AMD aiter Jz3t#A DCP) . PR#38993 ({BUIEAEZAKRY, MKk
dsa/dsa_indexer.py) F£ R ROCm £ DSA/ #EE MLA BYJE3R4E RS aiter.
triton. tilelang & B B EZFRRNEIREGBEHNRPF, & PR REZIL WK IZARANE 0 B
S E LB A,



« A PR 3| B #39059 124t T 3RB3% AgentX (TP4/EP4) 55% GSMBK iE#E, EIOXRYD
AL ERER; GLM-5.2.mdx F484R8Y gfxd50 block-FP8 HEFHKE & (issue
#28685. ROCm/rocm-libraries#8639) iZEE: AMD FP8/MXFP4 B&12 LB AAX B BUE
FERFE/NEE., BERMEATR, ElA PR XEERINIRESRE T N EREE 1R,



