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MRS

« —A13&: #H3J DSV4 trtlim B200 CI: MIE MR X, 4 A recipe YsxA 2 AN

- EME: EE—E, AHEREP DSV4 Ein Cl SR EMIRGHE S XE—HFEINLN
I TR B eBEREBETH PR, BXERKT=A: (1) BRI XHEREEHAEHIRE
KAt B EEN TS, 5552 [TP4, FERH. 3E DPl HERTEEN—&/ e2e (
" UM BCG FEEH —-dp / —enable-dp-attention Jk&) ; (2)
test_long_prompt_chunked_prefill_recall 8% chunk needle & E5 SE{EE/EABERIIE
Pt test kit; (3) est_time 5IMABREITFA R (per-file. ~460s — 500) UK EHHI
Cl XREHHERE, BREEEZARMNAERE—AE,

TN EES BAL

PR body f&HH, ##KE# CI B #30805 3| A\, 1B [duplicated the shared test kits and
itself] : test_dsv4_fp8_trtlim_backend.py B# ascii-ratio #£#& (_printable_ascii_ratio /
_assert_sane) E£ T BasicDecodeCorrectnessMixin.test_ascii_ratio,
test_gsm8k_sanity E£ 7 GSM8KMixin, test_cuda_graph_capture_replay_smoke E£ 7
test_determinism_temp_zero; RIBF FP4 B200 X4 E 4 /A recipe XEES®REEN commit &
%RB5) 4~ B200 R%E. B2 EARHAMATE Z AR T &4 B200 CI AL & & R,

LI AE

1. MIFRE ENER S BARFERR test/registered/e2e/dsv4/test_dsv4 fp8_trtlim_backend.p
y (214 47) » XMHEBE®H _is_sm100() skip. _printable_ascii_ratio().
_assert_sane() 5 900s #3x CI ¥, 5HEZH [TP4 + DSV4-Flash +
--dsvé4-attn-backend trtlim] BRFEE, JLFZEEARE XM+ H LowLatency KE=; B
T HEANBEHE test kit &iE,

2. X5 E— A BRI A RMIE . fE test/registered/e2e/models/test_deepseek_v4_flash_f
p4 _b200 trtlim.py B9 TestDSV4FlashFP4B200Trtlim H#3¢3E% & NEEDLE = "48173"
5 test_long_prompt_chunked_prefill_recall()o prompt B needle A + 220 £ filler +
KREBIZEBEK, needle BEE—A chunk. BEEEERE— chunk, BRRAEZ chunk
8 _forward_trtlim_prefill IE# T 86 B B—3X L REH [HEIES + ascii LBl ®BES,
PEFIRE ("cold", "cached-prefix") {#5% — 3w M radix cache RIZRLHR, TINEE
cached-prefix extend,



3. #HH recipe A& MR TestDSV4FlashFP4B200BalancedTrtlim 5
TestDSV4FlashFP4NonMTPB200Trtlim F4N3E (-90 4T) o body A HBIKIERE:
Balanced R3Ehn MoE Ml (TP4 + DP4 + DeepEP + 1-step EAGLE) 5§ attention IE3H
#%, NonMTP & BCG ¥ &%, REBHANEREIEXEXM LowLatency (draft extend
/ target verify / % backend, Fa& EAGLE 3-step) 5§ BCG (DP padding.
breakable graph replay. mixed chunk) , J&%& docstring #A £ T "no spec" 1t8H;
register_cuda_ci(est_time=700 — 500, stage="base-c", runner_config="4-gpu-b200"),

4. BoMRE5BLE R : test/registered/attention/unittests/dsvé/test_deepseek_v4.py By
test_trtllm_semaphore_capacity_covers_configured_query rows %, schedule tif
SimpleNamespace(max_prefill_tokens=16384, chunked_prefill_size=4096,
max_running_requests=256) ¥5fa k1 R4 8 max_prefill_tokens / max_running_requests

(+1/-5) , 55 max_prefill_buffer_tokens 8 patch BZ&, 16384 /32768 FWKIE ~

P
X.o

5. RIFELE: 1F&EE 8x B300 (SM103) L#HUAT dsv4 #I 22 passed. LowLatency 10
passed (241s) . BCG 8 passed (219s) ; M/ /rerun-test -¢c # 4-gpu-b200 (2
tests, & test_deepseek _vé4.py 5 test deepseek v4 flash_fp4 b200_trtlim.py) 5
1-gpu-h100 (1 test) ZEELERET,

R

. test/registered/e2e/models/test_deepseek _v4 flash_fp4 b200 trtlim.py (F3k 33|30
iR; 2K test; £ A test-coverage; &5 TestDSV4AFIashFP4B200TrtlIim,
test_long_prompt_chunked_prefill_recall, setUpClass, tearDownClass) : & PR 894&&
AEAKR: 4 /S recipe WA LowLatency + BCG AN, MR Balanced / NonMTP, #7
¥ NEEDLE ® &5 chunked-prefill 8 needle ZEIMIR, 3L est_time B 700 RIEA
500,

. test/registered/e2e/dsv4/test_dsv4 fp8&_trtlim_backend.py (#E3k 3@ 3|l ; 285 test
; KA deletion; 5 TestDSV4Fp&8TrtlimBackend, _make_long_prompt, _is_sm100,
_greedy_generate) : #EARRFREGNEASCHF (-214 47) o H _printable_ascii_ratio /
_assert_sane / test_gsm8k_sanity / test_cuda_graph_capture_replay_smoke 2-%l5
BasicDecodeCorrectnessMixin.test_ascii_ratio. GSM8KMixin,
test_determinism_temp_zero £, EAKX Cl HHE N EZUWZE KR,

. test/registered/attention/unittests/dsv4/test_deepseek v4.py (FE3R SEE A EN; 25|
test; A& test-maintenance; 5 test_trtlim_semaphore_capacity_covers_configure
d_query rows) : FE#EI R EIKETRT: test_trtlim_semaphore_capacity _covers_configur
ed_query_rows By schedule #E&$ chunked_prefill_size FE, R#IFxT

_trtllm_query_row_capacity WREZEZERE AT,

XPEMFS test_long_prompt_chunked_prefill_recall,
TestDSV4FlashFP4B200Trtlim.setUpClass, TestDSV4FlashFP4BreakableCudaGraphB200
Trtlim.setUpClass, test_trtlim_semaphore_capacity_covers_configured_qguery_rows,
TestDSV4Fp8TrtlimBackend.test_long_prompt_varlen_prefill,
TestDSV4Fp8TrtlimBackend._assert_sane



KBRS R B
test/registered/attention/unittests/dsv4/test_deepseek_v4.py

MR EF BKER : test_trtlim_semaphore_capacity_covers_configured_query _rows 8y
schedule #E%## chunked_prefill_size T8, R#FX _trtlim_query_row_capacity B9

B = o s
E.liﬁ-l_ﬁ N o

# test/registered/attention/unittests/dsv4/test_deepseek_v4.py
def test_trtllm_semaphore_capacity_covers_configured_query_rows(self):
from sglang.srt.layers.attention import deepseek_v4_trtlim_backend as trtlim

# ENEREFEEREITEEERBRNTE,; chunked_prefill_size EBTUR,
# BRERKTEMMELE R, WittES max_prefill_buffer_tokens B4 patch EXFR
schedule = SimpleNamespace(max_prefill_tokens=16384, max_running_requests=256)
spec = SimpleNamespace(

speculative_algorithm="EAGLE", speculative_num_draft_tokens=4

)

model_runner = SimpleNamespace()

with (
mock.patch.object(trtlim, "get_schedule", return_value=schedule),
mock.patch.object(trtlim, "get_spec", return_value=spec),
mock.patch.object(trtlim, "max_prefill_buffer_tokens", return_value=4096),

# prefill chunk / max_prefill_tokens & &
self.assertEqual(trtiim._trtlim_query_row_capacity(model_runner), 16384)
# decode 1T#k = 1ERKZEK x draft tokens HE&
schedule.max_running_requests = 8192
self.assertEqual(trtiim._trtlim_query_row_capacity(model_runner), 32768)

# ¥ A semaphore fTHCR 2B MM T RIREE, A EEBREMT
with mock.patch.object(trtlim, "_trtlim_semaphore_rows", 64):
trtlim._check_trtlim_query_rows(64)
with self.assertRaisesRegex(RuntimeError, "exceeds the persistent"):
trtlim._check_trtlim_query_rows(65)

Fib A

A PR BHETITA review I8 : reviewer Fridge003 H#A K 2 IE X8 APPROVED, —
B ALEEZE/EE mmangkad & body 8 pr-states B R=5%FE LMK (pr-test /
pr-test-extra / amd-rocm720) &4 4 /rerun-test -c, bot E#R 4-gpu-b200 5

1-gpu-h100 F3E @, ELIEEARWILEEFE PR body B, LA EE—1 [BEmRE +
BRAMK] BEIEME: EETERELMNEHE kit, (FEREELETE] recipe EEX (Balanced &
MoE IEERXE®Z. NonMTP B BCG F%) , HML SM103 o5 EMNANT$, A BN
RAEN, H%H AR T4 TP4, JE4ZAL. 3E DP) BRZMBEZEROEHFH—XZHE—RW
TS K 89 5.

- BIFREA FPS trtlim MR ZEREREE (testing): BERAZANFNRER, HIRX
BRI RE A REA



« Balanced 5 NonMTP BN recipe BT &AKIE (design): # 15 attention JE3RIER] BIAR
ABH recipe, EZMEAAMBREETHNEE,

. est_time iIEXMEIE: 700 — 500 (performance): TREIRIMMEARIE, B per-file 042,

« &R0 Cl FERKS E (testing): UEHANERENKIE, ERCRBRBEBRE,

« B schedule HEFEEMEM (testing): XN ZIFIE, RERTIEX,; EREEHIZBOZFE
S B AttributeError &5,

R 5 B

« Qe

1. BE80O () : MFR test_dsv4_fp8_trtlim_backend.py /&, B200 L RE\A—A T
TP4, 3F DP. FE3&A] MM ARESSLH, FREH BCG KRMART spec, B --dp 4
--enable-dp-attention --enable-mixed-chunk --cuda-graph-backend-prefill breakable
, 54h TP4 B84289 kernel 3%34%. DP padding. graph EAZSFARMEE; & trtlm &
M IEIRHLEAE DP B92B& L EY3 (l4m semaphore &£&. decode graph bucket 3%
, 5% #38992 &1 8y DSA ZACEANERL) , B200 e2e TREHIRAZ,

2. WiERESAEM (PK) : #H test_long_prompt_chunked_prefill_recall {R#itER
P chunk HUEZRE B3R "48173", Wi M T3EZE + ascii bl ERAXRBE, &0
HBERFA, BX max_new_tokens (sanity_max_new_tokens_short) 5 RXFEREE
R, K prompt (220 B filler) taEmEAFFEE, TFENE/FL lane EF H I
KK,

3. CI BRI HE (fif) : est_time B3 700 F& 500, MsCMA 241s + 219s = 460s, &
B4 40s, BEIAANITHME; B200 FAFIBshE server 2B IER e, NXFE
4 lane BYSZFRFERT AT,

4, BENBIBIEIKITE (X) : body ¥ pr-test / pr-test-extra / amd-rocm720 =& %FE#EE
NER, RN EBAXFEEESF, RIEFEABRE; WEES5HILXEMZER
N TTFF, &N e RS B LA,

5. B0 mock *&fE (BAK) : #K chunked_prefill_size FBASZ FKEW T, BEEL
deepseek_v4_trtlim_backend EFiREIZFE, MIREEA SimpleNamespace #E M
B4R AttributeError— B T #RNEEAR, - ®FMW: X CI/ F: 4 & B200
TR & AEEA commit MRS BEINREEBAE T (body &k Three 4-GPU B200
server launches per commit become one) , DSV4 trtllm B9EVIMM [ZAEMEE
recipe BIRUFE1 A [FHAMEXEA recipe BORMTE 1 , R ANEL DSV4 (V4.1)
HXBKFEL base-c HE. FITREAE: BIEREH helper J7, #E DSV4 trilim MR
A E F BasicDecodeCorrectnessMixin / GSM8KMixin / SpecDecodingMixin, J&/»
RXEEBRIRHIN, A, JLFERHE, K PR Rikft python/sglang 3&4T RS,
REM Cl BESZERL, NELETE: needle BEXM HEXBEEKREE
chunk. FEEBKRER chunkl BIEEKAE chunked-prefill BIERISER, = E#HIF|H
TKETFTXHRFEALMIR, - REIFIE: B200 &L TP4 B&12 e2e BER |, CI
est_time 5SNHENRERE , A1 Cl KBRERILE , A SRKBER KT E
RBEAT



KERIK L

« PR #30805 DSV4 trtlim attention backend CI (K PR body ¥ 3| FH#IKIR PR, FrALKLE
ETXHEM) PR body BARAULEA AR BB B R L2 #30805 4 DSV4 trtlim
attention &3R5I A8 CI, & PR REHEBZ5RANR MBI,

« PR #38947 [Refactor] Clarify DeepSeek V4 metadata names for V4.1: EAEEREH
test/registered/attention/unittests/dsv4/test_deepseek_v4.py 5 DSV4 attention Jo%K
#ERHS, BTE— DSV4 ZRANMREMHLESH, A PR WENFEELEREREEHN
FeEz k.

« PR #38954 [Refactor] Generalize DeepSeek V4 compressed pool management: [&—
DSV4 V4.1 BEFS|HREM, W& deepseek_v4 backend / dsv4 metadata 5 JE4EH,
ARG EED trtlim/ B MLA MR R AT R —iErk,

« PR #36655 [SM120] Use exact query-head widths for DeepSeek-V4 sparse MLA
decode: FEIREE % DSV4 # i MLA decode B9MIRS Blackwell & (
SM120/SM100/SM103) JE3miT A, YBRZ/EHRANIRE EERITLEE,

« PR #38992 [Bug] Include DSA variant in exact-bucket graph admission: {&8] &
DeepSeek X B TR decode CUDA graph EA_EBEER B ; A PR My
test_cuda_graph_capture_replay_smoke 54k 8B #) BCG EKEAER ERZE graph 1TH,
B Tgraph EAEVIEZES Cl BE] BAXE,



