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PATHRE

« —A]iE: INTRA_NODE_NVLINK fE#isk AL B &It EHh, KV [EHMaERE 33%

- WHETE: (ER/RRIR: KRR 4 ATREEIHERA 20% B9 E2E Ukss, FRARRARM. Ukz: /
AR R, 24 PD HoEmiiiey TR ITa = M s,

EAEFINRITARE=A: £—, XA THR%E (€ INTRA_NODE_NVLINK HFR
thread %) fAZE (2R allow-list] , 1 NVLINK JFH 4%
max_transfer_batch_indices / process_index_batch BJIEX —3X 2 — RG-S H/TAEY K
, RERARTHETH, H-, AFNETFREMETE / KEERERMER, B8R
WA, =, NJOR _transfer data B 1 KB T2 H batching #7, KL TXTHARZ
IEAE(EAFAN—REM,

EIWEEaNE: A INTRA_NODE_NVLINK + max_transfer_batch_indices > 0 #h—2x 80 ;
& PR body BHIERBIFEMAREE bench £, BRELEKINERTE HEEEIR,

Th RES EAL

PR body FR#AULBAAEk5) [Separated from #37766] , BARE When
INTRA_NODE_NVLINK is enabled as custom mem pool for transfer, pack all the layers
as 1 batch, just like rdmal . ¥ERE Mooncake EHMIBRARHEEMER® . JE custom mem
pool (RDMA) & process_layers &3FTE B AN—R{E%H, M custom mem pool A X AEE
‘X — executor.submit(process_layer, ...), B®H _await_transfer_futures JC&. XF
INTRA_NODE_NVLINK Xf[RE ¥ = NVLink 5%, £ XiEASE&EREFHAEERTERAH
EfeH, FEWFEZELE NVLINK BEZMFEL4 RDMA BIEN Ayt 8 5K ek,

IR

1. fE#k ZUkek (python/sglang/srt/disaggregation/mooncake/conn.py) :
MooncakeKVManager._send_kvcache_generic H By if
self.enable_custom_mem_pool: 284 if (self.enable_custom_mem_pool and
self.custom_mem_pool_type != "INTRA_NODE_NVLINK"):, HHAh custom mem pool £
RBRE executor.submit(process_layer, ...) + _await_transfer futures EREH L&
#2; INTRA_NODE_NVLINK %32 else 4%, BE#EIEA process_layers(layers_params),

2. &3 worker 5#uhtitERFE R process_layers WAFFE R, IBEE
set_transfer_blocks £ H (src_addr, dst_addr, length) =7t extend #E—PF&,



=& RIAHE—X self._transfer_data(mooncake_session_id, transfer_blocks),
set_transfer_blocks F&B&kzh, 13AR$E dst device data ptrs BI¥r{E A device X E host
Ml blocks, 3% int(index) * item_len T8 m#. item_len * len(indices) HHEKE,
b AORBREN R 2 NORIRRZEK 1 08, BRI E KEEX Z2ARE,

3. 5 max_transfer_batch_indices IR BIMHET B else B XA Y max_batch_indices
<=0 (BRIME 0) = prefill_data_indices.size <= max_batch_indices BfiE
process_layers, &3 N process_index_batch ##&3| 4 K. MLE]
INTRA_NODE_NVLINK KZA AR IXER R 9 EEE, K RAGRATARRE, X
RITABX LEZBRENT R A,

4. MRELE (B3) : test/registered/unit/disaggregation/test_mooncake_custom_mem_
pool_batch.py H register_cpu_ci(est_time=5, suite="base-a-test-cpu") M %E| CPU CI
, i object. _new_ (MooncakeKVManager) £ed#it R¥kF T A&/AIVRAES (
enable_custom_mem_pool=True. custom_mem_pool_type="INTRA_NODE_NVLINK",
max_transfer_batch_indices=0) , ¥i& 43 BESHIFFM=
executor.submit.assert_not_called(). _transfer_data Ma#F# A —>X. blocks 3 X
layer_count * 2. BRZB#ut5KE M,

5. BEEMRER. ({52k) : test/registered/unit/disaggregation/test_mooncake_transfer_ b
atching.py B9 _make_manager &40 custom_mem_pool_type="NVLINK" if
enable_custom_mem_pool else None, fRIERE [lcustom mem pool £ZXEL&IE] A
BIIREGH submit 2%, REBEIHZMHFRT.

6. RNNEEE: £ 6 N commit, EMARIZIALT f497ec4 (Pack all layers into 1 batch
when using intra_node_nvlink) , BE/E ad3dall (fix cpu ut test) $tx+ CPU EMNEE
, BAPXRE ShangmingCai ZZERH main 2% &3; &# commit # co-author
BJWang-ant, WBANBREF X, TX#4. BLEK schema T &,

R

- python/sglang/srt/disaggregation/mooncake/conn.py (13k 3EoE%H; 25| source; 2%
i core-logic; %5 MooncakeKVManager._send_kvcache_generic, process_layer,
process_layers, set_transfer_blocks) : ME—JRAL KT &,
MooncakeKVManager._send_kvcache_generic B4 % 5448 INTRA_NODE_NVLINK A
REAREMBRIZKILEEIHN process_layers 3812, BMREWKZE 5 2IRITARKHI KR,

« test/registered/unit/disaggregation/test_mooncake_custom_mem_pool_batch.py (#1k
fER N K5 test; LR test-coverage; &5 TestMooncakeCustomMemPoolBatch,
test_generic_intra_node_nvlink_combines_all_layers) : #3¢8 CPU &0, E—EHEE
PE TINTRA_NODE_NVLINK &34 84 X—ITANFITNR, BRWE
executor.submit X¥IEA L _transfer_data 18 F AR — KR E L XIE X,

. test/registered/unit/disaggregation/test_mooncake_transfer_batching.py (#3k {EHE
;KA test; £ test-coverage; & TestMooncakeTransferBatching._make_mana
ger, TestMooncakeTransferBatching._send) : BEEMRE] fixture #85F: A
_make_manager A0 custom_mem_pool_type FE&, fER Tcustom mem pool EE L2

#R RBMIEE submit %, BRIFTFRMAFEONAEFREK.



XEFE: MooncakeKVManager. send_kvcache_generic, process_layers,
process_layer, set_transfer_blocks, TestMooncakeCustomMemPoolBatch.test_generic_in
tra_node_nvlink_combines_all_layers, TestMooncakeTransferBatching._make_manager

KR BR

python/sglang/srt/disaggregation/mooncake/conn.py

nE—RRL KN & . MooncakeKVManager. send_kvcache _generic B4 X &8
INTRA_NODE_NVLINK MZ B &R MR LB 2B A process_layers B842, ZMREIRZE
5 &3I4T RSB R IR

# python/sglang/srt/disaggregation/mooncake/conn.py
# MooncakeKVManager._send_kvcache_generic R3R: #hti+E + worker + X R&K (K PR
i —P IR RY))

# IBHE—E 8 (prefill_indices, decode_indices) BFF A B &L= T04A:
# src_addr = Eik + block &%4 index * item_len, length = item_len * block I index %X
def set_transfer_blocks(src_ptr, dst_ptr, item_len):
transfer_blocks = []
if dst_device_data_ptrs and int(dst_ptr) in dst_device_data_ptrs:
# BArEETE T device fl: M device KV blocks (GPU E1£)
assert device_prefill_kv_blocks is not None and device_dst_kv_blocks is not None
src_blocks, dst_blocks = device_prefill_kv_blocks, device_dst_kv_blocks
else:
# TNRE host KV blocks
src_blocks, dst_blocks = prefill_kv_blocks, dst_kv_blocks
for prefill_index, decode_index in zip(src_blocks, dst_blocks):
src_addr = src_ptr + int(prefill_index[0]) * item_len
dst_addr = dst_ptr + int(decode_index[0]) * item_len
length = item_len * len(prefill_index)
transfer_blocks.append((src_addr, dst_addr, length))
return transfer_blocks

# ZEE worker: —B—>R _transfer_data, #t&FEMI%RA

def process_layer(src_ptr, dst_ptr, item_len):
transfer_blocks = set_transfer_blocks(src_ptr, dst_ptr, item_len)
return self._transfer_data(mooncake_session_id, transfer_blocks)

# 2F worker: FrA BN= A E—INI%R, RA#L—IK _transfer_data
def process_layers(layers_params):
transfer_blocks = []
for src_ptr, dst_ptr, item_len in layers_params:
transfer_blocks.extend(set_transfer_blocks(src_ptr, dst_ptr, item_len))
return self._transfer_data(mooncake_session_id, transfer_blocks)

# AR PR 942 X 850 INTRA_NODE_NVLINK RE#NZRE &R,
# ME%EZ else 8%, £F RDMA BRiE® [2BE&3FK 1 1 batchl KE&
if (



self.enable_custom_mem_pool
and self.custom_mem_pool_type != "INTRA_NODE_NVLINK"

futures = [
executor.submit(process_layer, src_ptr, dst_ptr, item_len)
for (src_ptr, dst_ptr, item_len) in layers_params

]

return self._await_transfer_futures(futures)

else:

# SHFE B SEN—K batch transfer, tbZ &2 E &K

# ARERP EXRFBAR index batch A ERSI 4R

max_batch_indices = self.max_transfer_batch_indices

if max_batch_indices <= 0 or prefill_data_indices.size <= max_batch_indices:
return process_layers(layers_params)

# WLF A process_index_batch R34 HiZHE, & PR K¥Kazh;

# 18 INTRA_NODE_NVLINK EWTREERXE (max_transfer_batch_indices > 0 &)

test/registered/unit/disaggregation/test_mooncake_custom_mem_pool_batc
h.py

¥r3GHy CPU B0, 2E—HIESUE TINTRA_NODE_NVLINK &3 REH#H] X—4TRFITN
iR, FAITWTE executor.submit FK¥IAALE _transfer data Pa3FRA—REE D ZIE X,

# test/registered/unit/disaggregation/test_mooncake_custom_mem_pool_batch.py
# F3E CPU 2 383F INTRA_NODE_NVLINK £ T2E&H] MAEZREARER

class TestMooncakeCustomMemPoolBatch(CustomTestCase):
def test_generic_intra_node_nvlink_combines_all_layers(self):
# object.__new__ Bk _ init_, REFIAENS AR A &/INVRS
manager = object. _new__ (MooncakeKVManager)
manager.is_mla_backend = True
manager.is_hybrid_mla_backend = False
manager.enable_custom_mem_pool = True
manager.custom_mem_pool_type = "INTRA_NODE_NVLINK" # AoRB&5H 8 &R FF %
manager.max_transfer_batch_indices = 0 # £ process_layers T #&42
manager.pp_size = 1
manager._transfer_data = MagicMock(return_value=0) # R XU AR EkS5 NS
executor = MagicMock() # #1228 ¥ &R F

layer_count = 43

src_ptrs = [100_000 + i * 10_000 for i in range(layer_count)]
dst_ptrs = [200_000 + i * 10_000 for i in range(layer_count)]
item_lens = [100] * layer_count

ret = manager._send_kvcache_generic(
mooncake_session_id="session",
src_data_ptrs=src_ptrs,
dst_data_ptrs=dst_ptrs,
item_lens=item_lens,
prefill_data_indices=np.array([1, 2, 5], dtype=np.int32),



dst_data_indices=np.array([11, 12, 15], dtype=np.int32),
executor=executor,

)

self.assertEqual(ret, 0)
executor.submit.assert_not_called() # FBASEIRERKEIES
manager._transfer_data.assert_called_once() # 43 BR &4t 1 XiEH
session_id, blocks = manager._transfer_data.call_args.args
self.assertEqual(session_id, "session")
self.assertEqual(len(blocks), layer_count * 2)
# ERMUAZE: RABIZ index * item_len, KE% index ¥k * item_len it &
self.assertEqual(
blocks[:2],
[
(src_ptrs[0] + 100, dst_ptrs[0] + 1_100, 200),
(src_ptrs[0] + 500, dst_ptrs[0] + 1_500, 100),
1,
)

self.assertEqual(
blocks[-2:],

[
(src_ptrs[-1] + 100, dst_ptrs[-1] + 1_100, 200),
(src_ptrs[-1] + 500, dst_ptrs[-1] + 1_500, 100),

)
b A
A PR By review TR AKERT: review comments_count = 0, "ME—H review &

ShangmingCai 8§ APPROVED + [LGTMI , REMFMABERMERESMSEKER, TIRHITIEE
ERETE ClI BE@E:

ShangmingCai: /tag-and-rerun-ci, FiJg /rerun-group disaggregation

github-actions[bot]: /rerun-group disaggregation & —— 4-gpu-gb300 (1 test) @.
2-gpu-h100 (6 tests) @. 8-gpu-h20 (5 tests) @

W RBIPE AT RN T AFBES (4 TR + 63 4TMR) , KRIE review PRI R4
BAHREmMAZER allow-list]  TINTRA_NODE_NVLINK 5 max_transfer_batch_indices
NRERZERE] XERITRA, XEFEAFEIREBTTE mMAREKEARBELLHE Y

- DX H MR FA R FE B INTRA_NODE_NVLINK (design): reviewer BE#: LGTM,
RERBAEBIARE: YRISRETNRELIER, BEEIE / E4LERERNES HH
FRERMEAEELR, BT THEZARERITR,

« INTRA_NODE_NVLINK 5 max_transfer_batch_indices &34 A BIZWFH X E
(correctness) T, TMREE, BTARKIMMBEENTATY K, ZIEENHIA

ZARE TNt E S 2 F 34 R I,



« CI II25 disaggregation E-EH (testing): £WRABIE TP EELAE flaky B 8-gpu-h20 3
2EMHLE, B ClHkKEZ INTRA_NODE_NVLINK + Mooncake BISRBIMERR, RAKEE
MEEN, PR BRI WKIIEEE B200 2% 8 LA BN,

« CPU BN E®HALMKMEBE (testing): BAEE FH EM base-a-test-cpu B, MIRFAIRE
BN, REIKRHIP review 118,

R 5 B
o NS

1. BREZEEN X HIBEME self.custom_mem_pool_type I="
INTRA_NODE_NVLINK", BE#WURFHEFEE; OEFEVEFE "NVLINK" X—B
B (OUEBEEIMER fixture) . HELEFER T & NVLink EERERKEGELEE,
XEBXRLEmRH, SREHARERIZBEAERAE—RBR THRERRMIETEEE IR,
BB EON R & I

1. REI QA BRI ARKREZ: INTRA_NODE_NVLINK ILESFAN
process_index_batch T3X3EE (max_transfer_batch_indices > 0 B&R5| B BEN) ,
FIEMIRAE ) max_transfer batch indices = 0, REB2 process_layers E 43,
INTRA_NODE_NVLINK + & & index batch BI4B-& %A (EATBM BRI,

2. BORAMEEMNTIRSEZRN: FTAEREH N —K _transfer_data Ja, BRI BER
BHEN B x BE block #k1  (MRX+ 43 B — 86 N , KFF|HE T oEEE /
NREELA, BXAETZEABSEREENNS, 73X RDMA BEKHANY, BT EMH
BEZHEERSE, NRFEZEERRKLETXER,

3. CI 5 R2BE: 8-gpu-h20 B disaggregation AEEH P LK (&
test_disaggregation_decode_radix_cache.py & 5 NAF) , MZEHAZITIARE flaky
B TEN (D) #39368) ., Cl EHFAEZE INTRA_NODE_NVLINK + Mooncake Bi3# %
SR, AN PR BY 20% WKRESKBMEEBEM, BOETEEL,

4. BRI : JREBMUX 4 T %544, —BE&LEAMRE TRERR, BEXNETIR, -
P AP RAERRE SGLANG_MOONCAKE_CUSTOM_MEM_POOL=INTRA_NO
DE_NVLINK 8 PD #EBZ®M, KV £HERE E2E MREZETHE ((FESM 178 ms
— 119 ms. 5s—4s) ; HitfEH/E3mSE custom mem pool ERITAZELE,

StA%: Mooncake E#EE42 E RDMA 5 NVLINK A (&3 5 TEREH L] AEERRIKSK
A—F, BROT %Ko EP£R; RRIE INTRA_NODE_NVLINK fLA
max_transfer_batch_indices BB XGEE, ABLEH—IRA / 20 Hh KB E H=E,

SHRIEN: Frgay CPU #0| (est time=5 s, base-a-test-cpu BH) ERAIZD X HFIINNR,

fEATIR R 9 X A ER S executor.submit.assert_not_called() SLZIHEIK; R At

test_mooncake_transfer_batching.py B4 fixture #ukh £ 7 custom_mem_pool_type, 1EME

BEAZ B =M P X AR

« RFSFRT: BOEREREEE , BRFRABELZAM , RIIORFBREFHERES |, D
NVLINK 3238 E)3 , CI EHHEE LKA S

KRR EE



- PR #37766 (IRERERMIETXHLMH, A PR body FIEEEHLFKIR) : PR body
E4TE R "Separated from #37766", & PR & PR # Mooncake E#t &5 polling £
LI, AEERER—#EE S R,

« PR #39544 [misc] Trim redundant variants from the 8-gpu-h20 disaggregation test
suite: RAEZL 8-gpu-h20 IHAEMHMUETE; A PR 8§ Cl ERESTFEEZEMHLHHIL
W, BEAZEHEFRAL LRSI BT AL T A E RS,

« PR #39368 [CI][PD] Skip the flaky decode HiCache file-backend disaggregation test:
ALFE R —3 disaggregation iR AY flaky (test_disaggregation_decode_radix_cache.py)
, 5 PR ZEfa$ 8-gpu-h20 KKK AGIEEES, TREAKMAKETESARKHTLX
BIRHE,

« PR #38503 Fix mooncake scale joiner groups: [EIJ8 Mooncake 1&#5E B8 B AR 15 &
, BLEA mooncake BSRAETHALFIERRAMRHA, A PR W EMKHMBE TR KM / BE
5o



