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mem_cache/allocator/base.py, free_segments B AssertionError: segment at 576
shares a page with the one ending at 576, {E&EH#3R A “Every scheduler dies at once’,
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SRR

1. NA\B5HREZEA: BasePrefixCache.free_kv_row (python/sglang/srt/mem_cache/base_
prefix_cache.py) EFIARIBEGFLRAN KV TEEAND, CETAE X BV
(row[start:end], start) BEX % free_kv_row _segments, HEH allocator 8
free_full segments Y33& T, DCP TF allocator W% A page_size * dcp_size (FRIA 64 x
8 =512) , radix MHRIZFTE LT, 1B cache-length cap (1 Mamba ZB4HE) track
boundary 576) {BS&TERME 64 token WAL, cache_finished req T EIBiFEXREIRIF
R TIARRATTRER] Ao TZERANT R FEMEXIE, E45%7%E 512 token TTRER,



free_segments EFEILE F— T k= kK,

2. AR EK coalesce_ranges (python/sglang/srt/mem_cache/common.py) . BREZME
A%, XY start == merged[-1][1] (FH#EE) HERXEEH,, BIERURERE; K
7 free_kv_row_segments BRI ERM, FRFFHIZXAR, X4#* allocator REF|—
BRI RE, ST RBZER— R,

3. BRANOHEL: free kv _row WEXKA from ... import coalesce _ranges,
free_kv_row_segments, TEMIERRF|FRRBIZLM coalesce ranges(ranges). AT 4IBEFF
RIEER A A A ZE allocator: allocator WEAETH EEELRLZEN, B ESEEETL
double free; M free_kv_row X—&, FAARNFMEXEXERETR—4T. EXLE
EZHER, BE—ARZTLR2E6HGERNER, &HEENXENERE CK start,
free_kv_row segments & swa_evicted_seqlen ¥1%% / SEREB BB A SN, A %K
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4. BAEHEELA R, allocator MIBTE —1TRK: FREAAARXEZ I B EZREXZTMN
KWL, HAAR PR ROBA TERASN HNEH, IALATREREERES,

5. MERE Cl B2E (¥ test/registered/unit/mem_cache/test_free_kv_row_coalesce.py,
92 4T) » F PagedTokenToKVPoolAllocator(size=16*8, page_size=8) L& LR 64
4k (512 = 8, 576 = {L& 9) , make_cache_with_row R# &/ allocator + 1A
3 req to_token 4T, RowCache #7& BasePrefixCache IR free kv _row #haERi
NotImplementedError, i EERERK; AB—RIE free_kv_row(kv, [(8, 9), (9,
24)]) BEANTUEEBKR—R, ABI=RIEAZMRE (8, 9), (12, 24)] 1A AssertionError,
MiR3EE register cpu_ci(est_time=10, suite="base-a-test-cpu") AN CPU Cl, MEEE
REZFEREXI D & R —m &R A, 1EEHEBIRE Not applicable”,
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. python/sglang/srt/mem_cache/base_prefix_cache.py (3R RIZB%E7: X3 source; %
A core-logic; 45 free_kv_row, coalesce_ranges) : 1865 BSZFRIEL S
BasePrefixCache.free_kv_row E & FH X | BAERIKERNM T, WEIAMREGEREE
B KV AR, RETBENEEBSFAEZELR,

- python/sglang/srt/mem_cache/common.py ({3t ZHFNFLTE; 35| source; HEA
core-logic; &% coalesce_ranges, free_kv_row_segments) : #3iZ0 T E KK
coalesce_ranges, ZMEEMIBEXEZN: REHTEAMNFFXE, SAARE, AMmERS
AR E IR EI 5 allocator B9 double-free Wig ; ZXUHFRREXT
free_kv_row_segments By SWA KA &1 05 T FHR =,

. test/registered/unit/mem_cache/test_free_kv_row_coalesce.py (#ik NHEZEEML; £
7 test; KA test-coverage; 5 TestFreeKvRowCoalesce,
test_adjacent_ranges_split_mid_page_free every page_once,
test_non_adjacent_ranges_sharing_a_page_still_rejected, _make_cache_with_row) :
ey CPU BN, 8% Lk DCP JUfT#Z 64 F48%K (512/576 — 8/9) EILEAM, RS
PUE G HER A B ZRINEL TN A M, _RowCache REw/INEZHMGE free_kv_row,
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XHE/G5 . coalesce_ranges, free_kv_row, free_kv_row_segments,
_make_cache_with_row, test_adjacent_ranges_split_mid_page_free_every_page_once,
test_non_adjacent_ranges_sharing_a_page_still_rejected
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python/sglang/srt/mem_cache/base_prefix_cache.py

B8 L PriEL S . BasePrefixCache.free kv row B%&3H X BHERKENMY, tWE
FrIERIBERLEZN KV FEAD, RETBENBEEESATENR,

# python/sglang/srt/mem_cache/base_prefix_cache.py (BasePrefixCache)
def free_kv_row(self, kv: Any, ranges: list[tuple[int, int]]) -> None:
"""Give back ascending, disjoint, half-open row-position ranges
of the kv~ record's row; one call keeps a shared page freed once.
# REW import, # % base_prefix_cache AR mem_cache.common BEATERFS
from sglang.srt.mem_cache.common import coalesce_ranges, free_kv_row_segments

row = self.req_to_token_pool.req_to_token[kv.reg_pool_idx]
# AARH BRI RAER — (B dep_size A H) TTARE, X—TTSWBRKFK;
# allocator S EZER T RK, FIULEEHR—DXEERABRIKEE,
free_kv_row_segments(
self.token_to_kv_pool_allocator,
#AFENXEAECHN start EFEIE, HIEERBLE,
# 1 free_kv_row_segments % swa_evicted_seqglen IBEEYIK B / H5E FE.
[(row[start:end], start) for start, end in coalesce_ranges(ranges)],
swa_evicted_seqglen=kv.swa_evicted_seqglen,

)

python/sglang/srt/mem_cache/common.py

GO TR REK coalesce_ranges, EMBEERNEXZS: REFTEHRAALNFEFXE, T4
{RE3, MMESIERE R ERRYI55 allocator 89 double-free BiE; ZXMAERNZENXT
free_kv_row_segments 8§ SWA K& o5 IR =,

# python/sglang/srt/mem_cache/common.py
def coalesce_ranges(ranges: list[tuple[int, int]]) -> list[tuple[int, int]]:
"""Merge adjacent half-open ranges so a split that falls mid-page frees that page once.""
merged: list[tuple[int, int]] = []
# EORKGMIARE,; RBUARARIE ranges AFBEFRMER (I free_kv_row 8 docstring) o
for start, end in ranges:
# RAE THRAE ZE67F: start BEFTFL—E8 end, HARERZ EIAEL
# BETTAR, 2ABREIER—A (DCP mE/EH) TUEKRFA KR,
if merged and start == merged[-1][1]:
merged[-1] = (merged[-1][0], end)
else:
# PR SRR IFRAE: JHQE'J' L DURA SC 7T REAR R AR R,
# X% allocator BT AR WIS BREHEE, MAREXBEIREE,
merged.append((start, end))



return merged

test/registered/unit/mem_cache/test_free_kv_row_coalesce.py

ey CPU BN, L&t DCP JUEH% 64 /E4E5% (512/576 — 8/9) £, HERSUE
BHAER AR ERINIEL T NAE; _RowCache A&/INEIFEE free_kv_row, #ERiute
TEIRER,

# test/registered/unit/mem_cache/test_free_kv_row_coalesce.py

# &R LEJUfAT: 64 token T dep_size 8 MK 512; X B 64 f&4/)N —— page 8,
# Mamba track boundary 576 3| E 9,

PAGE_SIZE = 8

NUM_PAGES = 16

def _make_cache_with_row(num_tokens):
# REZ/NEL T allocator + HIERY req_to_token 1T, RHrid 5 2 FEAR
alloc = PagedTokenToKVPoolAllocator(
size=NUM_PAGES * PAGE_SIZE,
page_size=PAGE_SIZE,
dtype=torch.float16,
device="cpu",
kvcache=None,
need_sort=False,
)
row = alloc.alloc(num_tokens)
req_to_token = torch.zeros((1, num_tokens), dtype=row.dtype)
reg_to_token[0] = row
kv = SimpleNamespace(req_pool_idx=0, swa_evicted_seqlen=0)
return _RowCache(alloc, req_to_token), alloc, row, kv

class TestFreeKvRowCoalesce(unittest. TestCase):
def test_adjacent_ranges_split_mid_page_free_every page_once(self):

cache, alloc, row, kv = _make_cache_with_row(3 * PAGE_SIZE)
before = len(alloc.free_pages)
# RERIZ [0, 8); MAKRMTTREE [8, 9) 5AREBBTEE [9, 24) £ 9 /A,
#9 B page 1 R — BERXESWMEAZTN S,
cache.free_kv_row(kv, [(8, 9), (9, 3 * PAGE_SIZE)])
freed = alloc.free_pages|: len(alloc.free_pages) - before]
# EANTUAHE REEMBER—K: [8, 24) WBIFETIEZ page 1 5§ page 2
reference = torch.unique(row[8:] // PAGE_SIZE)
self.assertTrue(torch.equal(torch.sort(freed)[0], reference))

def test_non_adjacent_ranges_sharing_a_page_still_rejected(self):
cache, _, , kv = _make_cache_with_row(3 * PAGE_SIZE)
# ABRZEEABRD (8, 9) 5 (12, 24)) , £EETTERENSHEEKRFAK,
# W RIRE — XEAR PR ZBERBKRHLLEW,
with self.assertRaises(AssertionError):
cache.free_kv_row(kv, [(8, 9), (12, 3 * PAGE_SIZE)])
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, B335 DCP YN , AMD ROCm 10 CI 4T

KRR EE

« PR #37425 HiCache: Add @rank_consensus to various functions: [EJ&F radix cache
/ HiCache RER M= SFRHMA CI L iZ PR % unified_radix_cache HX X
BOm—ERMRLE, A PR MEIFRE allocator BEZE TR =, RAERAF EATIERAZEM
HEH, —EER—MEANEK BRNRRTE,

« PR #37506 [unified-memory] PD disaggregation for every unified pool shape: =%
mem_cache/allocator BT & F 4t 5 F15E&42 (unified_hybrid_swa. unified_sub_pool.
kv_cache_configurator) , #tBA allocator TS free 12 X B HAZHFMER X E X
o, A PR ERER—EEENERULAEE,

« PR #37418 [unified-memory] Enable prefill cuda-graph capture: E#£IXa1 mem_cache
allocator / kv cache B2 & (unified_hybrid_swa. kv_cache_configurator,
kv_cache_hook) , 54 PR HITLJLfI. R EEBRARE TR —SAFEMEHLK, TT1EAEME
T SARIZ B £ T 3o

« PR #38925 [HiCache] Keep the file backend temp file name within NAME_MAX: [&&"
EFIRERS | BRI — ER/AME + BH KV cache &f&%: BRaIRIFEFEEAN
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