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[Fix] Disable NCCL graph buffer registration for the TP LM-head all-to-all (pure-DP decode
hang under request bursts)
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JRXCEERE: http://prhub.com.cn/sgl-project/sglang/pull/38936

PATHRE

« —A]iE: BE TP LM-head all-to-all 4 DP decode &4}

< EESME: ESEE. XE-NERRN ZREMEA + &AMERR workaround + 3 E
B R BUE E EH], XEE PD decode H%kF CUDA graph 5 NCCL RE K
EHSEME, FELA: env EANLAEE handle_data_parallelism B9BFHL. setdefault £&
BRAFENRERNER, URMEE AN B EZIEHRR MoE backend 5 dedicated
buffers BNEE, FEEZWNIREETHILERANEE,

THRES B

PR body g : Pure-DP PD decode nodes (tp_size == dp_size with DP attention)
auto-enable the TP LM-head all-to-all, —4> PyNccl send/recv captured in the decode
CUDA graphs, With NCCL's default graph-capture buffer registration (
NCCL_GRAPH_REGISTER=1) that exchange deadlocks the first time a burst of new
requests ramps the DP ranks at different rates, 1E& ¥ tp4/dp4/ep4 unified launch L
EMEI (AN 240 BRELEER) , HES TR tp16/dp16/ep16 PD decode FEF EE I,
LIS 4B % B R dedicated non-pool all-to-all buffers B T %ARR, M
NCCL_GRAPH_REGISTER=0 F 4/4. 5/5. 10/10 #43%Ri#Ei¢; NCCL MHLE (graph-pool
temporaries it E AT HMKESBOIM IR LR AHERTTIE NCCL NERHIA,

SRR

1. & ANO: python/sglang/srt/arg_groups/parallel_hook.py &
handle_data_parallelism ERXIFAT _tp_Im_head_all_to_all_default 5§
_dp_Im_head_validation B post-process pass ZJ&, It
resolving_view(server_args).enable_tp_Im_head_all_to_all B94&2; 4 o W3R A 3 R Ek
_disable_nccl_graph_buffer_registration, 3¥&3F7 handler BEEEAN, A THRIEREE
scheduler 8] NCCL communicator (#XIIETE) ZAIEK,

2. #%0iBE:  disable_nccl_graph_buffer_registration 1
os.environ.setdefault("NCCL_GRAPH_REGISTER", "0"), {XEXREREE NS NERIAE;
ERFPEENRES "0" E, NRERMEIITEK WARNING, #IFZEET all-to-all &
. R L, decode graph MiEFHEEY LM-head all-to-all 5 DP gather MAJEME#E IR
1t A NCCL staging buffer, eager NCCL op A& %/uH,



3. EABRE: RA enable_tp_Im_head_all_to_all H EWBESMELIETEE N,
attn_tp > 1 B9FIREALBA all-to-all GZEMER tp_size == dp_size)
—enable-dp-Im-head § all-to-all ZfF, EIXFENCENTHAZELRE,

4. MIRBCE: test/registered/unit/server_args/test_server_args.py ¥
TestTpLmHeadAllToAlINcclGraphRegister, &% =4E&f2——*%4 DP decode H = BHIE "
0"'. AP EZR NCCL_GRAPH_REGISTER=1 #{R & BITE 4. unified serving 5
—enable-dp-Im-head FIREE EFRE AL, NIRA dummy model 5 patch.dict FaBEIE
, BEEENBERIN; ESZ 2-GPU 8 test_tp_Im_head_all_to_all_cuda_graph Mi& &%
Cl,

5. RIE53RE: 1FETENRIR tpd/dps/epd FEH 10 HRXKX (240-256 K. 250-1000 %@
A token. 20-400 % token) 4£ERiEi¥ BT watchdog; tp4/dp2/ep4 HAIRIEZT B
k&, BRTATAZA,

R

« python/sglang/srt/arg_groups/parallel_hook.py (&3t S¥k#4T; 25| source; LR
core-logic; &5 handle_data_parallelism, _disable_nccl_graph_buffer_registration) :
ZMEE PR . handle_data_parallelism #& TP LM-head all-to-all &4 4 71 2 B8 B #7 &
¥k _disable_nccl_graph_buffer_registration, 3#3¥ os.environ.setdefault &
NCCL_GRAPH_REGISTER BN 0, HREAF ERREHIEE WARNING; XEHMRL
DP decode RA& FEHIHI X EEERAZ,

. test/registered/unit/server_args/test_server_args.py ({3 ZFONS; K7 test; KA
test-coverage; 45 TestTpLmHeadAllIToAlINcclGraphRegister, _resolve,
test_pure_dp_decode_node_disables_nccl_graph_register,
test_explicit_nccl_graph_register_is_kept) : #3&
TestTpLmHeadAllToAlINcclGraphRegister =ZANABI, IIEERIAE 0. AR ENEAREHF
EZ. JE all-to-all BERNFRTE, MRS E B EIRE,

XS _disable_nccl_graph_buffer_registration, handle_data_parallelism,
TestTpLmHeadAllIToAlINcclGraphRegister. resolve,
test_pure_dp_decode_node_disables_nccl_graph_register,
test_explicit_nccl_graph_register_is_kept, test_without_all_to_all_env_is_untouched

KR Fr B]

python/sglang/srt/arg_groups/parallel_hook.py

BB EFrE . handle_data_parallelism & TP LM-head all-to-all A&#T R 75 2 B3R A 3 R Kk
_disable_nccl_graph_buffer_registration, 33t os.environ.setdefault &
NCCL_GRAPH_REGISTER &N 0, #REAF ERNREBIEEK WARNING; XEMKR4 DP
decode BAEFLHIHI X BRI,

# python/sglang/srt/arg_groups/parallel_hook.py (A X7 E % 3E)

def handle_data_parallelism(server_args: Any):
# BIEERA prefill CUDA graph max_bs B9 DP 143218, HALM
# LM-head BRINMEMHTFF 48 BAEAT phase-aware TP LM-head BRIAE,
# BAIS DP/TP LM-head B E &35 M,



run_post_process_pass(server_args, _tp_Im_head_all_to_all_default)
run_post_process_pass(server_args, _dp_lm_head_validation)

# RE TP LM-head all-to-all IRAMAT A B, BLHIE scheduler
# 812 NCCL communicator Z B{X A dEM, TNERE LB
# DP & rank &7 ncclDevKernel_SendRecv RN B 5% M1 5t 5i.
if resolving_view(server_args).enable_tp_Im_head_all_to_all:
_disable_nccl_graph_buffer_registration()

def _disable_nccl_graph_buffer_registration() -> None:
" EFIREY PyNecl all-to-all & NCCL staging buffer fdEsE At E#E N,

NCCL_GRAPH_REGISTER (BRIAFF/Z) <38 CUDA graph RIERHIEA collective

By send/recv 2 XEE A4 R EARIEM, peer BRI M RIEEHIE,

TP LM-head all-to-all #&3HIRAE decode graph # graph-pool IEEGKE £,

X et 4% pool EAFHMIKE, FMRMIAEX MG R THE:

REERME DP rank AR RBERESAR, —A rank BEEFF LAT step, HA

rank FKTHEFETE ncclDevKernel_SendRecv F1, BAE | 1faf L ERAERE,

BSIFE scheduler BIZEYAIZIFER NCCL communicator Z RIHAT;

AFERNRENERLERYE,

if os.environ.setdefault("NCCL_GRAPH_REGISTER", "0") !="0":

logger.warning(

"NCCL_GRAPH_REGISTER=%s was set explicitly; the graph-captured TP "
"LM-head all-to-all can deadlock with registered buffers.",
os.environ["NCCL_GRAPH_REGISTER"],

)

test/registered/unit/server_args/test_server_args.py

3¢ TestTpLmHeadAllToAlINcclGraphRegister Z/ANABI, RIEERAE 0. AR ERERY
HEE. ¥ all-to-all BERNIIREE, MRS E)IRE,

# test/registered/unit/server_args/test_server_args.py (Fr3gmliX s 3E)
class TestTpLmHeadAllToAlINcclGraphRegister(unittest. TestCase):
"EFEFREY TP LM-head all-to-all <5 NCCL graph buffer registration
FERHA: FMEH graph-pool IGREKESRE DP rank EER—KE P, """

def _resolve(self, **kwargs):
# B dummy model #3& tp2/dp2 + DP attention # decode ECE,
# LB HHRATE £ £ 3| handle_data_parallelism J& B3R E,
server_args = ServerArgs(
model_path="dummy",
enable_dp_attention=True,
tp_size=2,
dp_size=2,
chunked_prefill_size=8192,
cuda_graph_config=CudaGraphConfig(
prefill=PhaseConfig(backend=Backend.DISABLED)



),

**kwargs,
)
parallel_hook.handle_data_parallelism(server_args)
return server_args

def test_pure_dp_decode_node_disables_nccl_graph_register(self):
# 4 DP decode ¥ & N H31#E NCCL_GRAPH_REGISTER EX "0",
with patch.dict(os.environ, {}, clear=False):
os.environ.pop("NCCL_GRAPH_REGISTER", None)
server_args = self._resolve(disaggregation_mode="decode")
self.assertTrue(
resolution_result(server_args, "enable_tp_Im_head_all_to_all")

)
self.assertEqual(os.environ.get("NCCL_GRAPH_REGISTER"), "0")

def test_explicit_nccl_graph_register_is_kept(self):
# AFERNRENEZRYE, EELXE WARNING RREBRE,
with patch.dict(os.environ, {"NCCL_GRAPH_REGISTER": "1"}, clear=False):
with self.assertLogs(parallel_hook.logger, level="WARNING") as logs:
self._resolve(disaggregation_mode="decode")
self.assertEqual(os.environ["NCCL_GRAPH_REGISTER"], "1")
self.assertIn("NCCL_GRAPH_REGISTER=1", "\n".join(logs.output))

def test_without_all_to_all_env_is_untouched(self):
# unified serving BRIARFF all-to-all, decode ¥ EE&
# —enable-dp-Im-head A4S E all-to-all, XFAMIERIANIMNETE,
for kwargs in (

{t.

{"disaggregation_mode": "decode", "enable_dp_Im_head": True},

with self.subTest(**kwargs), patch.dict(os.environ, {}, clear=False):
os.environ.pop("NCCL_GRAPH_REGISTER", None)
server_args = self._resolve(**kwargs)
self.assertFalse(
resolution_result(server_args, "enable_tp_Im_head_all_to_all")

)
self.assertNotIn("NCCL_GRAPH_REGISTER", os.environ)
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% PR ZAIER review i, 1T EFE PR body BISZIEFEFIEE B Issue 10, 1EER
RAEA /tag-and-rerun-ci fit&% Cl B, &/a— RKiFiL1LEA "The only failing test is
unrelated, merging.", W EW, & RKEEIBEAEEE BILAXREZIEMIE reviewer X
$#2 b, XEFEEIZ PR NEETEN— 5,
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R 5 B

- QF&:

1. #HRRIFEZEEMEM: NCCL_GRAPH_REGISTER=0 —BE XN, S¥"E—
scheduler 32 NPT A /548|228 NCCL communicator BEIEIRIT A, FRT LM-head
all-to-all, Bl EABEIEIRN collectives (21 MoE all-to-all) H&MIEM T MR A
staging buffer, "aEH# REIAREMHAERAE, PR PREMIZEBANEHITLE,

2. MURIIERTEIRBEE L PR body BARAULEASEBIHY NCCL AL Z inferred from the
experiment matrix, not from NCCL internals, NCCL hxA~# %8, CUDA graph pool
Huht 8 AR EMN, RS RAPIA LM X E N,

3. EAEREMNRM: AFPENEZE NCCL_GRAPH_REGISTER=1 Bt Ri2k WARNING R
BEEE, PN RRRFE.

4. BB env SEAKBL handle_data_parallelism £ communicator 2IZERTA%E A &Y
EXRINT, ERRSEBENITRE, ZIZE LK.

5. MRE Cl ko : BMXBEESHBMNE, TEXZFEAREYI; CI 8 AMD ROCm 10
job KWBWEBHEAT X, EEEMLEHEIERE, - ¥W: AFPM: £ pure-DP PD
decode HEBEBRRARNNLR/FRLEEIIMNER, EFERERAL T A PD decode 1&E
M AERAAF tp_size == dp_size B2 DP attention BIERE, A%M: scheduler 3
I — N IRETL E, decode graph W#EFRAY NCCL collective MIEME#E IR A
staging buffer, {X®" all-to-all AENT AT B RISFR, BIRAM: RIFATSEAEHTHG T 3R
REEFANER, TEATEM NCCL/ BHRFEMEEA; BizEEET workaround
, BB NIREELTA ERKER NCCL graph mode &R buffer 7%, - RKAric: #*
REIMEEERIER , MEIETHE , EX NCCL_GRAPH_REGISTER=1 3 8E3EH1 ,
BROESZZFEYT, CI RMRALSEZEBE

KERBKZ

« PR #38993 [Refactor] Generalize attention graph variants in the decode runner: EA
decode CUDA graph BEZMEFEABEETAREN, FEEX graph capture fTHRAEES K
R all-to-all SR FZEFEAMEE R,

« PR #36612 [PD] Share the prefill->decode failure notification across backends: [E/J&
PD decode faEMS KRR A M, A PD £G4 RAAES Eim EHFSME.

+ PR #38756 [AMD] aiter: resolve SWA KV pool for draft workers + guard paged
decode: B A decode 12 EBYSF T2 bugfix, X DP/PD decode faEMBEE A%, &
TEM R BE B kL



