PR #38913 ZEIRLE

sgl-project/sglang
[Kernel] Add H20 block-FP8 MoE configs for GLM-5.3-Flash EP4/EP8
SFBtla: 2026-09-16 14:42

JRSCEERE: http://prhub.com.cn/sgl-project/sglang/pull/38913

PHATHRE

« —A]iE: H H20 #H3E GLM-5.3-Flash block-FP8 MoE AL EE

< EESE: BEEREE BEEARE Jdf 5% (RA 1 /7RB + 2 42 JSON) , METETR
87 sglang B9 MoE BEE R ANHl: XHLEIERE. M Fotl. RE2RE, URER
R 5in /T £ Z E —F& E/topk/intermediate_size 042, EIXKFT=&: —F
get_model_config() # Glm5NextForConditionalGeneration AN ASMNE B & BABER DA
HEEZFRMENEOLEMENER ERM 1) ; —&/IMM 5K M UkHZEEHRK (1.9x
vs 1.05x) , FEMK prefill BRAERSME; = 2XEBREKR ™5 Triton JRAE K&
YrE, R Triton IR EMBE EFRMLHNE O,

TN EES BAL

Y7 PR body F4AHMEIHE: GLM-5.3-Flash & H20 L1{# /A block-FP8 Triton MoE &t
BOEELTRBERE, BEARA tile £/NM (decode / %) KERE{——EFEH kernel
benchmark F M=1 BfBRIA#ERT 131.15us (EP4) / 133.20us (EP8) , 5iAMEN
69.57us / 72.90us MELEIT 1.9 £, RBE, EFA tuner TiAIRA|
Glm5NextForConditionalGeneration IX—#kE text config BIZ SN, SRITEERK G
TR—REXRBNERE, AMTEEERISE PN BIREML X,

LI AE

B BirEiE H20 £ GLM-5.3-Flash B block-FP8 Triton fused MoE &N M &+ L&
B tile 5%, MAREERIEARIAEE; &£ 3 NUE. +293/-0,

1. IR REEEBERER GETRAERE) : & python/sglang/srt/layers/moe/moe_runn
er/triton_utils/configs/triton_3_ 7 1/ T#3%¥ E=36 5§ E=72 Ffp
device_name=NVIDIA H20,dtype=fp8 w8a8,block_shape=[128, 128] #9 JSON (&
146 1T) o XHFEAFHMRERE—Triton RAE T + AMEREK E + FELE N=2048
+ REH + BMb dtype + MEHIR; XHREZEM 1 B 4096 3£ 18 /™ M 1@ E| tile 3K
BBRET, SHE4S BLOCK_SIZE_M/N/K. GROUP_SIZE_M. num_warps. num_stages.
FEE LN M RBA 16x64 / 16x128 /| tile #IHRIREG 5 FRE (GZMEIERE 1.6x-1.9x R
WEBRR) , M>=256 FURSKE| 64x64x128, BLOCK_SIZE_K 18X 128 KUXFF
block-FP8 By [128,128] &1Lk,

2. WHAMEIRA GLM-5.3-Flash (FIEBERM) : benchmark/kernels/fused_moe_triton/co
mmon_utils.py B get_model_config() ¥, ¥ Glm5NextForConditionalGeneration i



Deepseek/GLM FiEH X8 architecture B&# (+1 47) , FH%
n_routed_experts/moe_intermediate_size S E 5 intermediate_size, *EH P BI%ZE
M AERXELEFRENAEBLETG, EN E ST n_routed_experts // ep_size (R
fm 1) , topk BX num_experts_per_tok (& A\ topk_ids_dir Bf +1) ; RAXANORG536/T
—2, AR TEEEH ST, PR #RFRIZIRF B0 B AR LL tuner EEREN
textconfig,

3. ARE BRIEARAE: BEEBES tuner 1, 1EEAE H20 96GB / PyTorch
2.13.0+cu130 / Triton 3.7.1 LT =ZBIIiE—kernel & 18 N M & x 100 >k CUDA
graph %R, 3B 1K/1K B9 C1/C16 Xttb. GSM8K Bl 64 7K 4-shot FBEXMNFT (FHL&
/ BRI 63/64, BEFER—®) ., EP4 M=512 &4 0.991x, MEMREXNE £ 5
3| 1.004x 5 1.002x, fEHFHAZEAFMEHE body FERHKE,

4, BESSERIKS: RAFEEFINR X, MR ABBEITRIAE S kernel SZIARE; 5
N commit PERE—EELTTEREUKSRE BRE + 22M%F (commit message B "Keep
H20 tuning contribution focused on configs and architecture support") , B E—%%
M commit 67f9e08 FHEREY EP4 prefill tile, EVITRE2IRBATL benchmark, FRIFEA
% GPU CI,

KB
» python/sglang/srt/layers/moe/moe_runner/triton_utils/configs/triton_3_7_1/E=36,N=20

48,device_name=NVIDIA_H20,dtype=fp8_w8a8,block_shape=[128, 128].json (&ik
MoE WHBLE ; 5| config; A configuration) : #HEH H20 £ /& block-FP8 MoE 2
EXRkzZ— (E=36 AMERHDS) , BRE/THEEEZRNARE™; 18 MMM BLERE,
/INM A 16x64 /N tile & 1.8x RANE BRI,

» python/sglang/srt/layers/moe/moe_runner/triton_utils/configs/triton_3_7_1/E=72,N=20
48,device_name=NVIDIA H20,dtype=fp8_w8a8,block_shape=[128, 128].json (#&k
MoE RAZELE ; 25| config; EA configuration) : B—1f» H20 EEEEXR (E=72 A#
TEBS) , 5§ E=36 RARLEH. AEZCEESH tile BAEEZR (0 M=4 A
num_stages 5. M=256 F 32x256) , ARIMILAME KI5 R HI KR,

« benchmark/kernels/fused_moe_triton/common_utils.py (#&3k AKX ; 28] source; £
A core-logic; 5 get_model config) : BE—#MB KRS XH (+1 1T) &
get_model_config() #38 GIm5NextForConditionalGeneration X\ Deepseek/GLM Fik
AX, AL EREIRIEFE E/topk/intermediate_size D24 RECER, ZEFHiH JSON B
MR AT B P B RTR

XS get_model_config

KR BR

python/sglang/srt/layers/moe/moe_runner/triton_utils/configs/triton_3_7_1/
E=36,N=2048,device_name=NVIDIA H20,dtype=fp8 w8a8,block_shape=[12
8, 128].json

FHEH H20 T8 block-FP8 MoE BLE &2 — (E=36 AMETEHS) , REBTHEIERRN
AT 18 AMNMBLEREE, N M A 16x64 /I tile & 1.8x ZANZEBIKIR,



!/ XA python/sglang/srt/layers/moe/moe_runner/triton_utils/configs/triton_3_7_1/

// E=36,N=2048,device_name=NVIDIA H20,dtype=fp8_w8a8,block_shape=[128, 128].json
/] X2 BB Triton RAS / AMEFREE/ Fia|4 N / RESL / B4 dtype / REREIR,
/| TIBEA key & MoE HBOREIMAE M A (token %)) , TATHHZE AT M EARME tile 53K,
/] RPN RERABARARE (RIAAMARTIN, mMARRE)

{
"1
// decode / HAKFH % : /N BLOCK_SIZE_M 5/\ BLOCK_SIZE_N BV E3RE 57,
/]l X—HE2 1.83x-1.89x MR EEFRIR
"BLOCK_SIZE_M": 16,
"BLOCK_SIZE_N": 64,
"BLOCK_SIZE_K": 128,
"GROUP_SIZE_M": 64,
"num_warps": 4,
"num_stages": 3
|
"2": { "BLOCK_SIZE_M": 16, "BLOCK_SIZE_N": 64, "BLOCK_SIZE_K": 128, "GROUP_SIZE_M":
32, "num_warps": 4, "num_stages": 3 },
"4": { "BLOCK_SIZE_M": 16, "BLOCK_SIZE_N": 64, "BLOCK_SIZE_K": 128, "GROUP_SIZE_M":
32, "num_warps": 4, "num_stages": 3 },
"8": {
"BLOCK_SIZE_M": 16,
"BLOCK_SIZE_N": 64,
"BLOCK_SIZE_K": 128,
"GROUP_SIZE_M": 1,
"num_warps": 4,
/] RE—IERKBEIRET] 4 9 M=8 REBERS{AZNENELE
"num_stages": 4
|3
"16": {
/I A M=16 # N 4 64 TAKRE| 128, AERNRERBKLERE &
"BLOCK_SIZE_M": 16,
"BLOCK_SIZE_N": 128,
"BLOCK_SIZE_K": 128,
"GROUP_SIZE_M": 64,
"num_warps": 4,
"num_stages": 3
}

/] FEEBE M=24/32/48/64/96/128: {54 16x128 3% 32x64 B/ tile AE
"256": {
/l M>=256 J5 tile TRARUKSKA 64x64x128, XRANEELEEEIZ) 1.05x
"BLOCK_SIZE_M": 64,
"BLOCK_SIZE_N": 64,
"BLOCK_SIZE_K": 128,
"GROUP_SIZE_M": 64,
"num_warps": 4,
"num_stages": 3
|
"1024": { "BLOCK_SIZE_M": 64, "BLOCK_SIZE_N": 64, "BLOCK_SIZE_K": 128, "GROUP_SIZE_



M": 16, "num_warps": 4, "num_stages": 3 },
"4096": { "BLOCK_SIZE_M": 64, "BLOCK_SIZE_N": 64, "BLOCK_SIZE_K": 128, "GROUP_SIZE_
M": 64, "num_warps": 4, "num_stages": 3 }

}

python/sglang/srt/layers/moe/moe_runner/triton_utils/configs/triton_3 7 1/
E=72,N=2048,device_name=NVIDIA H20,dtype=fp8_w8a8,block_shape=[12
8, 128].json

A—h H20 EREREXR (E=72 AMERWS) , § E=36 JRARLEWH. REZCREESHE
tile BEZ% (40 M=4 A num_stages 5. M=256 A 32x256) , RIZAME R0 5H
B R B

!l Xt python/sglang/srt/layers/moe/moe_runner/triton_utils/configs/triton_3_7_1/
// E=72,N=2048,device_name=NVIDIA_H20,dtype=fp8_w8a8,block_shape=[128, 128].json
/5 E=36 JRALMMER, BEMEINERNL tile BERE—
/] AR RSIR TARME R 2FFM, FEEA—NE NERES N E HiEfTRE,
{
"1": { "BLOCK_SIZE_M": 16, "BLOCK_SIZE_N": 64, "BLOCK_SIZE_K": 128, "GROUP_SIZE_M":
64, "num_warps": 4, "num_stages": 3 },
"4": {
"BLOCK_SIZE_M": 16,
"BLOCK_SIZE_N": 64,
"BLOCK_SIZE_K": 128,
"GROUP_SIZE_M": 32,
"num_warps": 4,
/1N M A BSOS R AKRE . M=4 IFTF 5 R AL T %
"num_stages": 5
1
"32": { "BLOCK_SIZE_M": 16, "BLOCK_SIZE_N": 128, "BLOCK_SIZE_K": 128, "GROUP_SIZE_
M": 64, "num_warps": 4, "num_stages": 3 },
"256": {
/5 E=36 JRAMREESR: ZIBA 32x256 KI5 N tile, ik 64x64
"BLOCK_SIZE_M": 32,
"BLOCK_SIZE_N": 256,
"BLOCK_SIZE_K": 128,
"GROUP_SIZE_M": 32,
"num_warps": 4,
"num_stages": 3
|
"1024": { "BLOCK_SIZE_M": 64, "BLOCK_SIZE_N": 64, "BLOCK_SIZE_K": 128, "GROUP_SIZE_
M": 16, "num_warps": 4, "num_stages": 3},
"4096": { "BLOCK_SIZE_M": 64, "BLOCK_SIZE_N": 64, "BLOCK_SIZE_K": 128, "GROUP_SIZE_
M": 16, "num_warps": 4, "num_stages": 3}

}

benchmark/kernels/fused_moe_triton/common_utils.py

E— WS RBRES XX (+1 4T) : FE get_model_config() #1&
Glm5NextForConditionalGeneration i\ Deepseek/GLM Fikn Xk, EIR4E GEFRIEHRY



E/topk/intermediate_size 024 REEEH, ZEHD JSON BEM BT 6 F AR,

# benchmark/kernels/fused_moe_triton/common_utils.py :: get_model_config()
#IAMBE LIRS E (AT R E. topk. PRI , FTHEHEEETRH—RKNEREERE,;
# WRRIE—ANEME, BEEHNEFBLAXRET E 5 topk HEAREBEDRZ,
elif architecture in [
"DeepseekV2ForCausalLM",
"DeepseekV3ForCausalLM",
"DeepseekV32ForCausallLM",
"DeepseekV4ForCausalLM",
"Glm4MoeForCausalLM",
"Glm4MoeliteForCausalLM",
"GImMoeDsaForCausalLM",
"GIm5NextForConditionalGeneration", # AOKE3E: GLM-5.3-Flash # Deepseek/GLM Fik o412
"KimiVLForConditionalGeneration",
"MistralLarge3ForCausalLM",

# AT R BEETRK ep_size 15, RANEHZEENBRAERZTLEZRER T IS +1
E = (config.n_routed_experts // ep_size) + (
0
if disable_shared_experts_fusion
or architecture
not in [
# GIm5NextForConditionalGeneration AEIZNEZ £ F,
# EWEH E BES T n_routed_experts // ep_size, BMEXH2 BN E BE2X/ME
"DeepseekV3ForCausalLM",
"DeepseekV32ForCausallLM",
"Glm4MoeForCausalLM",
"Glm4MoeliteForCausalLM",
"GlmMoeDsaForCausalLM",
"MistralLarge3ForCausalLM",
]
else 1
)
#topk 5 E AR—&EF*: RAHKEZ topk_ids_dir BEF BRER TS +1
topk = config.num_experts_per_tok + (
0 if disable_shared_experts_fusion or topk_ids_dir is None else 1
)
# PRZEZRATEEREN N (K PR BHEENA N=2048)

intermediate_size = config.moe_intermediate_size

EaEE LR

A PR BT H IR RKIEFEE: RA Fridge003 Ll —5 T IESX APPROVED, RAEEA
inline WP =KX3E 8], review_comments A 0, Mt L T4l REEMA commit FFFe PR
body BB+ R :

« 5/ commit BRE—ERBMT EEIKSK, RATFREIEEZHRE TELEXRS (K
& diff REAMEE + 1 TRA%KEELR) ,



- fEEEHWET EP4 M=512 BRMEN 0.991x (RTFHEZLK) , FARKENEES (
1.004x / 1.002x) IEBARPHMIER)T, X2A PR —# B RN iT10 s93IE &

« PR body BA#8E & "PR remains draft; upstream GPU CI has not run", [EI&F CI States
FEA run BMARBAKRIK, 1B PR AR EH, HAEIHKIETEEFE AN H20 43E,

- E—IPHE N A LIEX APPROVED, D ERZKREM (other): REEHERAE=FE
BiE, & IKETLKE1EE BNEIE,

« B3 GPU CI Rizf7, =4 CI run #riBkIK (testing): RARRIER: H20 BLE5AMLE
BKEhERD> B o], EIURET—& H20 LB FtEE ARMtE benchmark HAZ.

« EPAM=512 B 0.991x B9RIEH X (performance): AE A FHMIEEYI, EHHIZ M
Mk E)FE; EREUHARRKNE, ZitEFERAR.

PRS-
. NS

1. TR BBRER: RERAE RELMFMEE NVIDIA H20 +
dtype=fp8_w8a8 + block_shape=[128,128] + AL FEkdép+ E=36/E=72 + Triton
3.7.1 BRI AR, ET—FKHEARHRESLFEERIGERARAEE, *AA AL
miEiREE, HERARES

2. Triton FRAYRE : BECEMKIE configs/triton_3_ 7 _1/ T, Triton #AHK (u&EFEELEN
triton_3_8_ 0 BX) EXFMHREKABEILR, FTEZEFMAK, BToMHEEIEARL
R BE = o

3. IRBETRR M RELEFHRKR: NM A 1.6x-1.9%, 1B M>=512 F{X4 1.05x, EP4
M=512 B &ENAE 0.991x (EMA 1.00x) , K M/ K prefill ZRAETHARF IR,

4. MRE ClI 8RO : BAEMBNNIABEZHECE; PR Test. PR Test (Extra). AMD
ROCm =AN CI run & body #34triek Ik, B B GPU CI RiEfT, REEHMRAS
=A A EINIE R,

5. AMREOIREZNFE: common_utils.py B9 get_model_config() 2{ZEAD, HIRRH
HT architecture B4 ¥, PR body EMEIERZ [EXEERE text configl , 1BF I
diff FRBERE config BAEE, FXZHEAERUERD G AR, J5ERER 5K
EP Y145 "l e B R E RS BT A —EKEY E/topk, S EKELE AR,

6. AR BREEES block_shape 5 dtype, #E# L% T RGP RIT
BEMIR; GSMBK 64 #AL5HEKTL—IK, WA t32/fp8 REMIF RALRIER TR
MR Z

- BFAM: {X&® TH20 + GLM-5.3-Flash + block-FP8 (128x128) + TP4/EP4 %
TP8/EP8] X—AEMAFP BE#ES25, TPOT &1 10.13ms B X 8.93ms (TP4) 5
9.43ms f£E 8.23ms (TP8) , C16 m¥FABEHIRA 23.8%-32.6%; HALEEM, A,
ENRARE AP W, L EIETEE AT,

« ZGM: BKEH R Triton MoE kernel B tile JAE S 3, Fek APL. REFIRRA. R
KAEZE, BTREREELSHIREE, FFRHLMZENEMBFHMEELL,



« AR WKETEAE H20 I EEN, AREZENTREENREGSER,; KIALHF
BRAET Triton BRAA L EEMN tuner FANFTE R TWEE, ZPIE H20 +
GLM-5.3-Flash] PANZHRRARFE,

« NFFRIT: EEEFFERERR |, 40E Triton ARA , BRAMEREE , CI KA, IREXFR/D
M A, RERYE

RERIREE

« PR #28723 [Intel XPU] Enable fused_moe_triton tuning on XPU and add tuned
DeepSeek-OCR-2 configs: k1R —&RMMARE : REBK
benchmark/kernels/fused_moe_triton/common_utils.py 5
tuning_fused_moe_triton_sep.py, FfI@ moe_runner/triton_utils/configs/ T3k & & *h
FRM JSON (3% PR f£ triton_3_8_0 BFE. A PR & triton_3_7_1 BE) , & ¥ F¥&
+ AMEEERE] X— RN EELH,

« PR #39155 [AMD] GLM-5.2 NextN: cast draft fused MoE to per-channel FP8: [FE &
GLM MoE Kik + FP8 EMbtyMEaesk, P KX Mok TXREE FP8 THERZAFF; A PR
E H20 £ GLM-5.3-Flash *MERERAL, 5% PR MR GLM RIER R G EBIHATA
ORKZE

« PR #39613 Accept MXFP8 dispatch in FlashInfer A2A TRT-LLM MoE: [EJ& MoE +
FP8 ELMIAR / QIKIER, TRt E TEMFIRE MoE EIRELERET LEL] X—K|q
A, 54 PR BN block_shape/dtype 258 B BRI AR LR



