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PATHRE

« —A)iE: 185 gpt-oss RUnAl AAMBRERE T X EE FHKIEAR logits

- WEDE ESREIER, BtEdN (2 X +126/-12) BEEREZES, & E#EIAEFFAER
XEBRFAENEB M, FIENESEZFITRE: £—, AMETRREREKRERIEMEHEFE
MAZE clone 22— RAETRERERE checkpoint 1K, B
_load_mxfp4_experts_weights A& BIEIBIEE, BEMHAERAMHBERT N, =, AfFEKF
BB A% host MIE device—3XIERE Codex P1 B EFIE(ERE, thERESME
B8 review £1i8; H=, MRAMAEZABRERE  GPU BRTEIR THAER G
——object._new__ & init_. B loader B AITFKE, A [3, 3, 3] vs [1,
2, 3] HErazlE (BRBPARIE] AEX., BEBR#AZEIN: £ _own_if_runai_streamed &8
HEF runai_utils (B #37371 FHER) , FHEMIFME _canonicalize_weights #
dict(weights_in) IR E@5E 8 KM,

THRES B

RunAl AR REFTHE KEZ 85 FE—33k staging buffer, model loader REFHE yield 1§
FENNE, SR RBREEES., PR body BA#ATEH _load_weights_mxfp4 B9IHSZIL "
Nothing is read until the iterator is exhausted, so every tensor is retained for the
length of the stream", & =Z "The model then loads with no error onto weights that
are partly garbage, and every request comes back with non-finite logits", fEEIEEYI A
B —&5k[4, HATEA DeepSeek 858 (#32913) . GLM5 8& (#37370) Au{hEiEd#my
NVFP4 {&& (#37371) , f "gpt-oss has neither a guard nor an issue". HRREIEIEFRE
PR body B9XtEE&: openai/gpt-0ss-20b £ —load-format runai_streamer B
RUNAI_STREAMER_MEMORY_LIMIT=1158266880 B#itHeA | (REXMEZAEEAR
logits £) , AT EWRENIEEN " Paris.", 5 safetensors £&—3K,

LI RE

ZE AN B & python/sglang/srt/models/gpt_oss.py B4 GptOssForCausalLM.load_weights,
B quant_config.get name() 2J&kE| load_weights_mxfp4 (mxfp4) .
load_gptoss_weight_quark (quark) 2 _load normal weights; 4~ PR REK mxfp4 4% fo
FIEMARIR R helper, HADRBIEARE,

1. EALER: 8 weights 3ERBE—kM#MT (Lload_weights_mxfp4) ., |BEZIA for
name, weight in weights #£%% checkpoint 2R3t mxfp4_weights / normal_weights



4.

5.

A list, BIRA _load_mxfp4_experts_weights(mxfp4 weights), weights KB
runai_safetensors_weights_iterator, yield BJ&Z staging buffer BIEFE NAE; XN EFE
REFXRBHNEBEHELKEERES, TENRER FERIMBAIIRI

. ERZRE: NIREKABHEERSE (NEREK experts) . FTANEBEREX .experts A

mxfp4 B9 B B yield name, weight, FHiB4 K ERFIEN
self._load_mxfp4_experts_weights(experts(weights)), _load_mxfp4_experts_weights
ERIFNEESNKEE A SR, AR ERKENEGABRRBERT —K yield, RALR
ZRPXERTME; EFEREXE checkpoint BIEAR, BB EENDEZREE
AR

CEEERE: ERBEFRAER (own_if runai_streamed) . JEERRERSLAE

_load_mxfp4_experts_weights 3REEZ4 X% _load_normal_weights, EbEKA
normal_weights.append((name, _own_if_runai_streamed(weight))), T eIERE
helper {Xf getattr(tensor, RUNAI_STREAMER_TENSOR_ATTR, False) A B3R EE|4A
, BNREARE, JE RunAl BRZEEIMNTE,; XA import AT BA
(RUNAI_STREAMER_TENSOR_ATTR, default_weight_loader),

review IEFHEIMEIE: BIAM device 3| host (commit 22e35dc) ., BHR helper & A4
_clone_if _runai_streamed_tensor, EIEFE device t clone(), Codex VA P1 38 : X%
H#hE URI BRARALSHA AR, FHHNE device KE, &F— clone FAWNMIAERE—E
H7EE| checkpoint 258, #E#K GIB BEEHFBRITA
RUNAI_STREAMER_MEMORY_LIMIT, TTREILEF gpt-oss FEMEHME OOM, {EEEL
BXA tensor.detach().to("cpu”, copy=True), HRERE BREAAR] BEXHRIKE
_own_if_runai_streamed; B EWF ¥ held.device.type == "cpu" Big,

MIRELE (T test/registered/unit/models/test_gpt_oss_runai_ownership.py) . A
register_cpu_ci(est_time=5, suite="base-a-test-cpu") ;M CPU CI; _streamed() ¥4
R RUNAI_STREAMER_TENSOR_ATTR #ri28Y torch.full((4,), value) REILZE 4 XA E

, _Mxfp4QuantConfig.get_name() 3RE "mxfp4", _model() F

object.__new__ (GptOssForCausalLM) %38 init_, & _load_mxfp4_experts_weights
/ _load_normal_weights E#pkitxk s, @8 TL GPU. TEEZRE,
test_expert_weights_are_consumed_as_they arrive Bi /= H 54 & T8 RITAHT
B4 [3, 3, 3], ¥ T4MNTJE [1, 2, 3]) ; test_retained_weights_are_copied_out_of_the_bu
ffer ISR BKESRBMEIER —XNE. data_ptr RE. %&& CPU. ¥HME—K, fkmx
B8 Im_head.weight BJRFEZEE (assertls) o

®RE ZER TEE

TERE LS A REBEU, BEER 4 RR EE BR B BR

FELERENRF £ A streamer ZARMAE  RunAl ARIZIKEFHFA host BlA

(8 T 7 A5 HELFF (BR device
clone)

host R & EhEk GiB (LT EREEIA)

BUE S 7 2 /N hermetic CPU #.3



K
« python/sglang/srt/models/gpt_oss.py (3% RREM#k; 5| source; FEHE core-logic;

&5 GptOssForCausalLM.load_weights, _load_weights_mxfp4, experts,

normal_weights) : ME—HBRE E XM 3B _load_weights_mxfp4 89 TE#EI1%) BRARAE
AREEIEMINEE, HIH own_if_runai_streamed HXFEEEIEE R EERIE host B4
; EBY B RUNAIL_STREAMER_TENSOR_ATTR # import, MEREHMEESERF / AER

MEIRET 2 ERFEXNMHE,

. test/registered/unit/models/test_gpt_oss_runai_ownership.py (3 BITNER; 35|
test; KA test-coverage; 5 _streamed, _Mxfp4QuantConfig,
TestGptOssRunaiOwnership, _model) : #3H hermetic EVINR, AFH N Python &
ERHEAREENFNRBAEZE: TERENINA. HEREHNKERBRAINEZT
X B 7% CPU, AANABIERITANT W loader L& %M, #MRESZEVIFRF, 3FEi3Mst
base-a-test-cpu CPU ClI,

XS _load_weights_mxfp4, experts, _own_if_runai_streamed,
_load_mxfp4_experts_weights, load_normal_weights,
test_expert_weights_are_consumed_as_they_arrive,
test_retained_weights_are_copied_out_of_the_buffer,
TestGptOssRunaiOwnership._model

KR BR

python/sglang/srt/models/gpt_oss.py

Mg —BRRDL E SO 3 load weights mxfp4 B TG BURERBIEMINEE, FHir
_own_if_runai_streamed AR EHIELT R EERIEF host BIAR; ENYT R
RUNAI_STREAMER_TENSOR_ATTR # import, MERIEMMEE BHF / RERNERELERE
EXNXHE,

# XHETRER import ¥ & M weight_utils —3£3| A\ RunAl R BARD
from sglang.srt.model_loader.weight_utils import (
RUNAI_STREAMER_TENSOR_ATTR,
default_weight_loader,

def _load_weights_mxfp4(self, weights, is_nextn, weight_name_mapping):
normal_weights = ]

def experts(weights):
# RunAl A BEFTH IKEZ B E AR —33R staging buffer, ELENKEZE
# HESKER A EARILER, REHNTREERIIREIE. TRREER yield
# U THREEASIK, TURSHIBEMHED, HARES—EYIRER,
# SMEFNF.
for name, weight in weights:
if (



".experts" in name
and self.quant_config is not None
and self.quant_config.get_name() == "mxfp4"

yield name, weight
else:
normal_weights.append((name, _own_if_runai_streamed(weight)))

#ARBWTENEE: TRREMANE, FEENRERE—ELER
mxfp4_loaded_params = self. load_mxfp4_experts_weights(experts(weights))
self._load_normal_weights(

normal_weights,

is_nextn=is_nextn,

weight_name_mapping=weight_name_mapping,

other_loaded_param_names=mxfp4_loaded_params,

def _own_if_runai_streamed(tensor: torch.Tensor) -> torch.Tensor:

"ER— R BT B S IR,

B|AEIE host £: AR RAIEEE H device 3kE, MXLKEE—HIREE
EA checkpoint 252; E#i clone, BEEHFEZ HH GiB, BEFRITARASE
BRENANGELR (RUNAIL_ STREAMER_MEMORY_LIMIT) .

if getattr(tensor, RUNAI_STREAMER_TENSOR_ATTR, False):
# copy=True BH|QEFEME, detach tIHrS R E 89T E B £ Bk
return tensor.detach().to("cpu", copy=True)

# K37 RunAl #5iE (WA safetensors) BHREKEE(E, BHIMNTH

return tensor

test/registered/unit/models/test_gpt_oss_runai_ownership.py

FHEEY hermetic @YK, AN Python KERNPIEAREENANKBLATE: £X
MERBEA., HEREHKERBANBZZFTXAZE CPU, BMNARERITINTH loader
&k, HMRESZEVARIP, FEFM# base-a-test-cpu CPU Cl,

register_cpu_ci(est_time=5, suite="base-a-test-cpu")

def _streamed(value: float) -> torch.Tensor:
"F3E— AN RunAl ARCBIKE, I staging buffer B9 NIAAE, "
tensor = torch.full((4,), value)
setattr(tensor, RUNAI_STREAMER_TENSOR_ATTR, True)
return tensor

class _Mxfp4QuantConfig:
def get_name(self) -> str:
# (XA T load_weights 2k E| mxfp4 2%



return "mxfp4"

class TestGptOssRunaiOwnership(CustomTestCase):
def _model(self, on_experts, on_normal):
# B8 __init__, F object._ new_ #HHEA LT, BIL loader BIFF
# WL ERSR, MALE GPU. TEEELINRE
model = object.__new__ (GptOssForCausalLM)
model.quant_config = _Mxfp4QuantConfig()
model._load_mxfp4_experts_weights = on_experts
model._load_normal_weights = on_normal
return model

def test_expert_weights_are_consumed_as_they_arrive(self):
produced = []

def stream():
for i in range(3):
produced.append(i)
yield f"model.layers.{i}.mlp.experts.gate_up_proj_blocks", _streamed(i)

produced_when_seen = []

def on_experts(weights):
for _name, _weight in weights: # ERX B X B IF MARARKE
produced_when_seen.append(len(produced))
return set()

model = self._model(on_experts, lambda *a, **k: None)
model. load_weights_mxfp4(stream(), is_nextn=False, weight_name_mapping=None)

# —=—3H: loader ALHBRAEIE. IEARUEREAESZ PR L
# RITHTHREEXER [3, 3, 3], BI=ANKELLHR=HEBER—EHE

self.assertEqual(produced_when_seen, [1, 2, 3])

def test_retained_weights_are_copied_out_of_the_buffer(self):
streamed = _streamed(1.0) # A Aricsy P X E ]
plain = torch.full((4,), 2.0) # RAWT, RNiZRFEEE
kept = {}

def on_normal(weights, **kwargs):
kept.update({name: tensor for name, tensor in weights})

model = self._model(lambda weights: {n for n, _ in weights}, on_normal)
model._load_weights_mxfp4(
iter([("model.embed_tokens.weight", streamed), ("Im_head.weight", plain)]),
is_nextn=False,
weight_name_mapping=None,



held = kept["'model.embed_tokens.weight"]

self.assertlsNot(held, streamed) # REHEEZR —PAZE
self.assertNotEqual(held.data_ptr(), streamed.data_ptr()) # ~H L ZHEAE

# ZEAIRER, FIUUANEE host, MARANBNTLIRERRIE device RF
self.assertEqual(held.device.type, "cpu")

torch.testing.assert_close(held, streamed)

# KA KERMTIE & H
self.assertls(kept["Im_head.weight"], plain)

TSR AL

1. Codex P1: device 3 clone 2"z Z 7 LR (e, BAFR) . Codex
python/sglang/srt/models/gpt_oss.py B diff E&H: "For RunAl loads from
object-storage URIs on CUDA, distributed streaming is enabled by default and
runai_safetensors_weights_iterator therefore yields device tensors. Cloning every
non-expert tensor here creates independent CUDA allocations that all remain
referenced by normal_weights until the entire checkpoint has streamed ... This can
make the single-GPU GPT-OSS configurations OOM while loading." X &4 PR &AM
B —&: EREEIBEFMERIBIRAR T TR =,

2. FEENHMBE (commit 22e35dc) : "_is_distributed defaults to
is_object_storage_path, so exactly the loads this patch targets are the ones yielding
device tensors, and cloning in place would have traded a correctness bug for an
OOM ... Peak GPU usage is unchanged from before this PR; the cost is a few GiB of
host memory and one D2H copy of the non-expert weights." B [E 5 K = (& & 8| &%
¥ CPU,

3. fPESE: ispobock B APPROVED #HBUTEH; ekzhang RIET "did your robot
make a stray PR?", knlb-tm| %&J& "sam asked me to make this upstream explicitly —
just cleaning it up based on chatgpt feedback", HtEAXEA & L LS E fIERR,

4. RIE review FRFEEHE ENICFIBEBE M (NHFAFR#H) © —=& _canonicalize_weights
F LB dict(weights_in) ik3E mxfp4 BRAEARBE@MAR, EEEFARD; Z2AM helper 5
#37371 i XIGIANBIFEE sglang.srt.model_loader.runai_utils FEEE, EEZINEL
&3, #% "becoming a fourth copy”,

cREBHNEEZRERKE device E clone (£#HEEEER) (performance): fEE AT
T commit 22e35dc B& A tensor.detach().to("cpu", copy=True), helper E£& A
_own_if_runai_streamed, HEMAME held.device.type == "cpu" KiE; &/ GPU BHF5
BERHFFE, KRR GiB host RS —k D2H #I,

« 3k mxfp4 &2 _canonicalize_weights BRI X FEEE (design): ARZIERE, 1FABLR
BERBEBERYE; review FRAARMNZERE, EWHZA AL EFRTASK follow-up
issue,

« ownership helper 5% runai_utils B9E £ 523 (design): B UAXHFRH
_own_if_runai_streamed &, 4% #37371 MWHERBREURSK; BEREESSITATR
— R KBANK,



« iZ PR BT ANLE ANRIE (stray PR) (question): 1A A E LHILAEE, Hi%
ChatGpt review RIFRFEREE, TREFN.

R 5 B
o NS

1. AEREBEEAER (EMM, F) : _canonicalize_weights 134 dict(weights_in) 73k
, SRR BRMHERBNIE, 1EEAE PR Notes FEAHA "the non-mxfp4 path
has the same exposure" #Z|EFR&, EHEZEIMEEEILEND checkpoint #3# host
AR, RIMATURE. Bk gpt-oss £3E mxfp4 / FE _load_weights_mxfp4 89 RunAl
ANERBRAZATS 7T BE B3N [ K FE BR IR

1. ARBRERNFENES (EFM, F) : normal weights B EMINAEBURT
_load_mxfp4_experts_weights & TEFR experts(weights), FIZERECKE R HILRRT
break/return SBKEFE LR, EERRELWERRNRMBM AR, mHTENE
_load_mxfp4_experts_weights BEANEHRK T OKE, BEFRXERT,

2. MBHATURGEMZN (HEE / RE, R -F) © EFEERENESTLE—R D2H #ENHE
host £% &%k GiB, E3Z| checkpoint %&5%; BHFEESMEEMNIFTE, 1B host AF KKK
MEBRESBRNIRZLSRZINES, 1EERH speed benchmark, ¥|¥ TAENER. FH
MR, TERERWR]

3. helper EE 523, (T4, K- *F) : _own_if runai_streamed & RunAl ownership
BEAECETHN X —R At (DeepSeek #32913. GLM5 #37370. NVFP4 #37371
E2H—FE) , ERUSKE| runai_utils BB HRAER,

4, BAEBRAR (MR, 1K - F) : #EMAL Python hermetic SR (register_cpu_ci) ,
PR body RiZMtT gpt-oss-20b B, tp_size=1. ALERHNBELAXNE, %A GSMEK &
FBEN, H2A 120b KsREBRE e T, 1EEARAL body B4R "I have not run
a GSM8K evaluation”,

5. CI JR%A: PR Test (Base/Extra) i, AMD ROCm 10 # run B rk&IK&, label A
run-ci/bypass-fastfail; ERE|KsN RFMREMEERZBRF R kernel, FEARL
upstream JRSAE, BINMEANGEEZYEREN—ZUNEM, - ¥wW: AFPM: £FH
—load-format runai_streamer #n#k gpt-oss-20b / 120b MXFP4 BIERZE, M [FFERRXEH
T FTARERREIEARR logits] MEALEFRY, BTATAMKRINEE., RBENIKE
TH##EZ——PR body WEAERIA buffer T 12 GiB checkpoint 7A&EIL, EILEIEZHM
892 gpt-0ss-120b BAKZIE RUNAI_STREAMER_MEMORY_LIMIT E®|&/N (40
1158266880) WIERE,

AGM: ZBFNRESIMFAE, GPU BEEFSEE/IFE, MEBM host REFEMEL GiB
#%£—k D2H #0; Xt object-storage 2 NANBARNR ME R A, &AM safetensors B
REEAZEW CRITAMCWKEERARESX)

HIBA / £5M: A RunAl ZEIME + REKE] XEREHNNEREE—RRETTEA
SER—REENBIBD A E AR BIEMESE, XHRENAEH], BBEIARNEE host Az
device t; RIBA sglang.srt.model_loader.runai_utils BIUREKIEM T E S — 10 5EZH,



o REFRIE: B EMRBARTE | 3 mxfpd BERBE , ERESEEMRNBERES ,
host NFIE(EIEM , helper EE I , R GPU 353|348 E I00E

RERIREE

« PR #32913 Fix RunAl streamer buffer race in DeepSeek weight loader: E—3&&RFEH
BMEE (PR body BA#ASIA) : RunAl RAKEREHA CPU buffer WEFENNME, P
SHE AR R BB E; &N PR NEEEE—K,

« PR #37370 Fix GLM5 RunAl streamer fused MLA weight ownership: R ownership
B8 GLM5 &7 g/kv-a FLEEHHE fused MLA RESFHKIIR; % PR 3| AH
sglang.srt.model_loader.runai_utils IEZAR PR ZiX/E£UXEK helper By B irtER,

« PR #37371 Fix NVFP4 RunAl streamer pending weight ownership: k& HREBE

(XK. issue #37368) , & PR body 5| HEHAZ: EELEEAN, Kt
_own_if_runai_streamed R3T#EEZF runai_utils A2 A @523,

« PR #38988 Fix RunAl object-storage checkpoint index filtering: FEIAALF RunAl X%
HFAEREMEREER, Kah python/sglang/srt/model_loader/weight_utils.py EX{4; &
PR MiZtE325] X RUNAI_STREAMER_TENSOR_ATTR, B#&EE HFEME RunAl fnkik

4R
Lo



