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Make the remaining DeepSeek-V4.1 NVIDIA cells start
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PATHRE

A PR R —/ Nt docs/src/snippets/configs/deepseek-ai/deepseek-v4 1.jsx, A
DeepSeek-V4.1 cookbook FH| 4 NVIDIA cell #h LR oHEFZE flag:
—cuda-graph-max-bs-decode 64 (GB300 / B200 Low-Latency § H200 x2) 5
—mem-fraction-static 0.8 ({X H200 x2) , REBEFE H200 x2. B200 x2 W@/ cell M
in-progress ‘AN verified, HHLE #38839 B3R B R BIWEE(N: £ WEEAE B300 454,
HWAREZHMHL /PYTHONPATH B artifact, fZFiA DSpark cell #E
decode_cuda_graph_runner 3k decode CUDA graph B OOM, RREERBIHMEERLK AR
ready, BREIFARSATEINED, NREREEFE XAAAKENTENME] 5 64 RERERRN. K
ERMAE] X R

THRES B

38839 1% B300 Low-Latency fn cap Bt ¥ —4] caveat:
B300 27 stock H& LI #38798 #FER| PYTHONPATH
79, mAET E B A8 Imsysorg/sglang:dev-dsv41, HEihToiEH|
2k W= B300 45 B X2 X setup B9~ M. A& PR ETLE SR
HIBERFEMmTE, LHED:

It is neither. Running the other three platforms on the page's own image settles it:
every DSpark cell fails to start, and on H200 both cells do.

L WSS —Z Exception: Capture cuda graph failed: CUDA out of memory.—Jk 4 &

——cuda-graph-max-bs-decode TE33IR decode EIREAT, BT RHMEKMIER TR T 4 LM

R, fFEEFEmMARE XM, EHARK:

- GB300 Low-Latency cell E#TUEMTA verified B SEF &, BicSRATEI,;

« MI350X Low-Latency cell BE¥EME --cuda-graph-max-bs 64——ROCm {E& & L
Fm7T LR, RA NVIDIAMIRT .

LI AE

1. AN EBBCHERT: REREN cell EEEBRWEH R —E header, BB A
DSpark cell #EZFR#| --cuda-graph-max-bs-decode: JkA K batch %] & EHIK DSpark



decode BB AT, FrA NVIDIA F&#—41 , AT MI350X EFEFM
--cuda-graph-max-bs. H200 EE (LR + BEMEHFGLL] . B4 =1 High-Throughput
cell R XFINWAEB 5, M EHE #38839 3 GB300 Bymem-fraction EFFIEE B
verify graphs B9, 1biE 33— BN ERBFTR £ 5%,

2. GB300 Low-Latency cell %} cap: match: { hw: "gb300", strategy: "low-latency" } &
flags #, 7E --speculative-dspark-block-size 5 Z ¥\ --cuda-graph-max-bs-decode
64, % cell 520 15.82 GiB wanted, 2.15 GiB free of 276.62] OOM, RN ESEF &
, BEMRERER,

3. B200 Low-Latency cell #h cap: match: { hw: "b200", strategy: "low-latency" } R in
—cuda-graph-max-bs-decode 64 (B4& -—-mem-fraction-static 0.8) , Xt 4x B200 E
6.00 GiB &K vs 1.48 GiB =T H,

4. H200 A cell ¥ Tcap + B &) Low-Latency 5§ High-Throughput #R¥r3g
-—cuda-graph-max-bs-decode 64 1 —-mem-fraction-static 0.8, REREB/BEE—R
i cap EA 1.89 GiB TTH. /N 2.00 GiB AL ECIER ML OOM; WA flag R4
EHIRIA 19.3 GIB £ &,

5. WSS FRUKSR: H200 x2. B200 x2 B verificationStatus: "in-progress" XA
verified: true; B200 XMl Tverification round open] , B300 X3kl Itk
GB300 Z—A"\W7F knobl B4ZRMAIER—INEFTAE DSpark cell & cap, ZEFRAE
FRIL, MI350X #% PR HLEARM. KiK.

6. BESRE: TBETHIRE., LEM. TIBHAT,; FFSREIKB node
docs/scripts/check_cookbook_configs.mjs (PR A& 27~ cookbook config check: OK)
» CI ¥ PR Test (Base) #it. PR Test (Extra) &M, AMD ML run, Jo &R ILH| kT
B A ] 1B 3o

FEé& / cell XAl A PR G

4x GB300 (aarché4) OOM, 5.82 GiB A0 —cuda-graph-max-bs-dec

Low-Latency wanted / 2.15 GiB ode 64, starts

free

8x H200 Low-Latency OOM, 2.00/0.96 i cap + --mem-fraction-stat
ic 0.8, starts

8x H200 High-Throughput OOM, 2.00/0.48 0 cap + —mem-fraction-stat
ic 0.8, starts

4x B200 Low-Latency OOM, 6.00/ 1.48 u cap, starts

4x B300 Low-Latency (#38839) OOM, 5.82/1.25 B #38839 0 cap

GB300 / B200 / B300 starts ZIEARM cap, RZE
High-Throughput

KR F B]



docs/src/snippets/configs/deepseek-ai/deepseek-v4_1.jsx

ME— BB X, A E DeepSeek-V4.1 cookbook B ERIREM /| KRS HE R4, A& PR
FEHA GB300. B200. H200 89 5 /™ cell ¥k decode CUDA graph batch _EFR5S H200
BB, B 4 /N in-progress cell £ 4 verified, 2 [EATEIM] X—&EHERE
571N

// docs/src/snippets/configs/deepseek-ai/deepseek-v4 1.jsx

/] Xt export const config FEE —— FAAEF / K /IIFE (Mintlify Z hydration
RNSEHKE o

//
/] ¥:18 verified By cell AP F B NEMH L. AEERERBICR,
//

/] A DSpark cell #ZFR%| --cuda-graph-max-bs-decode: JkZAH) batch 7%k
/I IR DSpark decode EBZXA T, FrA NVIDIA F&#H—H,
// MI350X cell B4 %489 —cuda-graph-max-bs; H200 2XE & ZHRFE (140 GiB) ,
/] AN cell EEZERBMEMOER L, FI=A High-Throughput cell RrtueER 5,
export const config = {

// ... modelName / matchDims / modelNames / placeholders / options fRFARZE ...

cells: [
/] —mmmemeen GB300: 4x GB300 (SM103) , TP4 + EP4, TIAS %L E, —
{
match: { hw: "gb300", strategy: "low-latency" },
nnodes: 1,
verified: true, // & FENEIRLAIATEIN, R PREE
flags: [

"—-trust-remote-code",

"—-model-path {{MODEL_NAME}}",

"—tp 4",

"——ep-size 4",

/] TREAERE 128K FRIRTHE3R verify B4 OOM,

"--mem-fraction-static 0.8",

"--speculative-algorithm DSPARK",

"--speculative-dspark-block-size 5",

/I [& PR #73€] Decode CUDA graph: J&4 batch J|RAEXBHKART,
// 20 5.82 GiB wanted vs 2.15 GiB free (3 276.62 GiB) , BRE KR ready,
"--cuda-graph-max-bs-decode 64",

"--reasoning-parser auto",

"—tool-call-parser auto",

"—host {{HOST_IP}}",

"—port {{PORT}H",

Yy — H200: 8x H200, TP8 + EP8, Hopper L&%& MXFP8 dense 1&4%,
/| XBERBHERENRE (139.80 GiB) : Rin cap AR4 1.89 GiB,

/l /NF 2.00 GiB IR BLIER, FIUAN cell REILEHF HLES] 0.8, —
{



match: { hw: "h200", strategy: "low-latency" },
nnodes: 1,
verified: true, // B verificationStatus: "in-progress" &k
flags: [
"--trust-remote-code",
"--model-path {{MODEL_NAME}}",
"—tp 8",
"—ep-size 8",
/I [AR PR ##] cap 2/ EEMEF L, FM—E&FEERKRRET 19.3 GiB,
"--mem-fraction-static 0.8",
"--attention-backend dsv4",
"—-moe-runner-backend flashinfer_mxfp4",
"--enable-decoder-swa-bounded-replay",
/I [& PR #73€] Decode CUDA graph: J&4 batch F|RAEXBHAR T,
"--cuda-graph-max-bs-decode 64",
"--reasoning-parser auto",
"--tool-call-parser auto”,
"—host {{HOST_IP}}",
"—port {{PORT}H",
1.
|3
/l EEEH high-throughput cell FRESHRNFAR, REE
/| —enable-decoder-swa-bounded-replay #mX -—-max-running-requests 256,
1.
b

IR

« E—IFHEREB @wisclmy0611, IRA APPROVED, EX A%, review_comments_count =
0: 1E& @zijiexia FREA&HE, ¥ commit HEFHAN main, THFIE M PR MRMYS
MEAEE, mIEELT diffs

s BRARZHBIFRAATE PR R E, #38839 M caveat ¥ U /EIFIIEBRIRALTE :

It is neither. Running the other three platforms on the page's own image settles it:
every DSpark cell fails to start, and on H200 both cells do.

The GB300 Low-Latency cell is already marked verified and is the page's reference
platform, so the badge is not reproducible today. The MI350X Low-Latency cell
already carries the equivalent --cuda-graph-max-bs 64 — the ROCm author hit this
and capped it. Only the NVIDIA cells were missing it.

- REREWRFEBRERE, WRLEAIIHREEL:

64 is a startup-feasibility value rather than a tuned one; it is ample for the
interactive batch sizes these recipes target, and the three High-Throughput cells
that start without a cap are deliberately left uncapped.

s BIFERIREF B E NFEE: B300 THRE #38839 8y stock g + PYTHONPATH #
#38798 B, #EELL Tincluded for completeness) #riE, #HILERAREMELME,



R 5 B

« 64 RZIRMAE: 1B decode CUDA graph B9& K batch MIRAAIE (B300 A 256) EZ| 64
, BHILEIE graph BZ, BRALTARASERL, XHERREY R, BIEEE
CUEHRESSE AL,

« verified #AriRD =R SEE—BHREZ docs/scripts/check_cookbook_configs.
mjs (B / MR E) , TELXIEHE OOM T, &R PR —RMHE 4 A cell AR
verified, ifi #38839 BEA& I —RBARA LI, RAXSEBRAELFEN,

- R EFESESLSKXE: GB300 / B200 / H200 ¥ Imsysorg/sglang:dev-dsv4 1
. B300 175k B 5 —F setup, MI350X KM; HEHBA batch FIREABRE (
H200 #3kE+ 19.3 GiB) THEARBK AL,

« H200 BEABA LU E: —-mem-fraction-static 0.8 &FE4E KV th, XK R&KE [starts,
serves] , KETXEH@mILTHERILA IR,

s TiEITRRKE: % & decode_cuda_graph_runner ERME, REERSIHITAETHFER
PR

cCIEERREE: &K commit B PR Test (Extra) £M. AMD RH; X2k WX LB 4
Rk ahf R, EWESRERAEMENNRA RAEB] X—E1E R,

XAFME, 8 4 NVIDIA cell A 5 MNERRE AL B, EHEA; MEKRMGS,
NVIDIA fil5 ROCm il (MI350X BB cap) AT—3K, [HAHAWHXLE knobl WEEE
FEEXMK, BREEEFRAE,

RERIREE

- #38802:&3L 7 DeepSeek-V4.1 Flash cookbook 5AEE X4, X THEEMG x KL
cell. A verified / verificationStatus RZXTEE] LM, K PR BEXELEM LANST
NVIDIA /3 sh %t

« #38839Z HIFRIE: & 83.1 #IBRHIFH R % B300 Low-Latency fn cap, BT [B300 4F
A vs setup artifact] B9 caveat; & PR AR—ESZMERENIKREZ caveat, 18 cap #
F| GB300 / B200 / H200, H&—FB D43,

- #38844 R — XM B —RIESHLK: 1E options B HiCache L2 FF%, 54 PR &
cells[].flags BB & / BHHIK knob DB EWNHE, HELAXA Playground BLE
B A DeepSeek-V4.1 B LZL (& HiCache. DSpark. EFIES) HEBIEA.

« BRMME, M #31470 (FlashInfer MegaMOE) . #30575 (AMD # &y MLA) .
#37306 (Rust TreeCore 4R linker) 3R PR, ®FEIAEHIZNZS BN LIFEUHESH
. @ cookbook MIAX LRGN RBEER — 4% BASENZSAAL (DSpark. MXFPS8,
FREFRE) it —LZ4G4MA) BRBKBIZFEWSRHBHTNE, XREESE/TH
BINMERIFR D s BF:F 5,



