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1. #&1E 83.1 #IER~BIAY thinking &% (docs/cookbook/autoregressive/DeepSeek/DeepSe
ek-V4_1.mdx)



« £ Reasoning Example 8 client.chat.completions.create @A B4t
reasoning_effort="high",

« EXHFHE—4): parser REEFFHER B2 Y thinking 3#, thinking BRIAXHE (
SGLANG_DEFAULT_THINKING=false) , 1£ff3E none B reasoning_effort &) 18
chat_template_kwargs.thinking 77,

.« 2

PR BN RRITENE reasoning_content” ERE A F ERM—K, EFRBEZRBNMHE
B ANFAZ,

2. 5 reasoning effort 23 ZV A% (F— mdx)

« B tier 2 integer budget’B&k A : TERM RS low / high / xhigh / max FEA tier, 3k
[0.0, 0.99] & float; B¥k&#k 400 48 (literal_error, 520 reasoning_effort=50) ,

« ANFEEE 1-100 B9ESEKRZE chat_template_kwargs.reasoning_effort, {BiZFEE S 5K
RIEZ BT pop BRE, KEFKITH thinking, 5
chat_template_kwargs.thinking £,

« & none Mwarn EEER"— A IFH BB : BRT RARARK tier, XS XA
thinking——3XIE B iE R E EAE N — o

3. #M ¥ 83.2 5§ 8§82 X B E

- 83.2 TEAATRHBIEFEITEN reasoning_content (finish_reason: "tool_calls" Z #MNEie 2
EIEEE) , Ebtwink reasoning_effort="high",

« 82 #13%¥ “Cap the decode CUDA graphs” ##7r, ERFE Rshé40iEE: DSpark ARy
E#RAEERES OOM, FEE NUKSK --cuda-graph-max-bs-decode,

4. Playground BLE B BN cap FAREIEIRS (docs/src/snippets/configs/deepseek-ai/de
epseek-v4_1.jsx)

« B300 Low-Latency #} --cuda-graph-max-bs-decode 64, F3E verificationStatus: "
in-progress" B verified: true; B300 High-Throughput RAF %A verified: true,

- AREBRIZ B200 / B300 3 FF, =4 B300 FEFIPAAEFX (RE(E 256 £ 0.8 EHF &L
TH3K DSpark fi#ES OOM) , MI350X cell E&R5h,

FEEEEN—4: PR body E#M GB300 / H200 8 cell tin 7 EAEH cap (H200 Z o
--mem-fraction-static 0.8, ER{Xi0 cap RF| 1.89 GiB " AX 2.00 GiB 4&) , HiE
“All eight NVIDIA cells move to verified”; 1BACKIRHER diff MFREZE B200/B300 X
5, & B300 B cell BARSZEN, H200 / B200 cell 35 % in-progress B&H
cap, commit message TR % “‘mark the B300 cells verified”,

5. RIE5EE (TNAAED)

« RABFIENR; E— B ER node docs/scripts/check_cookbook_configs.mjs, 7E&ER
£ 4532 cookbook config check: OK, ©RRIEEELEMN, TELI GLSEXERE
ooM”,

- ENLISIEAERE: GB300 / B200 / H200 £ T B w51%& Imsysorg/sglang:dev-dsv41,
B300 f#/ #38798 MMM (1aa0e96) 3Eidr PYTHONPATH &4 stock image t;

F—4T “starts, serves” #FREAESZ completion Bk, A RE /health, EILXEIIERAE
ALEW, #X7 Cl,
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« docs/src/snippets/configs/deepseek-ai/deepseek-v4_1.jsx (1R ®mHIELE ; 27| config
; £A configuration; &5 b300-low-latency, b300-high-throughput,
b200-low-latency, b200-high-throughput) : A& PR W —& oK SR B AT A B9 SXHF
RE NVIDIA & cell 6B #E3¢ DSpark RS EHEIR, FHAE verified IREFRIT.

« docs/cookbook/autoregressive/DeepSeek/DeepSeek-V4_1.mdx (FE3R {# A CRY; K5
docs; R documentation; &5 83.1 Reasoning Example, 83.2 Tool Calling, §2
Cap the decode CUDA graphs) : AP B & Ha#E / TERARMS
reasoning_effort VA WBAEREX E, & “TRBIAMHLITERZE reasoning_content”iX—|a] &
BfEE 1K,

XEFE: ChatCompletionRequest.normalize_reasoning_inputs,

encoding_dsv41.encode_messages, SGLANG_DEFAULT_THINKING,

REASONING_EFFORT_MAPPINGS

RERED F B

docs/src/snippets/configs/deepseek-ai/deepseek-v4_1.jsx
A PR PrE— ST LFRB BT AR XM : RE NVIDIA & cell 854 DSpark #25% EHEIX
, HAE verified JRESIFIT.

// docs/src/snippets/configs/deepseek-ai/deepseek-v4_1.jsx

// B300 Low-Latency: AR diff $ofE— [ Bt £ EFF X HARBIDRSH cell,
/] 64 ZRFBHEATEMIBRAMIE: T RIRIEAL B RERIERD, FREFET SRR,

{
match: { hw: "b300", strategy: "low-latency" },
nnodes: 1,
verified: true, // B verificationStatus: 'in-progress' #& A verified: ENFEEFREESL
completion
flags: [

"--trust-remote-code",

"--model-path {{MODEL_NAME}}",

—tp 4%,

'——ep-size 4",
"--mem-fraction-static 0.8",
"__speculative-algorithm DSPARK", // DSpark &%/MNaRAMAE, ZRE51E OOM KN EERIR
"--speculative-dspark-block-size 5",
// GB300 REE. B300 FE: JRAE(E 256 EiZEHF G T#HIK DSpark f#HE S OOM
"--cuda-graph-max-bs-decode 64",
"—-reasoning-parser auto",
"--tool-call-parser auto",
"--host {{HOST_IP}}",
"——port {{PORT}H",

1,
b

/] 3EE: PR #REEHR H200 P cell Wi T A#H9 cap 5§ —-mem-fraction-static 0.8.



/] FHIBAIRNAAN NVIDIA cell F4&A verified, 1A diff BB ERIXFA KR,
/]l BREHE LS FH B RE AN,

docs/cookbook/autoregressive/DeepSeek/DeepSeek-V4_1.mdx

AR EEEHNEE / TERATRGS reasoning_effort RARBAHEXE, 2R AN A
FTERZE reasoning_content”iX— 8| BA1E £ F 1K,

# docs/cookbook/autoregressive/DeepSeek/DeepSeek-V4_1.mdx —— 83.1 Reasoning
Example (A& PR &IE)E)
from openai import OpenAl

client = OpenAl(base_url="http://localhost:30000/v1", api_key="EMPTY")

resp = client.chat.completions.create(
model="deepseek-ai/DeepSeek-V4.1-Flash",
messages=[{"role": "user", "content": "What is 15% of 2407"}],
# X¥EE 2 thinking BRIAXF] (SGLANG_DEFAULT_THINKING = EnvBool(False))
# FEZSHEE, encoding_dsv41l F </think> UKR assistant #2&, A R™H thinking 3R,
# reasoning parser WELIFARH AL, reasoning_content BT — M EAFER RIE A,
# 1£fT3E 'none' MIBX{EERSHE ChatCompletionRequest.normalize_reasoning_inputs #-S &
# chat_template_kwargs.thinking = True, XZ3TH thinking BY#EEERIZ,
reasoning_effort="high",
)
msg = resp.choices[0].message
print("Reasoning:", getattr(msg, "reasoning_content", None)) # S IERI NS, MELEEDBE A
print("Answer:", msg.content) # STM#IH : "15% of 240 is **36**."

# RAZ S (EXBRFKE)

# - ERMR4EZ low / high / xhigh / max, = [0.0, 0.99] &9 float;

# - % budget (1-100) R&E&E chat_template_kwargs.reasoning_effort,

# Bz S EHEMBRIZ RS B &ITH thinking, &5 chat_template_kwargs.thinking B2t ;
# - 'none' &£ %M thinking, MAZ% minimal / medium AR#X warn EE:R,
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- PE—IF#H N TLIEX APPROVED, RASMEBAREMRXIIE (other): TEFWEEEAN, B
PR body MEMNEKIEL diff " WSEEZ B8 EFRAPEAITHEEE L.

« FTFHEIEEFERM reasoning_effort, A= chat_template_kwargs.thinking (design):
~IBK A reasoning_effort="high", I &% thinking BRIAXFIX—F 5L,

« B # reasoning budget &% 400 #E48, JR XAIRIRAF IR (correctness): IEXKE AF|HE
% tier 5§ float X8, BB EEKERI2E none X[ thinking B91E X,

« B23) OOM H batch cap X EREFEMEF G (performance): 4
——cuda-graph-max-bs-decode 64 AFE, H200 &K —mem-fraction-static; SHRM
PEREA R
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 RF: 1) XAHEERE diff ATISERA—3K, XEHRFEZEZIN—&: PR body R “All
eight NVIDIA cells move to verified” B H200 B4 cell i T
—cuda-graph-max-bs-decode 64 5 --mem-fraction-static 0.8, 12 commit message R
3%, “‘mark the B300 cells verified”, 1=ty diff W RZEE B200/B300 JF&#{4. B300
Low-Latency 8 cap 5 B300 cell 8 verified &, & H200 / B200 SZfrAkik, T
EEXMELEH LMERIRIK, EEAK PR ZHRNKEER, 2) EEEEH UIEHEE
135 EZRMI 64 RERTEITE, EEENE LE— LR flag, AFPZSE batch
B 64 B3R B UMREEEA (=4 High-Throughput cell fR#FHRK cap)  3)
R ERMES B verified BIRITEE Imsysorg/sglang:dev-dsv4l 5§ #38798
1aa0e96, FERHANZBIANMEZG XL FTREEH OOM, FfRAEMIESIRE, 4)
B BafEIYI: check_cookbook_configs.mjs REERIELE 264, X A REIREERE
BN OOM TC#EA A, A PR EMIIERIX—KHA, 5) RAFBKBEITINME T SR LK
budget R BEFIF thinking” BIARRZE L chat_template_kwargs.reasoning_effort ARG
ZJaH pop BEHEX—)F L, EFEREBTINY, BHESEARK. 6) L. 2K
ERFE——RIERAEATEATETBRAR

- B APMRmRAS: NVIDIA il 5 NMEXHE HIBILIKE cell AWM, 83.1/83.2
TN RRAETARAB R REIERE, WNE—IREE DeepSeek-V4.1 BIHRRE ER
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RN, REXEGFAEZE, BFRMZERPSE: £ Cookbook By verified FriB N FEikek
XTHEAE BN, FENELEFRAREHEA—FERFE x B x commit #ETHE
3, A PR body & diff BEE £ F it AXEARICH AR ME B AIIRBUEE B AT L,

« REEARIE: XA5 diff SERTREARA—K , BB RANE , b BEasmFEE |, BiIFE 05
REHBRGEMS
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« PR #38802 Add DeepSeek-V4.1 Flash cookbook: 4~ PR f&IERJIE 2 #38802 &y
Xt (FA—T @, [— Playground BLE) , shHLERSRBARALOZ T @ R DAT A RIR,

+ PR #38844 [Cookbook] DeepSeek-V4.1: add the HiCache L2 knob to the Playground:

fl % [&] — XX docs/src/snippets/configs/deepseek-ai/deepseek-v4_1.jsx, WtBAIZ
Playground BLE & TFEMGENR, 2 RXHIAXHES EIARA—EK,



« PR #38798 (PR body 3| FA#) B300 IEEALMAAR) : PR body BARAULER B300 cell #Y
IOIF=TE “#38798 tree (1a00e96)” L33t PYTHONPATH & i, &4 PR verified
ZWHERIZ —; Z PR BWAREREM B H A E, FEUCELTAETA L,

« PR #38677 [AMD] Update v4 args for agentic workload: [EJ& DeepSeek-V4 cookbook
RS SEORR T/EL (deepseek-v4.jsx) , FIATRESIERE S BIE A R



