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1. BAIZERMK uses_mlaprolog(): BIRMEBRKSMEGBATHEBERAR—HE, XNEMFR
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2. A BANABIBER: decode BIK w_ke. prefill {28, KRILT X absorption B&{24E A
AR X S (BFEEEN T RATIIRANIE S,

3. HIEBR# S gkv_weight.data.untyped_storage().resize_(0) YEFATF gkv_a_proj ARREH,
A, HERIAER R FREREH /LoRA, B NPUFusedMLAPreprocess R mlaprolog
B2 ME; RIBHIA get_disagg() EREFEME B, TURAKHEREK,

EPUE BN —/N&/NRIE: 7 disaggregated decode + mlaprolog EBE T BE— RIB B |3EtEE
MbE BHERAE, EARKERERMEARE; prefill METEERAZEK w_ke t(ES BT
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THEES BHAL

PR body ¥ Motivation 5 Modifications £/ 7 F—A1&: "Certain weights can be
released after use to increase the available NPU memory.", #rzl = BR BArZ
INPU]glm5.2 fp8 memory opt, BRZE GLM5.2 FP8 B NPU SZ 4 TRREMIRE] BRI
RAERERF. NUISE, BRI EZEFRE mlaprolog BZREIHFHINE:
mlaprolog_preprocess_weight() BE &8 npu_format_cast A£RRIRIZL NZ BIAAI R4S
gkv_weight, % absorption B4 npu_mla_prolog v3 Bt-&ERBEIZEE m.w_kc, PR %k
*E% Issue, Accuracy Tests / Speed Tests ##rF None,

LI RE

1. ¥ mlaprolog ¥lE, FABKSEBEE—EM (python/sglang/srt/hardware_backe
nd/npu/attention/mla_preprocess.py) : IBRIENELE
NPUFusedMLAPreprocess.forward() 8 _is_arch35_dsa or
(hasattr(self.quant_config, "ignore") and any(re.fullmatch(r".*kv_b_proj", 1) for | in
self.quant_config.ignore)) 3B AF F % uses_mlaprolog(), forward() XA



_is_mlaprolog = self.uses_mlaprolog(). XM EZERERZ: & PR I ANERTH
B resize_(0), R & A HZREIR. & B HEFER] AEEBEENE, iREE
storage; KR —A ENEM EHER T XANERE,

2. REWMAEMBEEKRLE gkv_a RE (RIX# mlaprolog_preprocess_weight()) : &
self.q_a_proj_weight / self.kv_a_proj_weight B2423#3¥ npu_format_cast(gkv_weight[:, :
d_lora_rank].contiguous()) FE£KMIBIAZ G, #HE if
get_disagg().disaggregation_mode != "null": gkv_weight.data.untyped_storage().resize
_(0)o EEBREKMEE prefill § decode FftoEAE (RELE null) , EABIARBM,
FRUKEEERACTETLHETESE,

3. AR AEAEEIK w_kc (python/sglang/srt/hardware_backend/npu/modules/deepseek
_v2_attention_mla_npu.py) : & npu_mla_preprocess() B RIE M
m.mla_preprocess = NPUFusedMLAPreprocess(...) ZJ&, ¥ if
get_disagg().disaggregation_mode == "decode" and
m.mla_preprocess.uses_mlaprolog() and m.w_kc is not None:
m.w_kc.untyped_storage().resize_(0), ZFTUAFRE decode BEK uses_mlaprolog() A
B, 2EA w_kc ¥ forward_absorb_prepare_npu_rms_norm_cache %3E mlaprolog
SXER, RAE mlaprolog Bi& T absorption KRR L TR L2 EF.

4 FBERGAE (AXH) : MREFAK import re (HIEEBBENEE| uses_mlaprolog())
, FT¥E from sglang.srt.runtime_context import get_disagg; npu_mla_preprocess() &
JRAENBEE is_mlaprolog = (_is_npu_arch35 and
get_token_to_kv_pool().index_head_dim is not None) or ... (&M, kA
m.mla_preprocess.uses_mlaprolog(). #3RLK _is_npu_arch35 = is_npu_arch35() ¥ &

58N NRE XHFPMEREERASR) , ARAFERERERSA

5. BBERRL: MR XM, T benchmark ##E. TXAEEH; PR REFRRAMEIRKRE%E
, body =% PR Test /K& (Base / Extra / AMD ROCm 10) ¥ AXBORE, &AW
bypass-fastfail #8258 iforgetmyname &3,

R

« python/sglang/srt/hardware_backend/npu/attention/mla_preprocess.py (3R 3 &AM
%38 ; 2K7| source; R core-logic; 5 NPUFusedMLAPreprocess.uses_mlaprolog,
NPUFusedMLAPreprocess.mlaprolog_preprocess_weight,
NPUFusedMLAPreprocess.forward) : #Z:QSZIXH: #3E uses_mlaprolog() £
mlaprolog ¥ E 8 &4k, H7E mlaprolog_preprocess_weight() REXEL gkv_weight
T untyped_storage().resize_(0), EAREHFKESLTREHEERIR,

» python/sglang/srt/hardware_backend/npu/modules/deepseek_v2_attention_mla_npu.py

(13 ST EAEE; L5 source; EA dependency-wiring; &5 npu_mla_preprocess)
AR AKE: BRkME NPUFusedMLAPreprocess Bt#% disagg fa ik E B B &K
m.w_kc, A uses_mlaprolog() £iANEBHZE (FEBHIFR import re. #3E get_disagg
AN .

XS NPUFusedMLAPreprocess.uses_mlaprolog,
NPUFusedMLAPreprocess.mlaprolog _preprocess_weight,
NPUFusedMLAPreprocess.forward, npu_mla_preprocess



RERED R B

python/sglang/srt/hardware_backend/npu/attention/mla_preprocess.py

B SIS #138 uses_mlaprolog() 48 mlaprolog ¥E 8 &Mk, FHE
mlaprolog_preprocess_weight() KEX R gkv_weight 34T untyped_storage().resize_(0)
, EARREBHERES SN EERIR,

# python/sglang/srt/hardware_backend/npu/attention/mla_preprocess.py
from sglang.srt.runtime_context import get_disagg # #3&: iZE PD 9 & At (null / prefill /
decode)

class NPUFusedMLAPreprocess:
def mlaprolog_preprocess_weight(self):
# ... BB fp8 (weight_quant_mode == 3) / int8 (mode == 1) 4% scale 5 q_b_proj_
weight LR ...
# TEMIPIE gkv_a_proj REH g_lora_rank ¥k g_a / kv_a FE,
# npu_format_cast &4 RIS storage B9 NZ R EIA, EbEL gkv_weight
WEBLHERE
self.q_a_proj_weight = npu_format_cast(
gkv_weight[:, : self.q_lora_rank].contiguous()
)
self.kv_a_proj_weight = npu_format_cast(
gkv_weight[:, self.q_lora_rank :].contiguous()

# AR : DBEREZE (prefill 3 decode F—fAta) THBELKEE storage resize X 0,

# FTIEXBRREERILZZL NPU; ELERN (null) £RZBERHEK

#E%&: gkv_weight & self.qgkv_a_proj.weight.data By BME, AMTE—HFFEZSHEEN

storage

if get_disagg().disaggregation_mode != "null":
gkv_weight.data.untyped_storage().resize_(0)

def uses_mlaprolog(self) -> bool:
#AORIIG: RS ABRE forward() BEHHE EIRRAIE,
#it GERITEEE®H] 5 DAAAAEREEBRRE] £HE—HE, BEALZEZRE
_is_arch35 _dsa = (
self.is_npu_arch35 and get_token_to_kv_pool().index_head_dim is not None
)
return _is_arch35_dsa or (
hasattr(self.quant_config, "ignore")
and any(re.fullmatch(r".*kv_b_proj", |) for | in self.quant_config.ignore)

def forward(self, positions, hidden_states, forward_batch, zero_allocator):
# assert self.quant_config and self.quant_config.get_name() == "modelslim"
# route by “gkv_a_proj  quant type as MTP layers can be unquantized
_is_w8a8 = (



hasattr(self.gkv_a_proj.quant_method, "quantization_config")
and self.gkv_a_proj.quant_method.quantization_config.get_name()
== "modelslim"
)
_is_arch35 _dsa = (
self.is_npu_arch35 and get_token_to_kv_pool().index_head_dim is not None
)
# with the mlaprolog enabled, the kv_b_proj layers are unquantized
_is_mlaprolog = self.uses_mlaprolog() # ITARE, REXRAEAANHHE
if _is_w8a8 and not _is_arch35_dsa:
return self.forward_mlapo(
positions, hidden_states, forward_batch, zero_allocator
)
elif _is_mlaprolog:
return self.forward_mlaprolog(positions, hidden_states, forward_batch)
else:
return self.forward_absorb_prepare_npu_rms_norm_cache(
positions, hidden_states, forward_batch, zero_allocator

)

python/sglang/srt/hardware_backend/npu/modules/deepseek_v2_attention_
mla_npu.py

EA A KE: BORME NPUFusedMLAPreprocess Bt disagg At RE 2B FK m.w_ke,
3R uses_mlaprolog() Z#REBHIE (R import re. #3 get_disagg N) »

# python/sglang/srt/hardware_backend/npu/modules/deepseek_v2_attention_mla_npu.py
from sglang.srt.runtime_context import get_disagg # 3¢S N ; RRMRT REEZEHN import re

def npu_mla_preprocess(
m: "DeepseekV2AttentionMLA",
hidden_states: torch.Tensor,
positions: torch.Tensor,
forward_batch: "ForwardBatch",
zero_allocator: "BumpAllocator”,

dynamic_scale = None
if not hasattr(m, "mla_preprocess"):
#PEMEME: RAEREAEIXZRETNE, AUBRRAFLREZE K
m.mla_preprocess = NPUFusedMLAPreprocess(
m.fused_gkv_a_proj_with_mqa,
m.qg_a_layernorm,
m.kv_a_layernorm,
m.q_b_proj,
m.w_kc, # w_kc B mlaprolog Z 4N absorption X k4 EH, FRET KRR
m.rotary_emb,
m.layer_id,
m.num_local_heads,
m.gk_nope_head_dim,



m.gk_rope_head_dim,

m.v_head_dim,

m.quant_config,
)
# ARG (XD BR decode + mlaprolog + w_kc BER, 73 w_kc B storage &S,
# decode Ml mlaprolog BAE absorption @ npu_mla_prolog_v3, w_kc AEMILEK;
# J6H uses_mlaprolog() %(¥, BREMEE w_kc BERR LIRBEIK
if (

get_disagg().disaggregation_mode == "decode"

and m.mla_preprocess.uses_mlaprolog()

and m.w_kc is not None

m.w_kc.untyped_storage().resize_(0)

# mlaprolog does not require additional calculation of g_lora
if m.mla_preprocess.uses_mlaprolog():
#5 FEABRAZERR, RIE BRIl § TETREREDR] BE K
(
a_pe,
k_pe,
g_nope_out,
k_nope,
g_lora,
forward_batch,
positions,
dynamic_scale,
) = m.mla_preprocess.forward(
positions, hidden_states, forward_batch, zero_allocator
)
else:
# 3E mlaprolog % (& forward_absorb_prepare_npu_rms_norm_cache %) {&& w_
ke,
# ERAXBERAWER, ZBRALTEBEE T
if m.alt_stream is not None:
mla_event = torch.npu.Event()
mla_event.record()
with torch.npu.stream(m.alt_stream):
# alt stream waits for the completion of the event on the main stream to ensure
data dependency is complete
torch.npu.current_stream().wait_event(mla_event)
(
a_pe,
k_pe,
g_nope_out,
k_nope,
forward_batch,
zero_allocator,
positions,
) = m.mla_preprocess.forward(



positions, hidden_states, forward_batch, zero_allocator

)
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AR PR JLEFRZRAERRETHITHE: PR review ¥4 iforgetmyname 8 APPROVED E body
A%, review_comments A 0, {RAEFHSK Issue Fib——iforgetmyname 8y

/tag-run-ci-label 51E#& Liwansi B /rerun-failed-ci, WEt=2i%,
untyped_storage().resize_(0) XF AR, UK prefill/decode FHSEERIHR (
gkv_weight # = "null" BRFERR, w_kc RFE == "decode" $iX) #EAEFTF PHITILHICE
B, NMETESRBNEEMAE (uses_mlaprolog() B &HE + disagg A &) KB,

« RE[HH resize_(0) BB IEHEHIA (design): KiTib, XM TR
uses_mlaprolog() B SR Z 0 get_disagg().disaggregation_mode I13¥, REEAPELY
E BOMHR K Bl 13X — R R,

« Cl Z&RKEELEWBAR bypass-fastfail &3F (testing): &3 A =T B B 1L 4kXT, Bk
SRR Ascend 313 (GLM5.2 FP8) Lbffudt AT I, &R/ = £ 3A9MIR Sk
benchmark iE#z.

« BIWSEEAE prefill / decode ZBIARXHR (question): ki, TEERE prefill M EEEE
w_kc IR (RBIERE) , BRTREREZERTERE FERLINHNEFHRMTE, ZiX
YEZ A AR
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1. B MERBRKR Y, BAEHRE storage EHAT: mla_preprocess.py ¥ W4 % &
gkv_weight = self.gkv_a_proj.weight.data.transpose(0, 1) E5¥ A& HE,
gkv_weight.data.untyped_storage().resize_(0) SZFrEZ M Z gkv_a_proj XREHNEE
storage., BR g_a_proj _weight / kv_a_proj_weight B8 npu_format_cast 4 I3
BIAR, EBEFBEETZSHEMENERE (REEH / Fank. LoRA 3k, MTP EEA.
3E mlaprolog E3R) #4<EZFRERILEITHAT.

2. BRKH EARFEITR E T XBEF: get_disagg() BRE sglang.srt.runtime_context,
mlaprolog_preprocess_weight() B TIXEMAE (RAEMELR) , FiK
disaggregation mode EAREN, FHEANEB, MILSEFREKX (RiRfE. RBREEEHR)
. HEERAR,; ME npu_mla_preprocess() FIZF|IE L L forward #, BEF LERZ
2,

3. prefill/decode BHBSEEARXNFR: w_kc RIE decode £k, M gkv_weight 7 prefill 4
S8k, #& prefill MIEERE— NPUFusedMLAPreprocess S35 A E L EE
w_kc BIE&AZ, NAEEMEER. TERAMAE, Ka5WHAR—K RZFE prefil e
&, NAFEERLANEMEE, REES5 PR body #EZHA MR,

4, BRZIEEYE: BN, THREXLL. TER / H#kdE, B CI (Base / Extra /

AMD ROCm 10) ZEMREES 2R KIK, &FHKM bypass-fastfail, BREIZKFHRER
A B AT AR F#HAN main 8y,



5. 4L H|EWRIER : is_mla_preprocess_enabled() / is_npu_arch35() &4
Iru_cache HIERZE B, uses_mlaprolog() MERBAFR (BIKH|IE + BH) , &
RERESEFTIEL get_token_to_kv_pool().index_head_dim, % KV pool FEiZBt K441k
, FlEER TS B8R —5K

- ¥ FraEEPE Ascend NPU + MLA Z£MER (GLM5.2 FP8. DeepSeek &7

MLA/MTP) B9ZRE-:

« IO BN decode 24 BIK w_kc 5B gkv_weight B A E&FE MM, g LEHA
KV cache B& / X, BERRKMNNEEZHZE; BHEBE. 88 MLA REAK (
FP8 KiER) , RitREZHIAE,

« Xt (disaggregation_mode == "null") 3LZE: {X uses_mlaprolog() FIEMWEM, 1T
ANEN, TEFETH. THhEERF M.

« Xt prefill 526: gkv_weight S#EK, w_kc RE, TANTHEEZE, FELNHFEAT
E3R,

 HALGEREBA: BRI RAEAN NPU B34, EO0LEh, FEER
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+ PR #38827 [NPU][Hicache] Add Ascend Memcache Hicache L3 storage backend: [&/J&
Ascend NPU BB & /KV 2 BBEMERMIKE: — DM BRERT &, —IPMREMBESR
, EREMFR NPU L KV cache 28] Z FR &Y 5] 1,

« PR #38954 [Refactor] Generalize DeepSeek V4 compressed pool management: RRE
& DeepSeek MLA AF|E NPU LA MEIE (253
hardware_backend/npu/dsv4/dsv4_memory _pool.py) , 54 PR 8§ A GERESHE]
BTR—% NPU EHEREF M,

« PR #38993 [Refactor] Generalize attention graph variants in the decode runner: 2~
PR 8 uses_mlaprolog() F&%& arch35 DSA % ({&K#
get_token_to_kv_pool().index_head_dim) , 5 #38993 #EX MLA/DSA ST & N TIREH
HIERIR, ERELZEZNZHRAZRSKE—TTERAD,



