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# 5EM CI: CUDABRRERE, AMD M3 stage-b BFEH,
register_cuda_ci(est_time=56, stage="extra-a", runner_config="1-gpu-large")
register_amd_ci(est_time=120, suite="stage-b-test-1-gpu-small-amd")

def attention_backend_kwargs():
"""Engine attention-backend kwargs for the current platform,

fa4 5 flashinfer #f2 CUDA-only: fa4 JkA%| CUTLASS CUTE DSL W#%,
B CUDA ET5E5 A, ROCm Bk Triton fEX%— attention /53,
XPU MZkLE#E intel_xpu BE& AR,

from sglang.srt.utils import is_hip, is_xpu

if is_xpu():
return {"attention_backend": "intel_xpu"}

if is_hip():
# ROCm %A fad/flashinfer WAZ, prefill 5§ decode £&F3% 2| Triton,
return {



"attention_backend": "triton",
"prefill_attention_backend": "triton",
"decode_attention_backend": "triton",

}
# CUDA BRIABBZRIRIFARZ: flashinfer + fa4d,
return {

"attention_backend": "flashinfer",

"prefill_attention_backend": PREFILL_ATTENTION_BACKEND,

"decode_attention_backend": DECODE_ATTENTION_BACKEND,
}
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# FEEMHILE attention E38iEE: ROCm A Triton, CUDA &% fa4/flashinfer,
ATTENTION_BACKEND = "triton" if is_hip() else "flashinfer"
PREFILL_ATTENTION_BACKEND = "triton" if is_hip() else "fa4"
DECODE_ATTENTION_BACKEND = "triton" if is_hip() else "fa4"

# CUDA 4t 4 & B200, AMD {3 N stage-c 4 FF&#,
register_cuda_ci(est_time=96, stage="extra-b", runner_config="4-gpu-b200")
register_amd_ci(est_time=180, suite="stage-c-test-4-gpu-amd")

# engine MER NS A ENHEE, BRBELERBEH "flashinfer',
engine = sgl.Engine(
model_path=BASE_MODEL,
tp_size=TP_SIZE, # TP=4, 5 stage-c 8 4 | suite LA
enable_lora=True,
max_lora_rank=MAX_LORA_RANK,
lora_paths={"my_lora": adapter_path},
lora_backend=LORA_BACKEND,
attention_backend=ATTENTION_BACKEND,
moe_runner_backend=MOE_RUNNER_BACKEND,
experts_shared_outer_loras=EXPERTS_SHARED_OUTER_LORAS,
prefill_attention_backend=PREFILL_ATTENTION_BACKEND,
decode_attention_backend=DECODE_ATTENTION_BACKEND,
)
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