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1. MiniMax-H3 AdalLN EHERFR 3 iERFEHERRK (python/sglang/multimodal_gen/r
untime/models/dits/minimax_h3_adaln_cache.py) . @FB{LF _skip_for_pressure() (A
HFEATHIEA plan WER) . build) BE (EZ plan F3TER rebuild JX¥5 ¥ 3t
) . _swap_in_from_host() BER (MENMEETHEA plan) . =R ERIEHN
self.stats it#k (host_pressure_skips. built_plans. host_hit plans) , EHEHRHARZ
XAmY, Z50F. EE5EARSNEMINEART, XHKRNREZX=LRIZE
RESTERERETMEL, BT EEEMRE, FERF.

2. Helios REREEHHEEZRE (python/sglang/multimodal_gen/runtime/pipelines_core/
stages/model_specific_stages/helios_denoising.py) . BKahaRIE
HeliosChunkedDenoisingStage._maybe_toggle_quality_fusions() #
mount_helios_gated_residual() FZh4 X 89 logger.debug, FREXEM want ==
self._quality fusions_mounted 1R[] return {RIE T 3k / HH R AR ERMVE ETRR L
&, BEARFMEH ARG, ENABIENTBERBRZZE mM—RE%K; unmount 29X AKH



BRABE, ERERSEHHNEEIRERAE TN,

3. Layerwise R E#H 8T BIULIZBIFE . (python/sglang/multimodal_gen/runtime/manag
ers/memory_managers/component_residency_strategies.py) o LT finish_use() &
CUDA £EFHNAFEMS X £ empty cache() 2/, #®H
module.layerwise_offload_managers J8F advise_mapped_pages_cold(room_bytes=...)
%1t paged_out, RA paged out IEERTAITER, FEA debug &, XL RAGTIEESR
R4 TEE REBRIAR AT, 1B SHARED_POOL_NEXT_STAGE_HEADROOM_BYTES %584
room_bytes THHZ /5 S TUEIARA AT T2 K5,

4. MR, MESIHBEE: Lo A PR RIWREKMEFNRAXMH. Cl BEHIFREBHA, 1
RA schema / #ORATA (change_kind $Ax7E8 data-contract (X3RN B EXE S
, BFREFERN)

5. 9% 5&H#E: head 4% A codex/diffusion-cache-log-hygiene, # 2 A commit
—— FKRIEX chore(diffusion): quiet request-path cache diagnostics #1—XX Merge
main to pick up IPC JIT recovery for diffusion ClI, E&EIRWAMEELE Cl £KEEFEFE
main AR ERA PR BN,

R

« python/sglang/multimodal_gen/runtime/models/dits/minimax_h3_adaln_cache.py (£t
ZHUR; 5| source; EA logging; 55 _skip_for_pressure, build,
_swap_in_from_host) : & PR REimEFTHXHF, HRIBFBRKEFZLRZHEERESR (3 &)
, W& AdaLN ENEFTIMERBENE,

« python/sglang/multimodal_gen/runtime/managers/memory_managers/component_resid
ency_strategies.py (3R #IxKe&: 35| source; EA core-logic; &% finish_use) :
layerwise & Bt H KBS o ——AMF K BEAZ 20T H EWER, H K& CUDA EZEENAGFAM
8954 T B4R

+ python/sglang/multimodal_gen/runtime/pipelines_core/stages/model_specific_stages/h
elios_denoising.py (#3k KweFEL; KAl source; A logging; &5
_maybe_toggle_quality_fusions) : Helios chunked denoising MM E&3%1E KR BARULIEE /
#1#% gated residual B H EHER, BARIBEREREEELEN—ID.

XPEFFE . _skip_for_pressure, build, _swap_in_from_host,
_maybe_toggle_quality_fusions, finish_use

X R Fr B

python/sglang/multimodal_gen/runtime/models/dits/minimax_h3_adaln_cach
e.py

A PR BAIREFTHXMH, HRIFREEZLZLZWEEER 3 4) , L2 AdaLN ENEEFT
MU P8 X BALE
class _MiniMaxH3AdalLNHostTier:
# ... B8& host slab 9'EC5 group BIEISL ...

def _skip_for_pressure(self, group_key) -> None:



"R EA TRFIELA plan SAEHEFRAM.

XEBERAE info &, MEERSTRMEERMEREME,

FbA PR KA debug: BRIAZE:, FERAEI DEBUG ML,

JE & self.stats.host_pressure_skips 3R B % &,

BN BE A% A BE B SRR — R K,

if self.stats is not None:
self.stats.host_pressure_skips += 1

logger.debug(
"MiniMax H3 AdaLN host tier: group of %d plan(s) skipped under "
"memory pressure; it will recompute on its next occurrence",

len(group_key),

class _MiniMaxH3AdalLNCache:
# ... BB slot KBS, checkpoint %5 host tier X ELIA ...

def build(self, *, wanted, missing, group_key) -> None:
"IREERERAN plan, FIEEYA plan EERENESF, "
pending_slots = self._allocate_slots(wanted=wanted, missing=missing)
# ... B8 adaln MIAEE. ColumnParallellinear K &5 HFEIR ...

# Commit host metadata only after every layer has been written.
self._slots.update(pending_slots)
self.rebuilds += 1
self.stats.built_plans += len(missing)
# rebuild BTEEARNENEFTEERRZE, FERE;
# A debug G EIR RERAZ L &IEKRI—1T,
# ESCE RN E stats.built_plans / self.rebuilds 2%,
logger.debug(
"MiniMax H3 AdaLN: rebuilt %d plan(s), %d/%d resident, pass #%d",
len(missing),
len(self._slots),
self.max_plans,
self.rebuilds,

def swap_in_from_host(self, *, wanted, missing) -> None:
"NEE I THRABRKE plan, FEEBELRE, ™
assert self._host_tier is not None
assignments = self._allocate_slots(wanted=wanted, missing=missing)
# ... BB H2D # 1. fence_gpu_reads 5 %% )33E slot ...

self._slots.update(assignments)
self.stats.host_hit_plans += len(missing)
# host PRI RZFIBEREMH, BA debug;
# P E T M stats.host_hit_plans i,



logger.debug(
"MiniMax H3 AdaLN: %d plan(s) from the host cache, %d/%d resident",
len(missing),
len(self._slots),
self.max_plans,

)

python/sglang/multimodal_gen/runtime/managers/memory_managers/comp
onent_residency_strategies.py

layerwise & E#H KB p o ——AMERKERIZ 20 B B R, Kk CUDA XEFHAFZMD
A TR,

def finish_use(
self,
module: nn.Module,
use: ComponentUse,
state: ResidencyState,
) -> None:
"EAEAMBERALER, BIKERE OHIERAGFNTARAAS T, "
# ... BB release_all / park_non_layer_weights 5§ MPS &% ...

elif current_platform.is_cuda() and current_platform.device_shares_host_memory():
# MERARNNERE O BELEIK, BN caching allocator 38 ;
# AEFFA X HARET —M BB FTEE page cache, KRR,
empty_cache = getattr(torch.get_device_module(), "empty_cache", None)
if empty_cache is not None:
empty_cachel()

# T—MERIRA, RAGNTTEERTENERMN—Hi;
# ATHATHNER = YRITHAZE - PENMERTZNRE,
room_bytes = max(

0, shared_pool_available_bytes() - SHARED_POOL_NEXT_STAGE_HEADROOM_BYTES
)
paged_out = 0
for manager in module.layerwise_offload_managers:

advise_cold = getattr(manager, "advise_mapped_pages_cold", None)

if advise_cold is not None:

paged_out += int(advise_cold(room_bytes=room_bytes) or 0)

if paged_out:

# ZRAXESRNBEHRRRTaED, BTRSRAMIERE;

# AR PR IBXEKUBIES| debug, ERIERRZERS,

# 18 advise_mapped_pages_cold BJAS5 room_bytes it&H EL KK,

logger.debug(
"Layerwise offload: paged out the first %.1f GiB of %s so the "
"next request's stream fits the %.1f GiB the cache can give it.",
paged_out / 1024**3,
use.component_name,
room_bytes / 1024**3,



)

python/sglang/multimodal_gen/runtime/pipelines_core/stages/model_specifi
c_stages/helios_denoising.py

Helios chunked denoising M ERIZIE R R EAU(IIER / #13% gated residual B9 B EWBER, =
ARRIBERBEZ B ELEN—D,

class HeliosChunkedDenoisingStage(PipelineStage):
""Helios DRERMER, ZIBERR BN gated-residual REEE, "

def __init_ (self, transformer, scheduler):
super().__init_ ()
self.transformer = transformer
self.scheduler = scheduler
self._quality_fusions_mounted = False

def _maybe_toggle_quality_fusions(self, batch: Req) -> None:
# XY quality A "extra-high"/"high" Bt #%E R & H Helios
# gated-residual R#42; "lossless" {RIFSE LM FP32 Fi%,
# ARIERA —K,
quality = getattr(batch.sampling_params, "quality", "lossless")
want = quality_allows_kernel_fusions(quality)
# AR EARIERERE, BESMERMELER / HRK.
if want == self._quality_fusions_mounted:
return
self._quality_fusions_mounted = want
if self.transformer is None:
return
if want:
if mount_helios_gated_residual(self.transformer):
# HBRXNRAE info, R PR EA debug:
# ZERRAEREMMENEIN, BT 2miERE,
# BRIAMRIFZEE, mount ABRAHMERE (TAKRE) .
logger.debug(
"Mounted Helios per-token gated residual for quality=%s", quality

)

else:
# S IARRBRAITEE, EibiEs / #1560 B BT AKIERRK,

unmount_helios_gated_residual(self.transformer)
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MR (XEFRE Jiff PAE) XERIEHELAFE| DEBUG.
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FEHCHER (40 HiCache HAXEEIR) NARERE info REF VW, BERHERERRFEX
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« PR #39034 [Diffusion] Recover IPC JIT initialization after interrupted builds: 4~ PR 8
F=/ commit BAFAE & “Merge main to pick up IPC JIT recovery for diffusion CI", %
A% B A A RARTT diffusion CI B9KIK, 2 PR REA&FBIRATIR.



« PR #38782 [Diffusion][CI] Expose nightly server telemetry coverage: R /& diffusion ®
FMMEELL: Z PR EAREIBBNRFER nightly B, A PR NIBEREZHHEEE UL
¥, FAELRESNIMADME EERIER / BFR

« PR #39036 [ROCm] Raise HiCache JIT block quota for mapped-host throughput: [+
W RYEK /HiCache ENMAFBRITE B9 LBT S ARIEX, TE5AR PR F AdalLN host tier 5
layerwise TUEIX B & &KX 4132,



