PR #38774 RERLE

sgl-project/sglang
Fix device context during NIXL backend initialization
&¥Btla: 2026-09-16 17:59

JRSCEERE: http://prhub.com.cn/sgl-project/sglang/pull/3877 4

PATHRE

« —A)iE: NIXL backend ¥R — helper &ABNLHEE, BE 2L FMBRREHEE

c EEME: ESEIR: RERENX 8 1T, BAK devic RSELBEAM X —EHBMNH X
faft, B2 EEXAL PD 2B L FHBOVBHERNE, BNEAKRIT=4: £—,
create_backend BT set_device 5 create_backend BIHRE XA, VUK NFISMKE
run_with_deadline EARIR; H=, &F&MHTM ServerArgs.device 3|
get_device().device HNEHEHHE, FLEFE runtime context HEORABER D AL, H=
, MIREB % (object._new__ + patch &£ init_ ) BRAUKEE— 1L LERZ TR
RARE, BhEEE T RERE, T RNRNNZE—HIATE SBE &2 hook
=& BH stub,

THRES B

NIXL backend (UCX/GDS_MT/UCCL %) @MAEXMN rank Bi&&ET X delZE, &N
backend T RESRE B2 GPU, PR body BAF#ILEAEIHL: Read the resolved device from
get_device().device and select kv_args.gpu_id inside the run_with_deadline callback
before creating the NIXL backend, FZ3K Device selection and create_backend

execute in the same helper thread, ZFrAi% runtime context, ZRABFHTIEF
ServerArgs.device TBEI A None, EIEHIIREELE runtime context BAFHTHKEY; MNERIE
HERUTE self.assertlsNone(server_args.device) R get device_module # X "cuda" i
F. B4 PR body BRIAANA CRAFIELRIBEINEEES LK (Both new role cases fail
when the original backend initialization is restored) , tBAX 2 EY3{R3r i IE L kM,

TR

1. 8B ANDO: NixIKVManager.__init__ (python/sglang/srt/disaggregation/nix|/conn.py)
ERHT SGLANG_DISAGGREGATION_NIXL_BACKEND.
SGLANG_DISAGGREGATION_NIXL_BACKEND_PARAMS ##3i& nixl_agent 25, EE
B]3Z NIXL backend, MRIEIE %A% run_with _deadline(lambda:
self.agent.create_backend(backend, backend params), ...), ELRAS#IZHEF| deadline
helper &REPAT, EEBEPHLURNREREFSMZ(EE,

2. WEFRBENEITHR ETX: 3 import torch, F#38 from sglang.srt.runtime_context
import get_parallel, get_schedule # B AR S A get_device, REFBEETREA
None B ServerArgs.device, mAZBE get device().device X—BEMEITLER, BWH



torch.get_device_module(...) 3|} N/F#mER (CUDA TFBF torch.cuda) , fRIEESREMF
J& IR BT B IE AR IR,

3. & set_device 5§ create_backend UKSKE|R—®=E: FGEIEREL create_backend, %
—fTHUAT torch.get_device_module(get_device().device).set_device(self.kv_args.gpu_id)
, AT return self.agent.create_backend(backend, backend_params);
run_with_deadline BRABPZR T %, EREEXFEERESHRES, RAEE
set_device #&#t helper XFf2AER, backend A& kv_args.gpu_id R GPU 444
& (TP 3 ET gpu_id 3E 0 B9 rank IERWRIN R E) . BESHK
SGLANG_DISAGGREGATION_ENGINE_INIT_TIMEOUT & what 3k {&HFFE

FEIRIEXRFE: HEEN return BAEREME, R®E run_with_deadline B,
test_backend_initialization_propagates_error B assertls I JRIE T H N LR & &
e, WMRIIEH set_device BT ELA BN / FERA,

5. MERBLE: #F3E TestNixIBackendlnitialization 5%#Bh A% initialize_manager,
object.__new__(NixIKVManager) + patch.object(CommonKVManager, "__init__
return_value=None) S8t &R L ¥IEM, F patch.dict(sys.modules, ...) fh3& nixl /
nixl._api, A patch.dict("os.environ", ...) Bl EGistE *XIMETE, H@ET
get_context().override_server _args(device="cuda") R &% BEIIRE; =
hook (_start_bootstrap_thread. _start_decode_listener_thread.
_start_heartbeat_checker_thread) 5 register_buffer_to_engine &4 stub, XN
ERR Y register_cpu_ci(est_time=11, suite="base-a-test-cpu"), I N CPU Cl Bf.,

6. MIRBTELE . test_backend_initialization_selects_device_in_deadline_thread &
prefill(gpu_id=3) 5 decode(gpu_id=1) A subTest T, @3 side_effect iBX (41,
23, 442 ID), B £PORAR. P A set_device J& create_backend.
backend_thread != caller_thread. backend Z#JE prefill A {"num_threads": "8"} M
decode B {}, LR IEXSSEKIEX—HE,

KX
« python/sglang/srt/disaggregation/nixl/conn.py (13 S BXfEH; 25| source; R

core-logic; &5 NixIKVManager.init, create_backend) : #Z\M& 8 & :
NixIKVManager.__init_ FBi&&I#S NIXL backend BlZEEH AE—1N
create_backend &, FHB&M runtime context EATIRE, HIEFERELF PD F{ET

backend #RE 8 GPU,
« test/registered/unit/disaggregation/test_nix|_backend_basic.py (#E3R Wsafb &M ; 235

Y=

test; A test-coverage; 5 TestNixIBackendInitialization, _initialize_manager,

fa B &g

test_backend_initialization_selects_device_in_deadline_thread,
test_backend_initialization_propagates_error) : #3g TestNixIBackendInitialization,
A CPU BMEM B — helper ZRERNEZRBELZE backend”. S HLACERSREE
&, BAORIE S E— B EYIFRIFS

XS NixlIKVManager.init, create_backend, TestNixIBackendInitialization._initialize_

manager, test_backend_initialization_selects_device_in_deadline_thread,
test_backend_initialization_propagates_error, run_with_deadline



RERED R B

python/sglang/srt/disaggregation/nixl/conn.py

BEE & NixlIKVManager.__init__ F{E% &5 NIXL backend B2 &H AR —A
create_backend &, FBEM runtime context f#ATIRE, HIERESLF PD FETF
backend 4fE 8 GPU,

# B A0 : NixlIKkVManager.__init__ #4812 NIXL backend B9—E
backend = envs.SGLANG_DISAGGREGATION_NIXL_BACKEND.get()
num_threads = 8 if disaggregation_mode == DisaggregationMode.PREFILL else 0
backend_params = json.loads(
envs.SGLANG_DISAGGREGATION_NIXL_BACKEND_PARAMS.get()
)
if not isinstance(backend_params, dict) or not all(
isinstance(key, str) and isinstance(value, str)
for key, value in backend_params.items()

raise ValueError(
"SGLANG_DISAGGREGATION_NIXL_BACKEND_PARAMS must be a JSON object "
"with string keys and string values"
)
# transfer_worker 5 _start_bootstrap_thread 3 %354T, ENAEERAEXELRAZLH sync_
mode=None
agent_config = nixl_agent_config(
backends=][],
num_threads=num_threads,
sync_mode=nix|_thread_sync_t.NIXL_THREAD_SYNC_STRICT,
)
self.agent = nixl_agent(str(uuid.uuid4()), agent_config)
if num_threads > 0:
# TODO: % NIXL EBLESH nixl_agent_config FEAEL B NAIZEE backend &Ik
if backend == "UCX" or backend == "OBJ":
backend_params.setdefault("num_threads", str(hnum_threads))
elif backend == "GDS_MT":
backend_params.setdefault("thread_count", str(num_threads))
elif backend == "UCCL":
backend_params.setdefault("num_cpus", str(num_threads))

# |IHE A% run_with_deadline(lambda: self.agent.create_backend(backend, backend_
params)):
# EAEIREE S| deadline helper REEHAT, MU RIHRE BEBAMIRE,
# EAMRBITIRERRH helper &A2, backend AT AELRBIEERE9 GPU L,
def create_backend():
# iZ&B runtime context P EMHTRIER, MAERIMETEETIA None By ServerArgs.
device
torch.get_device_module(get_device().device).set_device(self.kv_args.gpu_id)
#REMES BFECE run_with_deadline #EfE, #BEHEX S before RF—K
return self.agent.create_backend(backend, backend_params)



run_with_deadline(
create_backend,
timeout_s=envs.SGLANG_DISAGGREGATION_ENGINE_INIT_TIMEOUT.get(),
what=f"NIXL create_backend({backend!r}, {backend_params})",

)

AR
TSR PENRIERMME, MIESZIAERE, Codex FLEALE P2 4!

Stub the decode listener in initialization tests - Because this helper mocks
CommonKVManager.__init__, the spawned daemon immediately accesses the
nonexistent mgr.server_socket and raises AttributeError in the background. Direct
unittest execution can remain falsely green despite the traceback, while pytest can
report an unhandled-thread warning.

%IPE ispobock R —KITW TH-L1EE: @aurickg could you check this comment?, 1E
FEMEE Fixed, BEIEZ 75babb0 Mock decode listener in NIXL initialization tests p_E
patch.object(NixIKVManager, "_start_decode_listener_thread"), X—%&54 PR B W
-W error::pytest.PytestUnhandledThreadExceptionWarning FASAE#EM X WER stub,
EeL&BREASILABIE unittest T1R%,

— &% KB Cl: ispobock # % There is a Cl regression: .
../runs/3473CI268CI43/job/1 03762765849 cc @aurickg, 1EEEE Fixed, HEERRFF (
S5bbecbd MIRBE — ed17a2e & main — 75ba5b0 b mock — 7bdbac7 Use resolved
device for NIXL backend initialization) , = AIERHREMENT AN (BKH get_device().device)
55 642 stub B ZF review/Cl RAFEUKERHY, BEARHOR CI LKBEFREREE, 1t
PRABBEENNX A

« AR R stub decode listener, & & &R % FEMBL (testing): fEEE & Fixed, 3
X 75ba5b0 Mock decode listener in NIXL initialization tests, 7 patch.object FF7%
Hmxh E  start_decode_listener_thread, 5 _start_bootstrap_thread.
_start_heartbeat_checker_thread X+3%,

« PR #AE] 2N CI Y3 (other): CI BB E; AAREATSTWRBERAN, MEdRE
fit, EE CI HE#IA,

o REREMTRIRZETF get_device().device fm3E ServerArgs.device (design): 7 E# R MH1%
B3| & AR 7bdbac7 Use resolved device for NIXL backend initialization; %i%3%{E
IaXE ServerArgs.device A None BRI EREZ S, 1BHiEX B 3BRE runtime
context & BEAMIKE,

R 5 B
o XS
1. MBI ZRIT AT NixIKVManager.__init__ BLEIRER runtime context 89 EAEAT

R’&E, EREFARKBR (BEXRBHA, BEmiE. KA device BIENIRE) E
context A RITA R ZANEIL, SEFEMWE, MIBEINEERLHRA. Tae BEMESEF



o XEARNKE, BRTITAZE,

1. RIERHIEX R EZ helper &F2: set_device Rt deadline Ri2ERK, FEREFLRBER
transfer_worker EHEERIZERS, BEEMNBIL backend # X IZBIEFRH IZ &AL,
BERRRKR, BRAENSHRPEELE,

2. ZWFEIRIEAM: torch.get_device_module(get_device().device) # NPU/XPU &F &
ARBRE torch_npu F#E3R, EXNRNEGFESABREFIFEESTAFE—K, BITER
BELEORERMA LR, SEMENLEIEURIAIER A AR,

3. BIRfER T set_device MR ERWRAE what=Ff"NIXL create_backend(...)" 89
ETFXH, BANEEEAN TR ETIMEE,

4. MR HESBRENKE: IR object.  _new  + patch &3 init_ 8" Fwma”
%, WK get context().override_server _args(...). patch.dict("os.environ", ...) &4p
ERE A ; AR Codex F8HEY start decode_listener thread J& stub IE &2 iZAE =B RFE 52
Bl— _init__ PAEMIEAEEERE / BT E T AEENT T AGEBR LK,

5. E)I@E AR Kah R NIXL EiRtlZME (UCX/OBJ/GDS_MT/UCCL) , RERET
ERERAEZERE; PR EEIAR —K Cl MIHEMSE, - ¥ XEA NIXL # PD
SBEHNEE: £+, gpu_id I 0 8 rank & backend ¥ YR E R EAIRE, R
backend 5§ KV A&FZMEESER® GPU L RERIMBH LK FaMEEIR; X gpu_id=0 B4
EWEFR /| EFPRELALRN, XAGREMRE, KhEEEMIEFIFE, FREED
5Em, XEARMmE, #FEH CPU BN ZEME backend BIEER—&2. N7
EH. 2HEH. REBEBEMARY, BELEM run_with_deadline 3% backend 8z
FEHBENSWIEER; RMEZAFBEAN base-a-test-cpu B (est_time=11s) 3
X runtime context 5IFREE patch BRI, XHEFRER M RE&M X B ANEEREN
WM RE, MIESTHUERREEEAEIN. - NRARE: PD MR LCEETE |
KRR E LT, R runtime context R &R , EABHNREEREZNE , ZE
)5 IR AR IRARAT

KERBKL

« PR #38935 [PD] Do not admit intake-rejected requests to a PD handoff: @& PD 4B
BEEE . PR3h python/sglang/srt/disaggregation/{utils,prefill,decode}.py 5 scheduler.py,
FRAEAOR NIXL backend ¥ E, FEKSH PD EAS RENEAERRES, FEHLRR
7 prefill/decode fi & #R2M B 55 ERRIEERM,

« PR #39404 [NPU] Avoid device synchronization in Ascend sampling: E—E& 85—
RN ERP RAZEMPRSEEFRERE /| EFRLAEKR (3Z PR &K sampling_batch_info.py

5 sampler.py, BFIERDB|ENMDUBIRE token RERY) . XEKBEFSF, =MENK
&L TXERFP FTRERESE,



