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. —A]iE: (BE % token HE T custom logit LIBESIHAEERFTH bug
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HR. ZWBE: HIEXFE mask MIBRIEY EE| token FER, ArARENSHIIXRD
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THRES B

PR body BARI%EAIX 22— bug fix: Custom logit processing is not handling things
correctly if num_tokens_in_batch > 1, BIYSE/NERE—RRHEHE T HIEZ A token 1T (
4n speculative decoding BIRIEMEY) B, BEX logit BB EIWESRI KLY B
, FREEBANE logits TR ILE, A3 B AIRTEERIRITEXN,. BEHRNA Params
are manually repeated when num_tokens_in_batch > 1, BRIEIER KR SIE L ETE EB AL
token EFRHEE,

SRR

1. E{UERFE: 7 python/sglang/srt/layers/sampler.py 8 apply_custom_logit_processor
H, batch_mask B33 torch.repeat_interleave(batch_mask, num_tokens_in_batch)
MIERKEY B2 token KLE, 1BfE% processor By custom_params 5| &k} R %
batch_indices £ —1%. RE num_tokens_in_batch > 1, custom_params 8953t/
T logits[batch_mask] 89474k, KEIRBAIRIRAT zip RREINSENM. BREKMWRE,

2. 188523 ¥ custom_params BYF &S A FBMEIF—INE IR 76 P B
batch_indices, W/Z for _ in range(num_tokens_in_batch) ¥R —E&ERNSEHELEES
num_tokens_in_batch X, BT torch.repeat_interleave EIEZEENTEESEE n X,
ZE)NFF A8 —EK; num_tokens_in_batch BRIAA 1 BT HERAEZEEN, RIARRZRE
E3,

3. MIRELE: 7 test/registered/unit/sampling/test_custom_logit_processor.py & ¥
TestApplyCustomLogitProcessor iR, FITHiE SamplingBatchInfo (3 AMNMEXK.
batch_mask A [True, False, True]. num_tokens_in_batch=2) , K= 4tIEEUKF|EH
custom_params A [params[0], params[0], params[2], params[2]], HARE logits FHA

BELER, BETESHRELES mask/logits ITRHFFAMNKREA; R AMRMEATE T



apply_custom_logit_processor 5§ SamplingBatchInfo B8 A,

4, EANTR: X2 MERX (BE + merge main) , T review I8, merrymercy B
approve, Cl ¥ d1E#i#i¥ /tag-and-rerun-ci. /rerun-failed-ci it & ZB, extra 5§
AMD ROCm 10 S HFEXKIEREE N

R

« python/sglang/srt/layers/sampler.py (#3k XA£28; 35| source; FEH core-logic; &5
apply_custom_logit_processor) : B MEE XM apply_custom_logit_processor £
num_tokens_in_batch > 1 BFk¥F custom_params #% token fEEE, XS5V REW
batch_mask Rx5F%; bMEE BEREFA B EX logit BB ES token HE THIEH
T,

. test/registered/unit/sampling/test_custom_logit_processor.py (#ik BE XA IEE; £
Bl test; KA test-coverage; 5 TestApplyCustomlogitProcessor,
test_repeats_request_params_for_each_token) : F3EEM, #M3&E 3 FKR x 2 token By
SamplingBatchlnfo 3%%&, I custom_params 3% token EE 40 logits B AR ZN
REARE S H— B EHRMERE,

X5 apply_custom_logit_processor, test_repeats_request_params_for_each_token

R F B

python/sglang/srt/layers/sampler.py

& B X apply_custom_logit_processor Z num_tokens_in_batch > 1 B4
custom_params % token i EEE, SHEY BEHN batch_mask Rxt5F; HAMEE HiE*R
EFTAEBZEX logit AIEEAEZL token #E T HIIEHME,

def apply_custom_logit_processor(
logits: torch.Tensor,
sampling_batch_info: SamplingBatchlnfo,
num_tokens_in_batch: int = 1,

"%t logits R B E X logit #3238, FEIMEK,

num_tokens_in_batch AT %3 speculative decoding 3%&: &MMEX

T batch F HEZ A token 47, Eib logits BIRATHRE FiERHE

num_tokens_in_batch,

assert logits.shape[0] == len(sampling_batch_info) * num_tokens_in_batch, (
f'"The batch size of logits ({logits.shape[0]}) does not match the batch size of "
f"sampling_batch_info ({len(sampling_batch_info)}) x num_tokens_in_batch "
f'({num_tokens_in_batch})"

for _, (processor, batch_mask) in sampling_batch_info.custom_logit_processor.items():
# HIERNERNEEZIEN batch TAr, #lin [0, 2]

batch_indices = batch_mask.nonzero(as_tuple=True)[0]



assert batch_mask.shape[0] == len(sampling_batch_info), (
f'"The number of batch mask ({batch_mask.shape[0]}) does not match the number of "

f"sampling_batch_info ({len(sampling_batch_info)})
)
# 3 mask MIBRKET B2 token ¥ E: ST HERELE TR
# num_tokens_in_batch N True, 5 logits B4TH B T
batch_mask = torch.repeat_interleave(batch_mask, num_tokens_in_batch)

# X855 custom_params 5 batch_mask B token KEE S,
# TNIEE S SEANEL (len(batch_indices)) £0F
# logits[batch_mask] 9474k, % token E T LIEZIATE X
# MEMER = BIERIT, BYEMEKRKELEELE num_tokens_in_batch R
custom_params = [
sampling_batch_info.custom_paramsi]
for i in batch_indices
for _in range(num_tokens_in_batch)

# £ N8 custom_params FEE logits H3EF TR ——X R

logits[batch_mask] = processor(logits[batch_mask], custom_params)

logger.debug(f"Custom logit processor {processor.__class__ . _name__} is applied.")

test/registered/unit/sampling/test_custom_logit_processor.py

Frig s, M 3 ER x 2 token 89 SamplingBatchInfo 3%, ¥ custom_params 3%
token EE A0 logits BALER; MR R ARG B rE— B IEHMEIRE,

class TestApplyCustomlLogitProcessor(CustomTestCase):
def test_repeats_request_params_for_each_token(self):
# M3 3 AMER, HPE 0. 2 MEKS T batch_mask;
# num_tokens_in_batch = 2 L speculative decoding Bt EARRD I EX,
# GMERE logits FEE 2 1T
batch_size = 3
num_tokens = 2
params = [{"value": 1.0}, {"value": 2.0}, {"value": 3.0}]

def processor(logits, custom_params):

# KBRS SN PIERNSIROIUL token FLEE L,

#ED[ 5 0MMEK X2, B 2 MMEXK x2], 5§ batch_mask BF—2%K

self.assertEqual(
custom_params, [params|[0], params[0], params|[2], params[2]]

)

for row, param in zip(logits, custom_params, strict=True):
row.fill_(param["value"])

return logits

sampling_info = SamplingBatchInfo(
temperatures=torch.ones(batch_size, 1),
top_ps=torch.ones(batch_size),



top_ks=torch.zeros(batch_size, dtype=torch.int32),
min_ps=torch.zeros(batch_size),
is_all_greedy=False,
is_any_greedy=False,
need_top_p_sampling=False,
need_top_k_sampling=False,
need_min_p_sampling=False,
vocab_size=4,
has_custom_logit_processor=True,
custom_params=params,
custom_logit_processor={0: (processor, torch.tensor([True, False, True]))},
device="cpu",

)

logits = torch.zeros(batch_size * num_tokens, 4)

apply_custom_logit_processor(
logits, sampling_info, num_tokens_in_batch=num_tokens

)

# AP IBERANNSEHIE, KRG PTHRSE O:
# % 0 AMERFAITE 1.0, B 1 MERFTHRIF 0, F 2 MERFATHE 3.0
expected = torch.tensor(
[[1.0] * 4, [1.0] * 4, [0.0] * 4, [0.0] * 4, [3.0] * 4, [3.0] * 4]
)

self.assertTrue(torch.equal(logits, expected))
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