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import torch

from sglang.kernels.fused_op import BaseFusedOp, register_fused_op
from sglang.kernels.spec import CapabilityRequirement, FormatSignature, KernelBackend

class ClampPositionOp(BaseFusedOp):
"""Compute non-negative, zero-based decode positions.

OOT RE4F =T AT register_oot_forward() A "attention.clamp_position"
N BB EZRIANTLI, TEEH, forward_batch_info BAIREIRE R,

op = "attention.clamp_position"
# JIT %8, TORCH 1EATL JIT FEMEE
priority = (KernelBackend.JIT, KernelBackend. TORCH)
capabilities = {
# R CUDA/HIP B X 3F2kIA JIT kernel, CPU/NPU $4EI%E| native
KernelBackend.JIT: frozenset(
{CapabilityRequirement.CUDA, CapabilityRequirement.HIP}



format_signature = FormatSignature(
supported_dtypes=("int32", "int64"),
description="clamp(seqg_lens - 1, min=0); returns inté64 positions",

def forward_native(self, seq_lens: torch.Tensor) -> torch.Tensor:
# 518 _clamp_position_native X —3, BB EZEAN intbs
return torch.clamp(seq_lens - 1, min=0).to(torch.int64)

def forward_jit(self, seq_lens: torch.Tensor) -> torch.Tensor:
# REJR JIT kernel, #ERNIEMB L —A int64 (ForwardBatch 1&K&iiZ dtype)
return clamp_position_cuda(seq_lens).to(torch.int64)

# SIMALB fused-op BHl, > EBAAAEZN dispatch
_CLAMP_POSITION = register_fused_op(ClampPositionOp(), __name__, " CLAMP_POSITION")

def clamp_position(seq_lens: torch.Tensor) -> torch.Tensor:
"""Public wrapper: CUDA/HIP #£ JIT, HELFEE native, OOT T B &k, "
return _CLAMP_POSITION(seq_lens)

test/registered/kernels/ops/attention/test_clamp_position.py
T native 5 AFEAKEERH int32/intb4 MR, BABAAHE wrapper ELEHH int64 BIFRA,

# test_clamp_position.py #1345 BIEAHL wrapper B int64 3HR4A
def _reference_public_clamp_position(seq_lens):
# At wrapper BIE4): TWHEAR int32 & intb4, HMEEE intbs
return torch.clamp(seq_lens - 1, min=0).to(torch.int64)

@pytest.mark.parametrize("dtype", [torch.int32, torch.int64])
def test_native(dtype):
seq_lens = torch.tensor([0, 1, 5, 128], dtype=dtype)
# CPU ME LA native S2I, WAHUHE int64 HHERY
result = ClampPositionOp().forward_native(seq_lens)
assert result.dtype == torch.int64
assert torch.equal(result, _reference_public_clamp_position(seq_lens))

@pytest.mark.parametrize("dtype", [torch.int32, torch.int64])
def test_public_dispatch(dtype):
seq_lens = torch.tensor([0, 1, 5, 128], dtype=dtype, device="cuda")
# CUDA flE JIT dispatch, EHIIE intb4 dtype R4
result = clamp_position(seq_lens)
assert result.dtype == torch.int64
assert torch.equal(result, _reference_public_clamp_position(seq_lens))
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