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class GIm5NextForConditionalGeneration(nn.Module):
hf_to_sglang_mapper = WeightsMapper(
orig_to_new_substr={

"model.language_model.": "model.",

"model.visual": "visual",
)
#... HEX ..

@classmethod
def shared_experts_fusion_disable_reason(cls, hf_config, quant_config):
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text_config = getattr(hf_config, "text_config", hf_config)
if not getattr(text_config, "n_shared_experts", None):
return "No shared experts are defined in the config."

# #38: H3 ModelOpt FP4 BHLEDEAKEERE
if quant_config is not None and quant_config.get_name() == "modelopt_fp4":
first_sparse_layer = getattr(text_config, "first_k_dense_replace", 0)
# WAFTA MoE &
for layer_id in range(first_sparse_layer, text_config.num_hidden_layers):
moe_prefix = f"model.layers.{layer_id}.mlp"
#RE: REETREHR (REN) BEREETEREHR (BEWL)
if quant_conﬂg.|s_|ayer_excluded(
f"{moe_prefix}.shared_experts"
) and not quant_config.is_layer_excluded(f"{moe_prefix}.experts"):
return (
"ModelOpt FP4 keeps shared experts unquantized while routed "
"experts are quantized."

if not _is_cuda:
return "Shared experts fusion currently requires CUDA devices."
if _device_sm is not None and _device_sm < 80:
return "Shared experts fusion requires SM80 or newer GPUs."
if get_parallel().moe_ep_size > 1:
return (
"Shared experts fusion is not supported together with expert "
"parallelism yet."
)
if get_moe_aZ2a_backend().is_deepep():
return (
"Shared experts fusion is not supported when Deepep MoE backend "
"is enabled."

)

return None
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