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PATHE

7R PR A Qwen3.8-27B cookbook # A NVIDIA B ModelOpt NVFP4 &1 (
nvidia/Qwen3.8-27B-NVFP4) : #i#& 4 NE5h cell #EF £ A RadixArk FP4-head B4 ;
A5 82 T RTX 5090 £ DSPARK / DFLASH2 / MTP T TR B EI N me /L, (SIET
Mamba ratio i+E B auto KV ¥EENRIZRIRH, £33 202 4 cell &£ v0.5.19 LARE
GSM8K (1319 El) FEANTM, EAEXE 93.18%-95.15%, MXAEEE, MinfTHRERM
, EXAARNEEZEE FEMEFRARE LA,

ThRES AL

PR body B9 Motivation 258 : NVIDIA EF %44 T ModelOpt NVFP4 & i
nvidia/Qwen3.8-27B-NVFP4, i cookbook T1# BN E A RadixArk NVFP4 checkpoint,
FEAER NVIDIA SHERETERNEE G2 cell, FERIEFTXEANFHHN
config.json / hf_quant_config.json / safetensors index iEBAEATRE R — W4A4 IER (
401 BEMb. 2,194 K&, 21.92 GB. FP4 3T® Im_head) , RWTUEFEANAE A M
|35 YW

SEIAFAR

1. FIEEAEING cell: docs/src/snippets/configs/Qwen/qwen3.8-27b.jsx H
matchDims.quant F#3E nvfp4-nvidia, 4 MNHr cell (RTX PRO 6000, RTX 5090. DGX
Spark. GB300) # flags 5 nvfp4-fp4-head Xt cell EFARE, overlay I RZIEE
F startsWith("nvfp4"), FEMEsHAA 32 GB F LM TAMEL (spec EEFK.
fp32 GDN RSFIK) -

2. 1% RTX 5090 Rt BEE: SZMA I DSPARK /T RELH ook boot——KV ik
127,332 token BEMEIERRE 9,216 token, draft EERETAE#HSKESE GDN %k
SHIFHFRE, DSPARK 4TH & stripPrefixes 3 ¥13€ —-max-total-tokens 16384 5%
quant x ssmDtype x tier 48] mem-fraction / chunk / ratio EZ{&; DFLASH2 5
dense-Im_head 8 MTP fp32 HA-&tik EEZE pin.

3. BEHHEE KV HFEHER: _gwen38_mamba_ratio_calculator.jsx 8 kvDtype A
startsWith("nvfp4") IR XA E N ILEHM S RadixArk id, #% NVIDIA &H (L
kv_cache_scheme, auto % bf16) #/VEH—3¥ kv_bytes_per_token; REBEMIFR "fp8 KV
MIERBOE scale" BIEEIRFRIR,

4, XREGMRAELITST: Qwen3.8-27B.mdx 13 checkpoint FA&(T, #REBWBAALKA 202
cell & GSM8K Sz O42; REGASLZHA pin v0.5.19 — unpin 2l latest BIES, FHF



#{&IE DSPARK 0.89—0.91 F[KIHEH,

5. BIFEE: T AMMLMRAXE, K# check_cookbook_configs.mjs MR + 202 cell

28 GSM8K ATLSM (5 checkpoint x 4 spec x 2 tier x 2 GDN dtype) »

docs/src/snippets/configs/Qwen/qwen3.8-27b.jsx

A PR Hits: #7148 nvfp4-nvidia BAEETRS 4 A cell, 3 E#H RTX 5090 + EAGLE /
DSPARK / DFLASH2 Z4T#y stripPrefixes 5 flags 48, &5 BE A T3R5 8 a8,

// matchDims I E/ET: #3¢ NVIDIA EAH S H, £/ FP4-head BCH .
{id: "quant", title: "Quantization", options: [
{id: "bf16", label: "BF16" },
{id: "fp8", label: "FP8" },
{id: "nvfp4-bf16-head", label: "NVFP4-BF16-Head" },
{id: "nvfp4-fp4-head", label: "NVFP4-FP4-Head" },
// NVIDIA 8§ ModelOpt &5 RadixArk FP4-head ZF— W4A4 RELK:
/] 401 BB, RAFFHKESS. 21.9 GB #E LA, R FP4 TR
/l'lm_head, FrA&5 cell HEFE A FP4-head BLH S,
/] E—E R BT AREH kv_cache_scheme, “--kv-cache-dtype auto”
/] EXBEL%D bf16 AR fp8_e4m3; MILEFTA cell FHER
/l pin T fp8_e4m3, FIUERARI&4SE KV bEe—K,
{id: "nvfp4-nvidia", label: "NVFP4-NVIDIA" },
1}

// DSPARK overlay: # 32 GB RTX 5090 Ll ARITRELEENE M,

I/ TR R pin —-max-running-requests 1, KV &% 127,332 token
/ BE (BiER 8192in/ 1024 out RE 9,216) , draft &

/] 3.64 GB it N\ --mem-fraction-static J& GDN JRZM X BRIATF R E,
/] BEhE IR max_mamba_cache_size=0 ... max_num_reqs=0,
stripPrefixes: (sel) =>

sel.hw === "rtx5090"
? ["--mem-fraction-static", "--mamba-full-memory-ratio",
"——chunked-prefill-size", "--max-total-tokens"]

L
flags: (sel) => [
"—-speculative-algorithm DSPARK",
"—-speculative-draft-model-path RadixArk/Qwen3.8-27B-DSpark”",
// A FBEERTE v0.5.19 ELLISL 8192/ OSL 1024, #4%& 1 520,
/] B FP4-head EH LA —4 pin; dense-Im_head & FzfTH
/] %4529 3.2 GB, £ZH oK mem-fraction 5§ chunk A&
...(sel.hw === "rtx5090"
71
"--max-total-tokens 16384",
...(sel.quant === "nvfp4-bf16-head"
? ["--mem-fraction-static 0.92",
"—-chunked-prefill-size 512",
sel.tier === "low-latency"
? "--mamba-full-memory-ratio 3.38"
: "-mamba-full-memory-ratio 2.71"]



: sel.ssmDtype === "float32"
? ["--mem-fraction-static 0.91",
"--chunked-prefill-size 1024",
sel.tier === "low-latency"
? "--mamba-full-memory-ratio 6.94"
: "—mamba-full-memory-ratio 5.56"]
: ["--mem-fraction-static 0.88",
sel.tier === "low-latency"
? "--mamba-full-memory-ratio 3.38"
: "——mamba-full-memory-ratio 3.12"]),

).,
1,

docs/src/snippets/_qwen38_mamba_ratio_calculator.jsx

B8 KV dtype #RHRISIRH, BAFSFHE T IHESRVE—F kv_bytes_per_token; ZEA
PR F & EFEZILE X N—i/INek5h,

/] BT —-kv-cache-dtype RER$EEBT (auto) SLFRFEFIE KV FBE,
// A RadixArk NVFP4 & 58T kv_cache_quant_algo: FP8, auto
/] &% 3| fp8_e4m3; BF16/ FP8 L% NVIDIA S H#RAFH KV A E,
// auto €8 & bf16, XEFREEA String(quant).startsWith("nvfp4")
/] BIZMR——NVIDIA SH# id & nvfp4-nvidia, BISHERETARE,
/] BIZOMRSIE B kv_bytes_per_token D E—¥,
/I BR flag KimthdeF checkpoint 5 BA,
const kvFlag = flagArg("--kv-cache-dtype");
const kvDtype =
kvFlag === "fp8_e4m3"
? "fp8&_e4m3"
: kvFlag === "bfloat16" || kvFlag === "bf16"
? "bfloat16"
: quant === "nvfp4-bf16-head" Il quant === "nvfp4-fp4-head"
? "fp8_e4m3"
. "bfloat16";

B 4
AR PR BB LR review XE: "—1FILZ mintlify bot By preview 2ZBiE4, &AW
wisclmy0611 APPROVED (ELiFiE) . BT ENREEIEE PR body 5§ config TR :

Same footprint and same quantization layout, so the mem-fraction pins, the 32 GB
RTX 5090 fit and the DGX Spark earlyoom headroom all hold.

The Mamba ratio calculator inferred the auto KV precision from a
String(quant).startsWith("nvfp4") test, which would have reported half the real
kv_bytes per_token for this checkpoint.

N5 %



c HEEZBELMAEI: _gwen38_mamba_ratio_calculator.jsx 8 kvDtype BRA B = id
KEEMT AR, RERIEFE= NVFP4 SHETICRY, 2B RERESEANEL
Blo

cBEEZLE A DSPARK B pin BI% quant x ssmDtype x tier Zf#kEH 12 MHEUXK,
stripPrefixes 5 flags &R, WS4 FEERE,

o RAEKEN: REGSEL unpin 3| latest, MAIPMEHIEET v0.5.19; IIRAZEK
TRNEMRE, WE pin TRELIKE T A RALD,

< fTHIBXER: NVIDIA HE KV Cache Precision $1%| Auto B KV g bf16, 5HE
NVFP4 cell # fp8_e4m3 KR, XA TMER P REE R

PUSEE: {XFR Qwen3.8-27B cookbook % ; MIETH ALTH M,

RERIKEE

A% PR L E RN AL AT R, A PR KB E ZRILEXBATIRAL A 5| F 48 =
ModelOptMixedPrecisionConfig.from_config (modelopt_quant.py) .
configure_kv_cache_dtype (kv_cache_dtype.py) .
BaseKVCacheMethod.process_weights_after_loading (kv_cache.py) ——X 484 dtype
W78 48 IF B XX B R AT AR E ZI, B PR RKaNEAl. XMIET: cookbook ELEIEFEKA
BATRAT AN — R " THITHRRK ", HEFMERBUSUEMIX T | 18 X AIFRFLLIRER,



