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PATHRE

« —A)iE: Bkt AMD Wave MHRFHKFTZ LoRA FE

- EEME: EEREXNNR (D10 2%) . A PR ERENREE, 1B review F
yctseng0211 A4 transformers 338/ batch size B 5E XASES W A%, EHEE ST
=3 vs SRR WA HIEH|, NEF LEMS Cl WRAREBENE, BEERFHIRITRE
: IBHFSEEA is_in_amd_ci() PAREIFEFEMAZLR/KE; UEHA
@unittest.skip fRE ABIKR, ETAZKMBEE—RIRENHIE, ZIXA Wave NaN R E b
—NERER issue, BBk T A K A Bk,

THHES BAL

ROCm 10 FTHAASMRFFLAZE AMD Cl: —=& Wave grouped-decode JMIRKRE NaN; —=Z
Llama-2 multi-LoRA SR AI T adapter XM EF, Hugging Face & XA ROCm 10 £
MEZHERE (ROUGE-L 0.9774, Z—ANFE) , /S LoRA adapter B9#H AF R TEL,
PR body BA®$E H “The strict 1.0 check therefore blocks AMD CI without showing a
LoRA regression'—— e EH K RE LoRA @3, RmHUEELX CL

SRR

ZTEANOEZEREMREE: AMD Wave attention WAZENE LoRA 3HE3EXEEMIR, FZRUT
B IRIFAR

1. Bk Wave grouped-decode Jik: FE test/registered/attention/test_wave_attention_ke
rnels.py ¥4 test_grouped_decode_attention A0 @unittest.skip, B “Wave
grouped decode is temporarily disabled because it produces NaNs on ROCm 107, J&
AW 4 MFEHNKE x 6 f (B, HQ, HKV, D, D V) BE/MNRMEE, ETARBEE
BEERMREMERERE S,

2. 5| N\ AMD CI FR3E#M : python/sglang/test/lora_utils.py BISAM
sglang.test.test_utils ¥R is_in_amd_ci(), EARETIREIFIEIT X,

3. % LoRA BEITE|IE: & CI_MULTI_LORA_MODELS # meta-llama/Llama-2-7b-hf H
B (no-adapter XtB82H) _E#3¥ rouge | tolerance=0.9 if is_in_amd_ci() else 1.0, IBIX
TR EAE AMD CI; P/ adapter RAR#A B rouge_|_tolerance=0.9 R2ZEWH,
CUDA R HAthIRFE K ROUGE-L 1.0 B9XEH4 ILELD,



4. Review ERUKER: 4 A commit BIR T AANHEHLEE BIUK SRR A 2——"Scope multi-LoRA
tolerance to AMD CI'{EB#EBEREE| AMD, “Simplify multi-LoRA tolerance gate”{&
IRk, &4 dH HaiShaw approve &3,

KA RD, BREXIFBEEKR; @IMEHEEMNANRG, BT Cl REMRE,
R

. python/sglang/test/lora_utils.py (#3k LoRA TH: 27| test; £ test-coverage) : %
LoRA XF MRS £ M H#RFTE X M 138 is_in_amd_ci() A, &
CI_MULTI_LORA_MODELS #j Llama-2 no-adapter 3 F4A L ¥IFHERM4EE, B
PR B9R W Z 8 ERT

. test/registered/attention/test_wave_attention_kernels.py (#3k ST E AN £ 5| test
; KA test-coverage; &5 test_grouped_decode_attention) : Wave attention %
M test_grouped_decode_attention B ROCm 10 =4 NaN #3E_E @unittest.skip, Bk
NRREERTH AMD _EiZRNAZBRZBNHRE =

X5 test_grouped_decode_attention, is_in_amd_ci

RPERAD B

python/sglang/test/lora_utils.py

% LoRA XTEEMNRBI B E THEFTE XM #38 is_in_amd_ci() A, FH&E
CI_MULTI_LORA_MODELS # Llama-2 no-adapter B4 F #IMBELMRE, EA PR I
BB,

# python/sglang/test/lora_utils.py Ft9% LoRA CI AfIECE
# %35 no-adapter X} AH ROUGE-L BEEMMUR T IFREITIR,
#{XH “is_in_amd_ci()” AE (AMD CI #iK&k) B3R 0.9,
# HRIFE (CUDA &) fRHF 1.0 BHARE, #Ee2RR IR RE.
CI_MULTI_LORA_MODELS = |
# multi-rank case: #/ adapter ZEBIRERAH 0.9 ROUGE-L &=
LoRAModelCase(
base="meta-llama/Llama-2-7b-hf",
adaptors=]

LoRAAdaptor(
name="winddude/wizardLM-LIaMA-LoRA-7B",
prefill_tolerance=1e-1,
rouge_|_tolerance=0.9,

),

LoRAAdaptor(
name="RuterNorway/Llama-2-7b-chat-norwegian-LoRa",
prefill_tolerance=3e-1,
rouge_|_tolerance=0.9,

),

1,
# J adapter MERANEE:
# ROCm 10/ torch 2.11 T HF £#& XA bs=1 W3%&HEIEHE (ROUGE-L 4 0.978) ,
# M HFRunner B4, SRTRunner #EM 3 &, batch £E EFKKT EH;



# XEREKRRET adapter £, adapter BEEMM 0.9 ZERE,
rouge_|_tolerance=0.9 if is_in_amd_ci() else 1.0,
max_loras_per_batch=2,

max_loaded_loras=4,

]

test/registered/attention/test_wave_attention_kernels.py

Wave attention RAZEM|: test_grouped_decode_attention B ROCm 10 =4 NaN #izE +
@unittest.skip, BkRKEER W AMD EiZNABRIZEONRE X,

# test/registered/attention/test_wave_attention_kernels.py
# ROCm 10 £ Wave grouped decode W#&%iH "NaN™, ISR IZAHA,
#OER: XEBRNMIEMBE, A NaN™ RERER,
# Bk HAlE] AMD LiZAZEEZE R X Cl FHF, TRERELAZEENREEREE.
@unittest.skip(
"Wave grouped decode is temporarily disabled because it produces NaNs on ROCm 10."

)
def test_grouped_decode_attention(self):
#BE 4AMFIKES 6 HEREAS (B, H.Q HKV,D,D_V) ,
# BMAEER L Wave WS Triton 22 LIB%E (cosine > 0.99 B allclose) o
seq_lens = [5, 100, 128, 500]
configs = |
(2, 16, 16, 64, 64),
(2, 16, 1, 64, 64),
(2, 128, 1, 80, 80),
(32, 128, 2, 512, 512),
(2,128, 2, 512, 512),
(2, 128, 1, 576, 512),
]

for S in seqg_lens:
for B, H_Q, H_KV, D, D_V in configs:
self._test_grouped_decode_attention_once(B, S, H_Q, H_KV, D, D_V)

AT K
ROFBER BRRKE. BMES D RIT, RALGHRERE + BR80T UK

« HaiShaw & python/sglang/test/lora_utils.py:154 BB 8] “why is this?”, FETL
adapter XMEEANEFEM 1.0 BE| 0.9 ZEEIE,

+ bingxche &%£: ROCm 10 LiZRABIBFS N 0.978, 5§ HF £REREZ—18 ("‘massive
amounts / a massive amount”) , TEMFEKFTUMERR CI FAE, FFELEEETHIA™
ERCIVEN

« yctseng0211 A <8R A4 transformers (6 SGLang. T LoRA) 13# batch
size BRI, ANRGREST EFMPEFTR, REMNRAERNE bs=1 X—, EA
HFRunner —XR 2 1 A prompt, i@ SRTRunner #E 3 A, ROCm 10 / torch 2.11
T bs=1 5 8 3% “massive amounts”, ROCm 7.2 / torch 2.9.1 F bs=1 % “a massive
amount ——Z# K B £ 3UAX batch £E RN, 5 LoRA SZELL %,



« N5 no-adapter X EEZAHY ROUGE-L &% (question): BUIREREA R (X AMD CI
BEER 0.9, HAIFEARRF 1.0) RXRIKIR, &HF8td HaiShaw approve,

« BEXREBRRIR: batch £EMfM3E LoRA EIVI (correctness): iz Ma&iA 0.9774 %
BT 5% XX batch MERMER, FZ LoRA EYI, XFTRFERKENEEME,

PNESE-A

- R

1. MR £ B SZNAZERFE: Wave grouped-decode £ ROCm 10 =4 NaN BT
RIEAMRER, AR @Qunittest.skip MRMBEMRE, AMD EiZERFZEE R 4% CI
F4; & ROCm 10 BA AMD BROAZITINR, NaN K FaEiRElEiTr, ZIXA
issue BREFAREE S FH MR EMIR,

2. REBRERMEEVIREVE . no-adapter XEEAME| 0.9 /5, ROUGE-L #£ 0.9 3| 1.0 X
B A9 E2 K LoRA BV BEW AR . (B adapter HE B ZERAME 0.9, KR
EH—TXBAOR, BELPhro$ 0.978 FERME 0.9 57F 0.078 K&, EUHKHAZE
IER

3. FRmAM KR CL ZE: is_in_amd_ci() FE3E AMD IRIRANE, SWIK CUDA &
FERTAEICES; REBBRIALEZA 1.0, mRABEAN,

4. amEAMR: TESREKRE), XFQEFEMNRA K EmIEZTRITA,
< B

« Xf CI: AMD ROCm 10 JRK&LBAREL, MR Wave MiRFn%E LoRA JRAREFEE ;
CUDA 5 HAITH ™4 1.0 REFRFAE,

« JHMIRF = : Wave grouped-decode RGBT ESREERE S, ETFIHRE; £ LoRA
MR T RARERAIFEHREE, FEEFEEE is_in_amd_ci() BB X,

« XHEIFA: R HAERERE + B IFIRE W CI RREMER, B4 ROCm/AMD 48 XM
WA E AR TR

« AP TAEFRETRE M,

« RFARIE: MERABEERNESRE , ZEREEREFIREE , FRAMKH CI T2,
Fr AR E BRER

KRRk

« PR #39044 [AMD][CI] Temporarily pause MI355X disaggregated nightly: @A AMD
Cl Igbdfe (b F B (B1F vs Bkid / 3K38) . RBL AMD CI #£ ROCm IR HAA M R Gt
I,

« PR #38756 [AMD] aiter: resolve SWA KV pool for draft workers + guard paged
decode: A4 AMD attention /a3 / RN IERETFEENREE, BTR—EHXIL,

+ PR #38936 [Fix] Disable NCCL graph buffer registration for the TP LM-head all-to-all

(pure-DP decode hang under request bursts): R R / BRI G/ HBGEEATR
s Cl FAE MR ARIBAE S, RIATELTRE AT RE MK BIERER A =\



