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PATHRE

« —4)iE: MoE LoRA X #F full/breakable F3EE, #/k 32 ERKLER

 EMME: EEEIR, EAEZ/MMEITRE: (1) decode 5 prefill B9 MoE scratch 25
B R BRI PR, (2) AERBEATEHERZS ERILIE; (3) 16-token tile
W& E4g 0T E CUDA grid LR (65535) N&EE ragged ER., ZERALEF BEX
LoRA J53%, FER P EH init_prefill_cuda_graph_batch_info %4 523,
max_num_requests 1& X,

THRES B

PR body BA#IEH B#r: "Enable MoE LoRA in full and breakable prefill CUDA graphs,
including batches above 32 requests." WR] LoRA & prefill CUDA graph ${X % #F dense
A H Triton FIRERIL Y 32 MEKREAE (PREFILL_CUDA_GRAPH_LORA_SEGMENTS
=32) , MoE #7%& (Qwen3.5-35B-A3B. Inkling &) 8 LoRA R#&EE eager prefill, &rt
ZFR, 1% PR BAERFANE: —Eik MoE EREHaEdt N prefill ALUREEBITIREE; =
AR 32 ERRE, FA8E 32 NFERIERE LoRA R RBEEBREIR eager.,

ST AR
SIARLT 6 AR

1. REANA: ##FZEXNE LoRA JTu##E. python/sglang/srt/model_executor/runner/prefill_
cuda_graph_runner.py 8 __init_ % capture_lora 4% &AM
lora_manager.init_prefill_cuda_graph_batch_info £ X max_num_requests: Full 53
B capture_req_slots (BR full_prefill_max_req) , Breakable BX
min(self.max_num_tokens, self.max_bs); EBMKRES " & Full ERAEHE E] LoRA B
R " B ESH#HEZE, HIEAD run_once A0 model_capture_mode() ETF3X (X
Full + LoRA BY2H) , Hafk capture £ A48 base-model & KB AEIE MoE LoRA
kernels Bkt A,

2. MoE scratch 5§ decode 4%, python/sglang/srt/lora/backend/base_backend.py &
init_cuda_graph_moe_buffers 3&An prefill: bool = False &%k, X F %
prefill/decode QB HF A prefill_moe_cg_buffers 8% moe_cg_buffers; RERFERZEFXE
& (BB intermediate_cache1/2/3. out_hidden_states. weight_indices_long FFE&)
_add_moe_lora_info 3#3¥ batch_info is self.prefill_cuda_graph_batch_info #lkr2E A
prefill B, prefill BB " 2IFERE (S5HE) " M segment A, EAWKIEET



align kernel B9E&%¥k, compute _moe_lora_info $IEEIFEFIE
token_lora_mapping[num_tokens:].fill_(-1), FF1EX batch replay E7% ¥ I8 adapter Bk
#7FFNN batch,

3. Triton JE3%: & 32 LR + 16-token tile M&E 4,
python/sglang/srt/lora/backend/triton_backend.py #ik&
PREFILL_CUDA_GRAPH_LORA_SEGMENTS = 32, &KX
PREFILL_CUDA_GRAPH_LORA_CHUNK_SIZE = 16,
init_prefill_cuda_graph_batch_info BIREALEKERA max_num_requests (RAEN A
max_num_tokens) ; ¥ prefill_cuda_graph_sgemm_batch_info, IREIRIEN tile £k (
ceil(tokens / 16) + 1EKEK - 1) L EEEKIHF clamp B 65535 (CUDA grid y/z EFR) &
prepare_lora_batch & prefill BN TIEA merge_and chunk_segments, 3L&IEXK
token % 16-token tile ¥19&3F, EE weight indices 5§ seg lens, BEREIREEM
cumsum 18%| seg_indptr,

4. CSGMV Ja38: ZHEFEZE, python/sglang/srt/lora/backend/chunked_backend.py B
init_prefill_cuda_graph_batch_info E# %% max_num_requests; prepare_lora_batch
T prefill BAER T req_seg_indptribs + 1 :] 3E% R FAE.
req_weight_indices[bs:] J&Z, fRIEFHIRA MoE kernels XBIF&E =T B,

5. BB HHIE 5 MMa1. python/sglang/srt/lora/lora_manager.py By
supports_prefill_cuda_graph M "MoE LoRA —#E R X #F " K5 H: MoE LoRA &
breakable = full 53 T A, DP attention 374 % F,
init_prefill_cuda_graph_batch_info ML /E3RTTEIE /G A base_model.modules(),
FEB|FE—/ FusedMoEWithLoRA BH L max_bs = max_num_tokens % B prefill MoE
scratch, python/sglang/srt/lora/layers.py B9 get lora_info R#R$E batch_info &
A prefill RIEESF prefill_moe_cg_buffers,

6. MIRELE, FH test/registered/e2e/lora/test_lora_moe_prefill_cuda_graph.py: 64 A
)84 adapter/base EX, BZE Triton/CSGMV x breakable/full AfFZA4E, LR eager 5
graph B prompt logprobs 5 &/ token 2%k (& 1.0) , H#F Prometheus
sglang:cuda_graph_passes_total ¥ PR prefill #ET B, ¥ &
test/registered/lora/test_moe_lora_info.py:
test_moe_graph_metadata_uses_matching static_buffers 3&iF prefill/decode % B{£ A
BENEBSZ PR (data_ptr BiE) ; TestDenselLoRAPrefillGraph B CUDAGraph 5ZFx
capture + replay =# ragged %, IiE replay J& adapter 118,

R

« python/sglang/srt/lora/backend/base_backend.py (£ LoRA #£3&; 25| source; E#H
core-logic; 5 init_prefill_cuda_graph_batch_info, init_cuda_graph_moe_buffers,
_add_moe_lora_info, _compute_moe_lora_info) : AZNBRENFRAE: ¥
prefill_moe_cg_buffers 32852 H X, init_cuda_graph_moe_buffers &0 prefill 5%k
¥BEEPXES. _add_moe_lora_info 7 prefill BHE B4 IRERKAE.
_compute_moe_lora_info 3¢ MEIREE. FiA LoRA Eirt prefill BT HERLIX B HTA,

« python/sglang/srt/lora/backend/triton_backend.py (3R Triton /E3%; 2% source; 2
A core-logic; 45 init_prefill_cuda_graph_batch_info, prepare_lora_batch,



run_lora_a_embedding, compute_sgemm_routing) : #[& 32 ERER LR, K
A max_num_requests 3, max_num_tokens oB; 3¢ 16-token tile B9 sgemm F#&
E4 (prefill_cuda_graph_sgemm_batch_info) , F3#E A merge_and_chunk_segments
HITER B,

« python/sglang/srt/lora/lora_manager.py (#i3k LoRA &3 ; 35| source; %A
core-logic; 5 init_prefill_cuda_graph_batch_info, supports_prefill_cuda_graph,
can_use_prefill_cuda_graph) : 88 /7HIZM "MoE LoRA —E R X ¥ prefill B " #5EA
breakable/full T® A ; init_prefill_cuda_graph_batch_info Z&—1#a1bJE 3k TuEkIES
MoE prefill scratch,

« python/sglang/srt/model_executor/runner/prefill_cuda_graph_runner.py (#£& FiE A
BAT; 25 source; EA data-contract) : EEAD: [ LoRA ¥HatLIEAN
max_num_requests, MR Full 1EKMEHH|ZZ 4, run_once A model_capture_mode() #
& base-only #IEMIRHIEFE MoE LoRA kernels,

« python/sglang/srt/lora/backend/chunked_backend.py (#ik CSGMV fEi%; 25| source
; BA core-logic; 5 init_prefill_cuda_graph_batch_info, prepare_lora_batch) :
CSGMYV JE3#E# X max_num_requests, F & prepare_lora_batch H 3t prefill EER
EERERERETTEIE, RIEFHIREY MoE kernels B E .

- test/registered/e2e/lora/test_lora_moe_prefill_cuda_graph.py (3R 3823w ; 35
test; KA test-coverage; &5 TestMoELoRAPrefillCudaGraph,
test_prefill_graph_matches_eager) : #3EiRF3mEIYI: 64 NNBS adapter/base ER x
Triton/CSGMV x breakable/full, b3k prompt logprobs 5& token 4%k, #+H
Prometheus $&FrBT & FR prefill #E T E,

. test/registered/lora/test_moe_lora_info.py (#3k BMIR; L5 test; LR
test-coverage; 5 test_moe_graph_metadata_uses_matching_static_buffers,
TestDenselLoRAPrefillGraph, test_replay_preserves_ragged_adapters) : it &
BN BASLEHRX data_ptr —MEREE (FFiE prefill/decode £ scratch) , UK ES
CUDAGraph capture + replay T ragged &K adapter fx&.,

. python/sglang/srt/lora/layers.py (#3& LoRA E&; 35| source; A& core-logic; &5
_get_lora_info) : _get_lora_info #&#&E batch_info Z& A prefill REEEF
prefill_moe_cg_buffers, f&iF MoE LoRA B prefill Bl T3] EMNESEFTX,

« python/sglang/srt/model_executor/model_runner_components/cuda_graph_setup.py (
ik EEE; 25 source; EA configuration) : (REFFHEEMKEHEXE, RBL
MoE LoRA 7 full/breakable T B&Z % #F,

XS init_prefill_cuda_graph_batch_info, init_cuda_graph_moe_buffers,

_add_moe_lora_info, _compute_moe_lora_info, prepare_lora_batch,

supports_prefill_cuda_graph, can_use_prefill_cuda_graph, merge_and_chunk_segments

KR BR

python/sglang/srt/lora/backend/base_backend.py

QO BHETFE: #T3E prefill_moe_cg_buffers 382 F K. init_cuda_graph_moe_buffers
n prefill ZHFHEREBFRXES. _add_moe_lora_info & prefill BHE A2 ERERIE.



_compute_moe_lora_info ¥MEIRFEE. Fih LoRA EiRt prefill RATHERVIX B ATA,

def _add_moe_lora_info(
self, forward_batch: ForwardBatch, batch_info: LoRABatchInfo
) -> LoRABatchlInfo:
if not self.is_moe_lora:
return batch_info

# prefill CUDA graph 5 decode CUDA graph & —E£#SEFK:
# WA HEAHAERE, REENKNRRE (decode # bs. prefill & token 1) ,
# AR —R scratch S EMAERE, EibAMLE,
prefill = batch_info is self.prefill_cuda_graph_batch_info
if batch_info.use_cuda_graph:
buffers = self.prefill_moe_cg_buffers if prefill else self.moe_cg_buffers
if prefill and buffers is None:
raise RuntimeError(
"prefill MoE-LoRA CUDA graph buffers were not initialized"
)
adapter_enabled = buffers["adapter_enabled"]
token_lora_mapping = buffers["token_lora_mapping"]
else:
adapter_enabled = None
token_lora_mapping = None

num_tokens, max_len = get_batch_token_counts(forward_batch)

# FHIRIE align kernel BOEKEREKE T, Frd prefill oML 1E K&
# (BFEEE) ZAN segment ME; KERANEALIRIF seg_lens == 0, FAZEK,
if (

batch_info.reqg_seg_indptr is not None

or batch_info.req_weight_indices is not None

assert batch_info.req_seg_indptr is not None
assert batch_info.req_weight_indices is not None
num_moe_segments = (

batch_info.req_weight_indices.shape[0] if prefill else batch_info.bs
)
seg_indptr = batch_info.req_seg_indptr[: num_moe_segments + 1]
reg_to_lora = batch_info.req_weight_indices[:num_moe_segments]

else:

num_moe_segments = (

batch_info.weight_indices.shape[0]

if prefill

else batch_info.num_segments
)
seg_indptr = batch_info.seg_indptr[: num_moe_segments + 1]
reg_to_lora = batch_info.weight_indices[:num_moe_segments]

adapter_enabled, token_lora_mapping = _compute_moe_lora_info(



num_tokens,
seg_indptr,
batch_info.lora_ranks,
req_to_lora,
adapter_enabled,
token_lora_mapping,
max_len=max_len,

)

batch_info.moe_lora_info = MoELoRABatchInfo(
seg_indptr=seg_indptr,
req_to_lora=req_to_lora,
adapter_enabled=adapter_enabled,
token_lora_mapping=token_lora_mapping,

return batch_info

TR
BB E Siprefill_cuda_graph_runner.pyZB4464T#H3E BImax_num_requestsSEEFF o
Fridge003 #2/8]: "Why adding the max_num_requests argument, is it safe?" (K1t Fr
XANSER, BE2S? ) , jybsuper BN : ZEHATHRERIDE 32 E5K LoRA prefill AL
R, EEHERNEZEZERXNITHEE——FNMERNIN—% adapter £ B, EERBTE—
Nge bR, BHEIERIEE token FERBMAKEIR eager, Fridge003 MEHE T % PR,
TSR A RARRIERE, BSREZEM IR can_use_prefill_cuda_graph 5
prepare_lora_batch *£ZE R —%& max_bs/max_tokens ¥|&E, X— S HEELEXT,

« max_num_requests L LM (correctness): jybsuper BN : %S5 3 T BRE Y
B 32 AR LR, BExHENER TR N ——8MNMERKNR—% adapter & B, EbiAEREK
N2 R, BHIERIE token 2 EREX S EIER eager, Fridge003 FEE
APPROVED,

R 5 B

o RS
1. MoE &4 X EAZA: init_cuda_graph_moe_buffers X5, moe_cg_buffers R&
% intermediate_cache1/2/3. out_hidden_states. weight_indices_long 5, &

g decode Ml MoE CUDA graph B§42; E158 A EMRBREEXLE key, SEBITH
KeyError, PR MR&EIREN, KBIRERNRLEE, EXRIE,

2. TEHIBEBEESER: init_prefill_cuda_graph_batch_info &ZZ & (F73%
max_num_requests) EKFrA LoRA /FiRTEE W LI;
can_use_prefill_cuda_graph &5 prepare_lora_batch IR BH ER—3K, BHEEHN
HORFTHERE stale TTEBEHANE, FIHERE R, PR RE T HIKRMBEK assert K.,

3. Full E3giE R model_capture_mode() R full + _capture_lora B2,
base-only #’Xt&18K LoRA kernels; ZETXSIATEAFHIKEE (10 DSV4 By



on_after_cuda_graph_warmup) X EREMIREZX, M BCG BRI
post_warmup_hook B4FEkIPEH|, full B2 T ILIRIP,

4. CSGMV BEREZ: chunked_backend.py # req_seg_indptr[bs + 1 :
].fill_(int(req_seg_indptr_cpul-1])) /&%t CPU 3 RERAFIEEME, £ bs SELZEIK
R—3, ZRESWEREIZAE, F MoE align kernel &itHEEHNZEBKE,

5. MgERZE LM CSGMV KA (14096) #=FA 22%-23%, 18 B64/1128 TIX 18.9%;
Triton 7 14096 FJLEFLEZM (-0.39% 3| +0.26%) , WBAUKEEFE token H51F
REEBEANZ R, ERMAREANTUHAZEME, - Fw: AFM: MoE HAK
LoRA RS (#m Qwen3.5-35B-A3B. Inkling NVFP4) F prefill MBI eager 33|
CUDA graph, TTFT BEZ T (Inkling batch 1 &&EF 225%) ; #BiE 32 NHLIE
KBy LoRA prefill #12X REBEIR eager. Z%AM: LoRA 5 prefill CUDA graph Bi4E&
B EZSEEM dense ¥ B 2| MoE; Full EIRERIABEARZE, 18 prefill THIFEFELMNEE
32 WRIBEREAE, Breakable BN TFTHGF & A& token MANNRE, BIRAM: Zx
T prefill BESTHIEL scratch 2 BHER, NEEZEAESL LoRA EIRBMHEER;
MIRERFIET e2e B -eager —KMIIFS Prometheus FEARKIE . - NEEARIT:
MoE R BATMN , THEREHE KM , Full HRERRE , BEmSLRYT
KEEPEKMAZR

KRRk

+ PR #38993 [Refactor] Generalize attention graph variants in the decode runner: [EJ&
CUDA graph ZEMpE# 4% Z PR #BUCETE A BRI TIREAFHAERE decode EBITE, 5K
PR #9 prefill Bl LoRA i3t [/ 2t BIHT B Z 58 H,

+ PR #38585 [AMD][CI] Skip failing Wave test and relax multi-LoRA output check: [E—
LoRA SRR A 1 1% PR KL T % LoRA M 9B £ 343 AMD CI #&EME, 54 PR #73¢
8 LoRA prefill B e2e MiAR & LoRA i EFR[E Lk,



