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PATHRE

« —A)iE: 188 Mooncake TN EP ¥ & joiner #tA24H 2 HEE

« WEDME: EVEIEL, E ST parallel_state.py # use_local_synchronization 5
max_world_size BB X354, WK bootstrap.py BFANFBL AR SHUARHR—XE
FEfE TWORLD w[# 3k vs BRFTEE] RANE—AD, BEEREI: (1) #% #31804.
#39332 BOMRNAE, TE test/registered/unit/ TAN—NEBE joiner BABSFB EHEN,
Z /0BT E rank offset > 0 Bt use_local_synchronization=True. &R HFITHFIER
max_world_size; (2) 7&& AMD ROCm & kK2 T AIREM flaky, BHRIL [RAE
Mooncake + CUDA B8] BERahUEeEmiEE; (3) ZELEIMGHEAE, SAE
initialize_model_parallel AR # %, BARER DCP / self_pp BJRfE R,

THRES B

PR body BA#f BAr 218 Mooncake BIHZZA EFMIEIE A [Enable Elastic EP scale joiners)
FrE KRN : Keep WORLD groups expandable and append-aware, [EBt Create
model-parallel groups as fixed, cohort-local groups with global rank offsets, & &I ZE
¥ RRETIAR cohort BB rank 48X rank_offset BAERE S, RETHZE rank FEF
HPUTR — AN, ZEJ5E torch BRIABE/F barrier 24, joiner &% AR rank
MmfEZE; Rk, WMEATEEARLEI LA AZTICATY K, ERFTEHXSEZEE
FIENX, FEAHNEIERE: focused distributed unit tests passed. Mooncake 0.3.13
EP4—EP6 GPU passed. FI GSM8K scale-up it B EHE 62.89%.

LI AE

1. N\BERXAHZ joiner (python/sglang/srt/distributed/bootstrap.py::_init_parallel_gro
ups) : REAEERHY is_ep_joiner. is_ep_scale_joiner, FA rank_offset =
get_parallel().ep_join_rank_offset if is_scale_joiner else 0 itE 2K rank 1R,
world_size/rank &R ZmEIRE, FMERFANEL R ER R R ASEHEX
init_distributed_environment #k4E{E recovered_rank=is_ep_joiner 5
max_world_size=get_parallel().max_ep_size (WORLD EZRIFTH K) ;
initialize_model_parallel B8~ recovered_rank=is_ep_joiner and not is_scale_joiner B
max_world_size=None if is_scale_joiner else get_parallel().max_ep_size, BR scale

joiner BRI FITHREZ MKRE / ¥ Kl EX, mEAR launch cohort AR E E 4,



2. BARFBBEEWSL (python/sglang/srt/distributed/parallel_state.py::GroupCoordinator.
__init_) : ¥ use_local_synchronization = rank_offset > 0 and not recovered_rank
, FIBBIFELEL mooncake. mooncake-cpu. gloo WK BRIAE ik B4 2R
torch.distributed.new_group() @M. X#¥ joiner cohort REBENIEHREARS, F
BEERS52ANE rank, LEIZ rank_offset == 0, ZIFXIEN False, 1THEK5)
A2 —3K, E)FEHEES joiner BEAN,

3. Mooncake active-rank & XA (A—&%K) : 48 if not recovered_rank and
max_world_size is not None: f&#tA if max_world_size is not None:, B&L (
pg_active_size B g5 MooncakeBackendOptions ¥i&) EH Bk, BEEE joiner B
recovered_rank=False Z 4, BRANHENZE XNBEREMEY B ; @G
max_world_size RRAARE append-aware BIE—FF %,

4. WORLD B3¢y FiFEfEEEH (parallel_state.py::init_world_group /
init_distributed_environment) : init_world_group #3% max_world_size: Optional[int]
= None & #H# R4 GroupCoordinator, init_distributed_environment Bx A XA
FIE max_world_size —FHfEAN, XEAR PR HREZA——WORLD 22RZHE WA
VKA, HRAFRFIZSIHEIAREEH,

5. (RS T BEHMEFALENIERE (parallel_state.py::initialize_model_parallel) :
world_size BRI S EMH if recovered_rank BA if recovered _rank or rank_offset
> 0 (joiner &SR/ rank ZEEFE K TP/PP )F) ; DCP 4 (
group_name="dcp") *h_LE rank_offset &§ max_world_size; self_pp #AxbE
recovered_rank. rank_offset 5§ max_world_size, X¥FAWYMERERIL, joiner &
ZEEIRE rank 5| &kZEA, BTRE— bug BIEFEE,

6. MIREWIEEE: A PR RIESMEBAEMMAX MY, RIET LK PR body #RKFT
#12 (Mooncake 0.3.13 EP4—EP6. GSMS8K 62.89%) 5B8%& CI; PR body ¥ AMD
ROCm 10 ESRSALK, WRFREHLE L,

R

« python/sglang/srt/distributed/parallel_state.py (iR o N3B(E; K5 source; R
core-logic; &5 GroupCoordinator.init, init_world_group,
init_distributed_environment, initialize_model_parallel) : < PR BYA% RS2 34
GroupCoordinator.__init__ #3¥ use_local_synchronization 338 max_world_size 284
" kKM AgME—FF X init_world_group/init_distributed_environment #4%
max_world_size 1 WORLD #Bjk H"E— append-aware B4R ; initialize_model_parallel
&IE world_size ¥IZEHH % DCP. self_pp FH4F rank_offset/max_world_size,

« python/sglang/srt/distributed/bootstrap.py ({3 25151 % ; KB source; EH
core-logic; &5 _init_parallel_groups) : &1 AH: _init_parallel_groups # X4
is_ep_joiner 5 is_ep_scale_joiner, 3& initialize_model_parallel B recovered_rank X
A is_ep_joiner and not is_scale_joiner. max_world_size X7 None if is_scale_joiner
else max_ep_size, MR ST [RA WORLD ¥ 3k BIRA,

XHEM5 . GroupCoordinator.init, init_world_group, init_distributed_environment,
initialize_model_parallel, _init_parallel_groups



RERED R B

python/sglang/srt/distributed/parallel_state.py

A PR B9 SZEL XM : GroupCoordinator. _init_ #3 use_local_synchronization 338
max_world_size BRA R K MEBE—FF % ; init_world_group/init_distributed_environment
#E max_world_size /& WORLD 4B N ™ — append-aware B4R ;
initialize_model_parallel #&1E world_size ¥|EF# % DCP. self_pp FH*F
rank_offset/max_world_size,

# python/sglang/srt/distributed/parallel_state.py
# GroupCoordinator.__init__: 3#M EP ¥4 (scale joiner) THZEAIER
self.local_size = get_int_env_var("LOCAL_SIZE", 0)

# ¥ 28 cohort REY rank EAMX rank_offset WEIES, RESTHE rank T

# AP PUTR—BREZANRE,; ZHRDRFRFEER cohort N, TN new_group &
# BHELR barrier £%% rank MAKAMEE, EMIE rank_offset == 0,

# use_local_synchronization 1854 False, 1TA5KaIRIEE—K,
use_local_synchronization = rank_offset > 0 and not recovered_rank

for ranks in group_ranks:
subgroup_timeout = _MODEL_PARALLEL_GROUP_TIMEOQUT
if "mooncake" in torch_distributed_backend:
from mooncake.pg import MooncakeBackendOptions

# max_world_size RTIZARASY KB AIME: WORLD 4B init_world_group
#E LY, FEEREAIENY active ranks BB X#F append; ERHITA
# Fmizs, RIFEEHE, XBEXET RAH recovered_rank 145,
# B% joiner B WORLD B4 iZ YK E EHMmEH append B,
pg_active_size = len(ranks)
if max_world_size is not None:
assert max_world_size >= len(ranks), (
f"'max_world_size ({max_world_size}) must be >="
f'"group size ({len(ranks)})"
)

pg_active_size = max_world_size

pg_active_ranks = torch.zeros(
pg_active_size, dtype=torch.int32, device=self.device
)
pg_active_ranks[: len(ranks)] = 1
pg_active_ranks_cpu = torch.zeros(pg_active_size, dtype=torch.int32)
pg_active_ranks_cpul: len(ranks)] = 1

if max_world_size is not None:
# W[k EREEARMERL Mooncake /3%, BiEA append-aware
dev_opts = MooncakeBackendOptions(
pg_active_ranks, recovered_rank, max_world_size



cpu_opts = MooncakeBackendOptions(
pg_active_ranks_cpu, recovered_rank, max_world_size

)

else:

# EEA: YA cohort ME—REYF, AWEY BAEM
dev_opts = MooncakeBackendOptions(pg_active_ranks, recovered_rank)
cpu_opts = MooncakeBackendOptions(pg_active_ranks_cpu, recovered_rank)

active_ranks = pg_active_ranks[: len(ranks)]
active_ranks_cpu = pg_active_ranks_cpul: len(ranks)]
device_group = torch.distributed.new_group(

)

ranks,

backend="mooncake",

pg_options=dev_opts,

timeout=subgroup_timeout,

group_desc=f"{group_name}:device",
use_local_synchronization=use_local_synchronization, # RFEA cohort AR

cpu_group = torch.distributed.new_group(

)

ranks,

backend="mooncake-cpu",

pg_options=cpu_opts,

timeout=subgroup_timeout,
group_desc=f"{group_name}:cpu",
use_local_synchronization=use_local_synchronization,

python/sglang/srt/distributed/bootstrap.py

EIA B : _init_parallel_groups X4 is_ep_joiner 5 is_ep_scale_joiner, &
initialize_model_parallel 8 recovered_rank BXA is_ep_joiner and not is_scale_joiner.

max_world_size BXA None if is_scale_joiner else max_ep_size, MR AMWILT [RA
WORLD ¥ 31 B9 4,

# python/sglang/srt/distributed/bootstrap.py
# _init_parallel_groups: MR AX% IEZY &89 WORLD 4] o [EEER HITA)
init_distributed_environment(

backend=backend,

world_size=world_size, # rank_offset + tp_size * pp_size (joiner &1m#%)

rank=rank,

local_rank=gpu_id,
distributed_init_method=dist_init_method,
timeout=get_parallel().dist_timeout,
moe_a2a_backend=get_exec().moe.moe_a2a_backend,

recovered_rank=is_ep_joiner,
max_world_size=get_parallel().max_ep_size, # WORLD #44&3Z BArFETE, RF append

)

initialize_model_parallel(

tensor_model_parallel_size=tp_size,
attention_data_parallel_size=attn_dp_size,



pipeline_model_parallel_size=pp_size,
expert_model_parallel_size=moe_ep_size,
attention_context_model_parallel_size=attn_cp_size,
moe_data_model_parallel_size=moe_dp_size,
decode_context_parallel_size=dcp_size,
duplicate_tp_group=get_disagg().enable_pdmux,
enable_symm_mem=get_exec().comm.enable_symm_mem,

# RA WORLD &7 scale-up #H 3K; joiner WERFATHR © B AN
# launch cohort REHEZEA, A58 &, WARNE max_ep_size TN AL,
recovered_rank=is_ep_joiner and not is_scale_joiner,
rank_offset=rank_offset,

max_world_size=None if is_scale_joiner else get_parallel().max_ep_size,

)

# python/sglang/srt/distributed/parallel_state.py
# 528®%E: init_world_group / init_distributed_environment #3&#3EfE max_world_size
def init_world_group(
ranks: List[int],
local_rank: int,
backend: str,
recovered_rank: bool = False,
max_world_size: Optional[int] = None, # #3&: WORLD H#9¥ & B rilid
) -> GroupCoordinator:
return GroupCoordinator(
group_ranks=[ranks],
local_rank=local_rank,
torch_distributed_backend=backend,
group_name="world",
recovered_rank=recovered_rank,
max_world_size=max_world_size, # #%Ef£% MooncakeBackendOptions, 1# WORLD ®[3& i

def init_distributed_environment(..., max_world_size=None):
if _"WORLD is None:
ranks = list(range(torch.distributed.get_world_size()))
_WORLD = init_world_group(
ranks=ranks,
local_rank=local_rank,
backend=backend,
recovered_rank=recovered_rank,
max_world_size=max_world_size, # WORLD EM—# 48 KA

i B
A PR By review_comments A%, SZFMITIEEFE review £ipf0 PR BHE|& L8 C1 R &

rerun:



« UNIDY2002 2 BAFAHIBT:  [The fix is correct and should be safe. Let's wait for the
CI to go green.] — BRI AR BT, BIEFLABITHREHE CI ZXTE; nvpohanh §
ch-wan Fi/z E# APPROVED, RBETFTXFEN.

« CI fll, UNIDY2002 5 nvpohanh &it%i#2 8 X /rerun-failed-ci 5 /tag-and-rerun-ci,
Yt IR KB AT AE MR T A& RF&E ;. UNIDY2002 $6i [The same
registered/hicache/test_hicache_storage.py also fails in other PRs.] , #EiZ&WK)IE
A5 PR flaky fIEABKH5] Ao

c EFEERIERNITRBROZ ¥ REXEY) RAEEZINNETIELEE: (FEE
initialize_model_parallel &4 7 7EHE “Only WORLD is extended during scale-up. The
joiner's model-parallel groups are fixed groups local to its launch cohort.”, {B1E&E &
B NGB R R AW B sh MR R, RAWEE MR,

- BB EHMESRITRMG (correctness): ZA#AE, REBHEGREARRIN, LRERHMREA
—4) [lcorrect and should be safe] , W¥HEREAR, EWFERBIEZRMENTF TRIL,

« Cl RE rerun 5 flaky J3E (testing): hicache storage MR R E R 5 Ak sh T % 8
flaky; 18 PR body # AMD ROCm 10 (Run #34810986397) 15 ALBURA, iHieEk
LR ERESE B 418,

P RIBXHEL: WORLD " 3K vs A HITHEZE (design): BAW S #H MR THRHZRS
BAE, BEEFEMEUNERFIZRA, EEMEFHE LRt
rank_offset/max_world_size (DCP. self _pp &RIEZMIEMEE RDREER) .

K5 &
< R

1. BeOMREZ (FERK) : rank_offset. use_local_synchronization.
max_world_size =&} FREZAITA, FHRAEMMNRXFHL, MLESE
#31804 (% test/registered/unit/eplb/test_waterfill_eplb.py £8) . #39332 (%)
test/registered/unit/disaggregation/---) BIf%, A PR B joiner EHBARAFIE
IEX, ESMEAFGTFHE (EIM—A group_name) #TRETRE
rank_offset/max_world_size fi&ERiEAL,

2. R IEXARE rank_offset BYIEFAME: use_local_synchronization = rank_offset > 0
and not recovered_rank Z4ifm/REIRT, —EIE joiner BZAMIRR rank_offset > 0,
ZHESMM 2 barrier] 8EBRIHA A cohort barrier] , HEHSTHENAIRN
hang % 2 Faikk B3R E AR —3K.

3. Mooncake FME FF44: pg_active_size = max_world_size & max_ep_size 2 E
pg_active_ranks (device) 5 pg_active_ranks_cpu (CPU) #fa int32 ¥/, HFX%
MooncakeBackendOptions, % max_ep_size AT 4 &] world size REEVEERF
/CPU L#FEFH, ERIMERBTKEAEHE,

4. E3RISEE R BE : use_local_synchronization ERERT gloo SERINEIHREIZ, B
{E& R#R4E T Mooncake B EP4—EP6 B3E; PR body B AMD ROCm 10 1£5&4RiCH
KW, TP RIVEREE, BT RRAFFREERR,

5. Mt B4 30%F: DCP 5 self_pp 2B rank_offset/max_world_size/recovered
_rank ¥NEA I IERE, BB TR PR RIFISEEEZE, RABRIMAFNER joiner HRT



XETFAH rank | RAEZZEAE LS rank Zld,

« APM: {ERAMM EP scale-up (Mooncake /a3, BAE4n EP4A—EP6) MEBEBEZH
, ¥ EIET cohort FEREZEAEFE rank MAZE; B PR body 8 GSM8K 62.89%
YR &5 IR HE vl 4%,

« RGN TEETE rank_offset > 0 B joiner 4%, rank_offset == 0 B'E I B4TA
A&, #ig LEYVI@EMR/N; 1B parallel_state.py ZFrA F4TH%% 4 (TP/PP/DP/EP/DCP)
HARER, EMREEESTHSIER, EWTE S8R+,

« ZAM: A PR AT [WORLD "H K., HMEHITAHREE] WKIARY, ELEEMET &
8% PR FEBHA max_world_size=None Z;~rEEH. 3FE None ZRT¥ KANA L,

« FEPBA /CI fll: PR BE]& LB 8 2K rerun 5 flaky 89
registered/hicache/test_hicache_storage.py B X &% Cl faZ MR A, 5ITHA
#39368. #39545 89 Cl Rt / ST FBRER—EEL M,

« RFEARE: ZAROBREEE , ROMIRAEE . AMD ROCm BIESRE , FP 18 XARK
rank_offset IE#ME , FTIIEAE

KERPKZ

« PR #39487 [Fix][DCP] Localize widened KV ids in MLA retraction CPU
backup/restore: /& DCP B2y AU : A PR W2k T DCP 4 (group_name="dcp")
BB S, 5T rank offset 5§ max_world_size, FREWKFHXIFE [DCP SH0HRNA
Mgt ER X,

+ PR #39423 [NPU] [Bugfix] Disable pinned memory to fix DeepSeek-V2 DP-attention
hang: BB AR / #HEAREBFER] 2 bugfix, BE—3%: BEIRHE rank BFRK
FBAT A REKR LR, "5 PR 8 use_local_synchronization *tH8 54,

« PR #31804 [EPLB] Drop defensive getattr for ep_dispatch_algorithm: R4 MoE/EP 7
M SHBAKERKE), BHE MFNRFEE (test/registered/unit/eplb/test_waterfill_
eplb.py) | BBURIEERAR PR SREAMNIREE, THEAMUKSEER.

« PR #39368 [CI][PD] Skip the flaky decode HiCache file-backend disaggregation test:
5K PR itieH# flaky MR (registered/hicache/test_hicache_storage.py) & %X
/rerun-failed-ci BR— CI faE /632 kL, #RBE HiCache / PD ABXMIRBIAFFEZE BRA



