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[Fix] Wait for PDL before reading DeepSeek V4 K cache locations
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PITHRE

PR#38409 % DeepSeek V4 8 fused K norm/RoPE kernel #87 1 4Teksh: 8 out loc (K
cache BARFEAL) BYILERM PDLWaitPrimary<kUsePDL>() Z BB EIZ)E, 1 kernel %
BIE kernel 7 Hi#y cache location Z AISE5EM PDL F4F, #i#LZ CUDA PDL RAZERER
BUEEMRIETE kernel IR RIEREF, M get_swa_out_cache_loc BIEIR 4 3 7 A K 4R
W= HIZE, IRANEZERS®ETMRIBH cache slot, Bah R ¥ & python/sglang/kernels/jit/csrc/
deepseek_v4/main_norm_rope.cuh, fREB T position FBS freqgs_cis it&, GB300 K&
BEETRERRA 24 ns (+1.73% @128 17) MRS, BMRE XHEEE, BT ks, &
EREE] WIEHMEEE,

ThRe5 shl
ZRRB R EUE KV cache B ANFEAL T EER IR IB{E, PR body YRR E #:

Cache locations can be produced immediately before this kernel:
get_swa_out_cache_loc falls back to gathering the SWA mapping and converting it
to int32, and its result is passed directly to the fused cache-store call.

HEt 2%, out loc BETREHR E—% kernel RMIE K, A kernel & PDLWaitPrimary
ZRIBIRE. FEIES| CUDA XHBIRARAL R

CUDA's PDL contract requires the dependency wait before consuming the
preceding kernel's results, including when the producer uses an implicit launch
trigger. Reading out_loc before that wait can select a stale cache slot.

ERARZRRMERRNEIRE A—K HHEHE RN cache slot, TaEFTRE AZEH TN
EEEREPERE AR, FE T AHUSH EMMEERIE,

DA AR

BB ANOZEA: —EESE python/sglang/kernels/jit/csrc/deepseek_v4/main_norm
_rope.cuh, K%L fused_k_norm_rope_flashmla BIRAZER (A% 280 4TML) , EBP
MRS kUsePDL #£#89 PDL B842, % kernel RIB/&4E K I8 norm. RoPE 5
cache EE, EEEB#HE params.out_loc[work_id] RE,

2. BowEksh: 38 out_loc BOIREIRBIR P B2 . MFEM (3% position — % out_loc = &
fregs_cis — PDLWaitPrimary<kUsePDL>() = norm/RoPE/store] Z A [ position —
& fregs_cis — PDLWaitPrimary<kUsePDL>() — i out_loc = norm/RoPE/store] , X
BT AT R TIREESE, /6 PDL B4,

e



3. R ¥ position FBG freqgs_cis 85T E: XEX review ENWIEEEN, Reviewer &
HEESEERE [deliberately placed late to overlap the prefetch of position] , & T
ZER#sh—4T, 1 position ILEE params.freqs_cis + position * kRopeDim B S4FR]
, REIRAER decode FEMNMBRES,

4. ReRA5AF: BKHMTIRIR positions /A RIBLELTHI A T IE; PDLWaitPrimary
R CUDA + kUsePDL SZfIfbBt A%k, HIP/NPU S/E3fiE X A%, X— [ pikdE el
AR, R %] BRIl 2R PR ERE A NAIRIRE,

5. MREEERE: RIPLETMIRS XA (checklist 7 [Add unit tests] RA%k) , 1EF
£ GB300. CUDA 13.2, sm_103a L7 ¥ GPU 34E (320/320 trials, B&E
20/128/512/2048 4T. int32/intb4 positions. stream 5 CUDA-graph. PDL 7 / %)

, FT 128 AR EER CUDA-graph fREE, [EBTERRESE BAX R 2
failing-before/passing-after B9 £ I,

1TEK BRIA AR E
20 +0.11%
128 +1.73%
512 +1.69%
2048 +0.04%
8192 -0.02%

python/sglang/kernels/jit/csrc/deepseek_v4/main_norm_rope.cuh

E— T E X, 2 DeepSeek V4 K fll fused norm + RoPE + cache B EH# CUDA kernel
; AORIE out_loc BEXM PDLWaitPrimary Z Bi#5 2|2 /5, ZMEEFRIB cache slot B9&IRsE
o
/! python/sglang/kernels/jit/csrc/deepseek_v4/main_norm_rope.cuh
// fused_k_norm_rope_flashmla: DeepSeek V4 K fll Thorm + RoPE + B & cache] Ei& kernel
K_KERNEL void fused_k_norm_rope_flashmla(
const __grid_constant__ FusedKNormRopeFlashmlaParams params) {
// input_ptr 8 A work_id 73Ty KV Eie &
const auto input_ptr =
static_cast<const DType*>(params.kv) + work_id * params.kv_stride_batch;

// position BT TAARMBMESITF] WAKTEE, EWMABEE PDL S/ZH:
/| REeBmBERE EEHHFEES (prefetch overlap)
/] ZIHEIER decode FHRAME, HE review FHHE KRB WIS
const auto position =
static_cast<int32_t>(static_cast<const PosT*>(params.positions)[work_id]);
/] freqs_cis I RMFRIEITH, & RIK# position 5% & kRopeDim,
Il FARBUE(TRIE kernel B9%H, ATARI AR SHIRATH

const auto fregs_cis = params.fregs_cis + position * kRopeDim;

// PDL (Programmatic Dependent Launch) [ & :



// CUDA RAZERFTRIXNERF, TREHTAIE kernel BEMRLER,
/] BR{E A& =& 892 Fa 5\ launch trigger,
PDLWaitPrimary<kUsePDL>();

/I [ARIEE] out_loc BYEERAIVRE F1F2 )5 :

/] E T REH ZKARBIRIE kernel MIRIE H

/] (get_swa_out_cache_loc BIEIR S ¥ & gather SWA BRETFH K int32,
/| EREFERAARGS cache-store A)

/] BEZSEBRIEN cache slot, 1B K B3R E,

const auto out_loc = params.out_loc[work_id];

/] B EZEAFRE: BNEERT— 2 TE pack,

/] %% norm, % position #EhN RoPE, &/EKIE out_loc BEE KV cache,
Float2 data, freq;

// ... (norm / RoPE / cache store kK& 5h)

}
TR AL
WHWRARL, BEEERETXRIALTE:
DarkSharpness: This PDL wait is actually deliberately placed late to overlap the

prefetch of position, which is useful in low latency case. As a common metadata, it
should be prepared ahead of time. Can you find a counter example for this.

Bl: S5 ERANMARTMERREH, FALESWBIANETERA, TNREKK,
aurickg: Changed to just move out_loc so the overhead is limited

VeI P —RBHEERFATE kernel BWAR—4T, FH7E commit [Preserve position
prefetch while waiting for K cache locations] # E1t,

DarkSharpness (APPROVED) : LGTM. Since out_loc is consumed far away, the
overhead should be minimal.

KA HERITP. RATRE] KR, ROKEZAFREMKAUR, EASEHE—HNEZM,

R 5 B

« BUOENFSEF: fEEFE BIR [This checks ordinary producer-to-consumer execution, not
a failing-before/passing-after reproduction of the ordering bugl , XA FHEMN R X1
EE8A AR out_loc IEREFT LR, RIEH kernel FEE FMHE %, Cl TiELIM,

c AEERXREEMFIT: A—XHHET params.* E. [E B F fused_norm_rope_v2.cuh.
unified_kv_kernels/, K33 E python/sglang/kernels/ops/attention/fused_gk_norm_
rope_store.py BEEBERLIRECESE, K PR AHE,

« RAGHRERBIIT R : position MIESFIFRILE, KH [positions ERAIEEIT) WAE
;. —B Y% positions K ARIE kernel &= H, €EZ#H3|IANRELEHFE,



« MRERMIER: 128/512 T F +1.73%/+1.69% (&I EBLA 24 ns) , FE LA ZBER
RERIREE, KER/N batch BREEHREH (BRBR/DN) KK,

« Cl 2 514F#1A: PR body & Latest PR Test (Extra) 5§ AMD ROCm 10 B run BoRsk
W (3FR bypass-fastfail. run-ci-extra #%) . RKzj R CUDA PDL B2, 1Batkt
TIERIAR R T 5 AKX,

B RSEE

- ERM EBE T DSV4 /2 PDL 89 NVIDIA & 1B K B NFRIBREAL AR BREE R, PR
T KV cache 7789 RFE,

- D, BESSETN, LFARREBWASIMNELZE; AMD/NPU 1% PDL B/E3HAT
ARE,

- BIRNEE, ¥ramEFE JIT kernel 4i0E, (BEREM PDL RAETHIEREL R, B
FAiR A I dE TAE 21,

K ERRK L

« 5 PR#37413 (DSV4 gfx950 fp8 XM unified KV) [JE DeepSeek V4 KV BN / i f{iX
&4 AR PR Bk T REM. unified_kv_kernels 5 fused_gk_norm_rope_store.py &
5 cache B2, ERA PR TEMMHEE [EFAUERTEIE BIARE,

« 5 PR#39219 (KDA verify kernel 8% EE, & CTA £4&) . PR#39232 (trtlim_mla
IERRIZE AR EOES) MR —EER: #E kernel B launch/sync I BL 2 M BEATAT
, R ERMESURE.

- SRCEAIEIRAARERES (PR#394054L B EIR
#38346/#33426/#39061/#39219) M"ER: kernel BB, MEUE Cl $EINNEHF
5REmKEM, ZYA] DSVA/MLA TN EEREERRZ—,

RS A M EE, X—fTRMHIAT DSV4 BhE kernel IEFEM [ThEETTHI £\ [PAEXNFF
CUDA #THEARIRY) (PDL. graph capture. DCP TWR) | BME, BEELRXBESH
TTHERSFFLE I,



