PR #38404 ZEIRLE

sgl-project/sglang
[Deps] Retire the CUDA 12 lane
&3 8tE]: 2026-09-11 07:58

JRSCEERE: http://prhub.com.cn/sgl-project/sglang/pull/38404

MTHE

- —4)3E: R1Z CUDA 12 ML MiBIE, A PyTorch 2.14 #E

< EESE: EERE SENATEAARKE BR5KBEENITRN: X2—K Kk
ANEI PR, EEMRAREEEPAEIKILL, BRESXT=ZA: — =
scripts/update_kernel_whl_index.py & CUDA RRA~H % 22 # A +cuNNN EN| Tfig—
X & fail-closed BUfRE MR A, A4 T RKEH CUDA IRAH wheel IR cul30 R3l, &
BEARZEMANTER; —& docker-build-and-publish.ym| # manifest Bl &£ A
cul130 digest J& tag_config.cuda FEMWEFRARE, EXEHEHEFMARAAFHENIE
# (Z4) JFE cul30 B9 cuda BUYE; = &% check wheel_cuda_version ¥h—2R5t3¢
+cul29 / +cu130 / TArie / +rocm720 B98N, X CUDA 12 AP, RIE release notes
A [v0.5.19 A&xE— CUDA 12 fRAR] URFAHKE| CUDA 13 BIEE(R, EHRMAIMN
FORERTBEEAR A RIE,

THRES B

PR body A HEIEIHLIEE BEHE:  Drops the CUDA 12.9 wheels and images, per the
advance notice — prerequisite for the PyTorch 2.14 upgrade. Already-published
-cul29 / -cul2 image tags are unaffected. v0.5.19 is the last release with a CUDA 12
lane.] Bi: H—, PyTorch 2.14 REHREBE cul2 AEMFE K cul29 K3 % CUDA 12
wheel (ci_install_dependency.sh BERER: "PyTorch 2.14 publishes no CUDA 12
wheels for the cu129 index the retired cul2 lane used") , 4RE cul2 BHESEEF
FEAR, =, RR%EF cul29/cul30 AEHKZ. wheel 5 CI 2 X FRERAER TUKE;
H=, ZEBEEAER Slack 2% (body 8 advance notice 858, FEAFRHE]) IRATHE
AP, XBkIssue A%, WHAXE—RBEFRRELRAEERE, fIEIMEREFEIE,

SRR

1. kK CUDA 12 94 %M (workflows B) : release-whl-kernel.yml| #il#£
build-cul129-matrix 5§ release-cul129 B job (-105 4T7) FM target EIH LK
cul29; release-whl-deepep.ym! MK build-cul29-matrix. MEREA target BN, FHIE
release-whl / release-pypi 8§ needs 5§ if M 3% target 0 X HIKTFN4ERE] fEIfLA
RARE build-cu130-matrix.result == 'success'; release-whl-deepgemm.ym! EA&EMIFR
eul29 %45 release-cul29, EREZHHE wheel R”H CUDA 13 —&K3A3E,



2. MBS X MIkS: _docker-build-and-publish.ym| #{F& cu129 89 amd64 / armé4
build step. digest-cu129 %4, K manifest M X86 CU129 / ARMb64 CU129 m93%
¥EAH %X, tag_config B schema #ERM cul129lcul30 UKFEAR cul30;
release-docker-dev.ym!| [ A% @RS %K,

3. Dockerfile F1#) CUDA 12 #%& hack ©2R#lFR: docker/Dockerfile 5
docker/Dockerfile.cu134 89 CUINDEX case R4x8 13.0.3/ 13.4.0; Mk
sgl-deep-ep==<ver>+cul29 3. X pyproject.toml By cuda-python>=13.0 —
>=12,<13. flashinfer_python[cu13] = [cul2]. nvidia-cutlass-dsl[cu13] B4 sed &5 .
torch 2.13 SB&IE X UK sgl_deep _gemm-<ver>+cul29 HEEZ%E: Mooncake.
MSCCL++. NCCL. nixl @3EZEA cudal3 &K, SGL_DEEP_GEMM_VERSION build
arg M2 MR,

4. CI AR AU SR A fail-fast: scripts/ci/cuda/ci_install_dependency.sh %
configure_environment B case "${CU_STRIP}" in 13%) ;; *) FATAL ..., 3E cul3x
BERE: M install_cudal?2 deepep wheel (CUDA 12 By DeepEP wheel REET
sglang #-F &3], &% local version M%) ; remove_stale_cudal2_nvidia_wheels %
¥ CU MAJOR |= 13 B3RS X ; install_nccl THERBHAT nvidia-nccl-cu13==2.30.7 &
Z; install_sglang _kernel REH#H +cul29. AHEIRP| GitHub Release B &%;
install_extra_deps EZ mooncake-transfer-engine-cudal3 / nixl-cu13; R#RE
verify_imports Python FEARBEIK $CU_ MAJOR 53k, NCCL FRALGZITRRIEZ KT
&t

5. 8 FRINEMRZBEEE (KPR RESFNRLKS)) : scripts/update_kernel_whl_index.
py MR SUPPORTED CUDA VERSIONS = ["129", "130"], &N
CUDA_LOCAL_VERSION_PATTERN = re.compile(r"\+cu(\d+)"),
check_wheel cuda_version BN wheel B H#EAEH +cuNNN 4518, RAEFICHIA
2K7A CUDA #3E; update_deepgemm_whl_index.py. update_nightly_whl_index.py.
update_deepep_whl_index.piBUPPORTED_CUDA_VERSIONfIBC AU ZE %30,

6. IBATHHE R, XS MIREE: python/sglang/kernels/aot/python/sgl_kernel/load_utils.
py MR torch.version.cuda.startswith("12") 8y cu129 ZER L X, %—A pip
install --upgrade sglang-kernel; python/sglang/kernels/jit/utils/arch.py B docstring
B cul29 72k A cul30; docs/docs/get-started/install.mdx (+6/-17) 5§
MiniMax-M3. Inkling cookbook snippet BIEREREZ (cul2 #x7F A final Hopper build,
RBERE) ; test/registered/unit/tools/test_docker build_metadata_args.py FESEZTTEK
BEHARE (+7/-7) , (ERAFEFNREZHH check_wheel_cuda_version ILELZ3E,

REEF:

« scripts/update_kernel_whl_index.py (#£3% #-F%&3|; 5| source; A& core-logic; ¥
5 check_wheel_cuda_version, CUDA_LOCAL_VERSION_PATTERN,
update_wheel_index, SUPPORTED_CUDA_VERSIONS) : A& PR H12 B & E & & iR K
&): CUDA MRARIBME D 5 & B BT wheel BH B +cuNNN 4riE, 2
fail-closed BYIEFMERFA, BRET wheel B3| EXENIRLE=H,

« scripts/ci/cuda/ci_install_dependency.sh (#i3k (RK¥i%e3; 25| infra; £&R
infrastructure; &5 configure_environment, install_cudal2_deepep_wheel,



install_nccl, install_sglang_kernel) : MR E&x A EMIZEXHE (+32/-78) : I
CU_VERSION fail-fast #3&, MiFk CUDA 12 £ F#) DeepEP wheel %% % #5 23k
cul2/cul3 9%, #Z CIMil TRF—Z%K CUDA R3E] HIPIT =,

- python/sglang/kernels/aot/python/sgl_kernel/load_utils.py (13 WAZME; 25|
source; %A core-logic; &% _load_architecture_specific_ops) : i&fTHA /A~ o WL EY1E
TAXAKE): M CUDA 12 TEH cul29 RI|IREEIN, K—AHARK PyPl wheel, B
K& CUDA 12 AP BBk & 2| 6946351,

. .github/workflows/_docker-build-and-publish.ym| (#3k $&M3E; K7 infra; £&
infrastructure; 5 build-cul129, digest-cul129, X86_CU129, ARMé64_CU129) :
reusable workflow B§ CUDA £ IRk~ : MR cu129 B9 amdbs/armbs ¥EISBE
digest #iH, manifest MERE E % cul30 digest, tag_config B9 cuda FEREZ L3K,

- docker/Dockerfile (13t ZEHFM; LR infra; EHE infrastructure; &5
CUDA_VERSION, CUINDEX, SGL_DEEP_GEMM_VERSION) : |tk CUDA 12.6.3/
12.9.2 89 CUINDEX % %. sgl-deep-ep+cul29 ¥, pyproject K¥iKE 5
sgl_deep_gemm+cul29 BEfi% %, ERBEERMNETERR (77 1) .

« docker/Dockerfile.cu134 (#3k RBEHEH; L5 infra; £ infrastructure; F5
CUDA_VERSION, CUINDEX, NCCL_VERSION) : 5= Dockerfile RA89FE, [EIH{RE
13.4.0 @38, eBARZ REtX CUDA 12 mIEFTA IBARAS,

« .github/workflows/release-whl-kernel.ym| (i &KL 25 infra; K&
infrastructure; #&F5 build-cul29-matrix, release-cul129, target) : —XMEMIFR 105 4T
. build-cu129-matrix. release-cul29 5 target &M+ 8 cul29, BERZE
sglang-kernel wheel =&/ H CUDA 12 1K,

. .github/workflows/release-whl-deepep.ym| (1R &fHKL; KB infra; LR
infrastructure; &5 build-cul29-matrix, target, release-whl, release-pypi) : FRtFR
build-cu129-matrix g, FB release-whl / release-pypi B9 needs 5 if S&4fELA RIK
#i build-cu130-matrix, E&ZMIEXZWERATH—4LL,

. test/registered/unit/tools/test_docker_build_metadata_args.py (13 TEHFERLE; K5
test; KA test-coverage) : —HNREERK), MBEETHIEMARAE (+7/-7) ; B
A NFEY check_wheel_cuda_version EIMEEI B EZ, ENMIREROFTE,

+ docs/docs/get-started/install.mdx (3R &3 XAY; £A| docs; EAE documentation) :
M A R CUDA 12 3BRIGHRE AR EN (+6/-17) , B RBRAXORK SWEZAND,

X E: check wheel_cuda_version, CUDA_LOCAL_VERSION_PATTERN,
update_wheel_index, configure_environment, install_nccl, install_sglang_kernel,
install_extra_deps, verify_imports, install_cudal2_deepep_wheel (#I[&) ,
build-cu129-matrix (#IFR job) , release-cu129 (MR job) ,
_load_architecture_specific_ops

REIRED R B

scripts/update_kernel_whl_index.py



A PR FE RBEHRE NN : CUDA IRATJERMEIRED A & Bk NAEMT wheel B B 1Y
+cuNNN #rig, = fail-closed HIEHMERFA, BRZET wheel R BESENIE =4,

# scripts/update_kernel_whl_index.py

DEFAULT_CUDA_VERSION = "130"
# CUDA wheel B BAMARAFRIC, HlE0 sglang_kernel-0.4.6.post1+cu130-...whl
CUDA_LOCAL_VERSION_PATTERN = re.compile(r"\+cu(\d+)")

def check_wheel_cuda_version(path_name, target_cuda_version):
# 3k CUDA EimBE#EBk: ROCm/MUSA £E3mmIB1E local version B (41 +rocm720)
# XPU N{E AL 84 sglang_kernel_xpu-*,
if re.search(r"\+(rocmlmusa)", path_name) or path_name.startswith(
"sglang_kernel_xpu-"

return False

# KPR AFB¥EwA SUPPORTED _CUDA_VERSIONS B B&IARAS| LK, MEIEE wheel
# BHH +cuNNN 718, XHEEMEEA wheel 2 AARBAMKIIT B CUDA RRAMZH,
# MWW BEEES, MARBRMEHEBEARI (BEENRMRAXA REBEHE] ) ,
match = CUDA_LOCAL_VERSION_PATTERN.search(path_name)
if match is not None:

return match.group(1) == target_cuda_version

# RAFITH wheel BIBRIA CUDA RABIFIZE, fltn

# sglang_kernel-0.4.0-cp310-abi3-manylinux2014_x86_64.whl

# (PyPI 84 local version, Eib E{£3| PyPl B4 %IE +cuNNN #Ri2) o
return target_cuda_version == DEFAULT_CUDA_VERSION

def update_wheel_index(cuda_version=DEFAULT_CUDA_VERSION, rocm_version=None):
index_dir = pathlib.Path(f"sgl-whl/cu{cuda_version}/sglang-kernel")
index_dir.mkdir(exist_ok=True, parents=True)
base_url = "https://github.com/sgl-project/whl/releases/download"

#BAH MR EE cul30; check wheel_cuda_version A& +cul29 R %
# FMEERI 2, BRRZAEN wheel BEHIAFTRIIE,
for path in sorted(pathlib.Path("python/sglang/kernels/aot/dist").glob("*.whl")):
if not check_wheel_cuda_version(path.name, cuda_version):
continue
with open(path, "rb") as f:
sha256 = hashlib.sha256(f.read()).hexdigest()
ver = re.findall(
r'sglang_kernel-([0-9.1+(?:\.post[0-9]+) ?)(?:\+cu[0-9]+) ?-", path.name
)[0]
full_url = f"{base_url}/viver}/{path.name}#tsha256={sha256}"
with (index_dir / "index.html!").open("a") as f:
f.write(f'<a href="{full_url}">{path.name}</a><br>\n")



scripts/ci/cudal/ci_install_dependency.sh

il ok & B K B9 AR i S (+32/-78) @ 5| A\ CU_VERSION fail-fast #3438, kR CUDA 12
L) DeepEP wheel ZER#52E cul2/cul3 2%, B CIM TRF—% CUDA @3]
BT B

# scripts/ci/cuda/ci_install_dependency.sh (iB4% CUDA 12 EHES)

configure_environment() {
# CU_VERSION JRZ PyTorch &5|#ut. FlashInfer JIT cache &5| MU X% sglang wheel &3l,
# IAERF CUDA 13 33 : PyTorch 2.14 RERN cul2 AEFTAM cul29 R514H
# CUDA 12 wheel, EMXER fail-fast R E8 CU_MAJOR R4 X,
CU_VERSION="${CU_VERSION:-cu130}"
CU_STRIP="${CU_VERSION#cu}"
case "${CU_STRIP}" in
13%) ;5 # AXBKAT cul3x
*) echo "FATAL: unsupported CU_VERSION=${CU_VERSION}; only CUDA 13 is supported";
exit 1 ;;
esac

}

# install_cuda12_deepep_wheel BEEEMIFR: ZREEAM pyproject.toml FMEX sgl-deep-ep
# BRA, BELE "sgl-deep-ep==${version}+${CU_VERSION}" XNREET sglang #F K51
# local version wheel, PUEHE pyproject BIAFIRA pine CUDA 13 E#HA PyPI wheel,

install_nccl() {
# PyTorch £8{%] 2.29.7, FrIAARTE 50 MBAEFTA RN Python IRIEY &<
# (& Imms-eval) ZFHAT; R CU_MAJIOR H|BrHy else X BEMIFR,
$PIP_CMD install "nvidia-nccl-cu13==2.30.7" —force-reinstall --no-deps $PIP_INSTALL_SUFFIX
mark_step_done "${FUNCNAME[0]}"
}

install_sglang_kernel() {
# AEPHE +cul29 AHARAR, AR EIERE| GitHub Release 8T
# sgl_deep_gemm-<ver>+cul29-py3-none-manylinux2014_%$(uname -m).whl,
SGL_DEEP_GEMM_VERSION=%(grep -Po -m1 '(?<=sgl-deep-gemm==)[0-9A-Za-z\.\-]+' python/
pyproject.toml)
if installed_wheel_ok sgl-deep-gemm "${SGL_DEEP_GEMM_VERSION}"; then
echo "sgl-deep-gemm==%${SGL_DEEP_GEMM_VERSION} already installed, keeping it"
else
$PIP_CMD install "sgl-deep-gemm==${SGL_DEEP_GEMM_VERSION}" -force-reinstall $PIP_
INSTALL_SUFFIX
fi
}

install_extra_deps() {
MOONCAKE_VERSION="0.3.13"
NIXL_VERSION="1.3.0"
# INTERER CU_MAJOR #1#: CUDA 12 ¥ mooncake-transfer-engine 5



# nixl-cu12 / nvidia-cuda-nvrtc-cul2 A& BREEE —E MR,
MOONCAKE_PKG="mooncake-transfer-engine-cudal3==${MOONCAKE_VERSION}"
MOONCAKE_STALE_PKG="mooncake-transfer-engine" # EZ& 4|1 #4910 CUDA 12 Z4R
NIXL_BIN_NAME="nixl-cu13"
EXTRA_NVIDIA_SPECS="nvidia-cuda-nvrtc"

}

AT K

A PR AT ITWIEEHE, —H review & Fridge003 # APPROVED &8,
review_comments A 0, RAEEMTAFEARRHE, ERFEEM PR body FPRSHEN BiRER T
AT EENGEE] fE5:

PR body 8 pr-states X3RE 7~ Latest PR Test (Base). Latest PR Test (Extra). Latest
PR Test (AMD ROCm 10) =4 run 2% A8 @ (Run #34440714447 | #34440714159
| #34440714312)

FBZA&E:  TAlready-published -cu129 / -cu12 image tags are unaffected. v0.5.19
is the last release with a CUDA 12 lane.] ——3XZX CUDA 12 A F iyrE— P EfRiL,
BIRATE review FAE# — I HAIAS R LR,

REBEEANIRITERES (BLHE — EURESILE) aEEErmME, R28348;
_docker-build-and-publish.ym| # tag config 5 ANH] cuda FEEFEFFERAE. manifest EZ
A cul30 digest X—{T AT, WA EEFITLFHIEL,

« % body BJ APPROVED E2E & Z LM FH PR CI (other): £iPE U [BARATAE + HBIER
RBBLEITR ARIREERIT, Cl RABCRE PR FHRITOREMmIEH, FHXSITRRE
EHMFR job ERMTHARETHERELEYT, FTEMAR PR ITF+FHB,

« B4 cul29/ cul2 5185 wheel B3&EZE A (documentation): ARG £ =4, RIZ
WEEZ, |H tag RIFTHER, APERLASBEISEHBARAK; B IHE— CUDA 12 R
ARl HEWRE PR body FHEAY, K%Z| release notes RZEXEHNENFHE,

« RE|RELREEMIRA B L HE KA wheel #ZAEAT (design): BT fail-closed BYIEFIER A,
B IR T RKKITE CUDA RARFEZR P EFMNBEGREFRE, RNETAKE K
KRR wheel MTTREET T HARIEL) R BNEE,

A5 2 H
o A

1. tag_config BIEFBRIE XCZF,: _docker-build-and-publish.yml 8 manifest job MR T
CUDA=$(...jq -r ".cuda') 2%, BATLHKMHER X86_CU130 / ARM64_CU130, &1
BIRAAERA {"cuda":"cu129","tags":[...]} WIAELE, FoREE, mMEICXLE tag 23T
3| CUDA 13 812 L, R B cul2. AER cul3) W, YROENR
release-docker-dev.ym| BE#, {BiXZ reusable workflow, ©FESNKFAERAA D EE
7% 8 M2 o

1. RS LECZBESR VMR : check_wheel_cuda_version M\ TEZBERE] TR [EER
wheel B& +cuNNN] , & fail-closed BYIEMERSE, (ERFEFAELNESE (BER



test/registered/unit/tools/ B, #HREKT docker 7TEIEMIR) . B AER (LAriD
wheel JFABRIA 130. +rocm720 / sglang_kernel xpu- HEFR. K& cu fRAEIEL) R EE
EAMRERERERIL,

2. WEEERER: load_utils.py Ml#£T CUDA 12 £J&# —index-url
https://docs.sglang.ai/whl/cul129/ & ~fE, &F CUDA 12 FRRH A F ik
common_ops kit R S5 SHUT pip install —upgrade sglang-kernel, 1% wheel £
CUDA 12 Bay LT3R THE, AP AN HRERBENAKAEL T —FERER] RS,

3. X7 job ZMUKE: release-whl-deepep.yml| B9 release-whl / release-pypi M always()
&& ... NERAESHIRER A4 needs.build-cul30-matrix.result == 'success', BEX L E
BT, 1B S job ¥ skip (Bltm if FIZCERLE) B, T release job ML ATA
5XEFRE, EEWATFHER / B2 AR RZEM,

4. CUDA 12 AP BIREBT A cul29 wheel 5B FBER, v0.5.19 RATKE—NE
CUDA 12 3BEMAIRA; BT PyTorch 2.14 AFWABELZM CUDA 12 wheel, XFKHKZ
FLERTH, NREBERAPMBRINS ZFEA, MIERBEHE, - Fm: APM: X
X #F CUDA 12 WaptkaytL e (BlnfE &7 12.x B Hopper &8f) TIABRBHH
sglang wheel 5%, RAEEHKLEABEA tar KR tag X <v0.5.19 BIARA;
docs/docs/get-started/install.mdx BYEREHEX— BT mAERE X LTI, BEAAH
-cu129 / -cul2 tag BRIFTRER, EETHERS T, RAS CIM: KWEFEMFHEL
CUDA BB USA—%, _docker-build-and-publish.ym| 2 7 BANEAZEE step (
AMD64/ARMb4 &—AS cul129) , Dockerfile 07 %8 CUDA 12 RE 5 EXF1E, WE
BTl S £ WM EE T ci install dependency.sh 3#m fail-fast /&, {EfI{E
CU_VERSION=cu129 8 runner &3 %|A FATAL iR B R 2 &R RS S, HPRA
Ml: A PyTorch 2.14 ARITERMERRR, b/ CUDA XK RELF 13.x —KEBAE,
KEAEF AT, RMEZMRESBEHANKERRIREZ BsiIRIE, EVAEEIK
BT —RESL release %, - NEAMD: ZMEEEEASEEMIR , CUDA 12 B &R
&, PRCIRESAKXK , REIZBEHRVMREE | tag_config.cuda FEEFERKIK , FBiRiE
¥ TR

KRR EE

« PR #38767 [AMD][CI] Retire the ROCm 7.0 kernel wheel: F2t [RZIE wheel/ $1238
) BEEshE, B RS .github/workflows/release-whl-kernel.yml, FEH*EIEL
P AEFEURSK A B D B E SRR, AIATEE tag/ RIRZBR B XALRE P H RN

« PR #38842 Revert "[CI] Temporarily disable GB300 tests": E&E#H &
release-whl-deepgemm.yml 5 NVIDIA CI T/E, BHRZXAEEAEBERER,; &
PR R cu129 deepgemm 4%Ef%, 5i% PR BIIRESNMEE R LT X,

« PR #38881 [CI] Drop the GPTQ dynamic-config test for the deleted non-Marlin
kernel: El—#t DEIEEKLMGEE / MR WIKE PR, BHEBKROEPALBA XN~ HH
ClEE, ARINEIFETEEARZERIKA LM,

« PR #38830 [JIT] Port the expert-pack MXFP4 kernels to load_jit and fix their launch
limits: [EJ& python/sglang/kernels JIT &% H; A PR BT
sglang/kernels/jit/utils/arch.py H % F CUDA ARAEIFRI ISR, WELREZEX JIT A



3t CUDA FRABIRRIR



