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PATHRE

. —£)iE: 55 NPURALM KV 7 PD + PP THyfEH#IH 5

- WHEIE: EEREIR, AHEXME NPU/PD/PP & hybrid-linear #& X FHRE %, ZOF R
. send_kvcache G5 MBI N E YL vs layer-id BEAY 949 %1% ;
get_kv_layer_ids 3fI{BFHE id 5% buffer AXNTF; _send_mamba_state ZEAZHIATR
WML A/ RS, S ANBTRIAEHIA kimi_k3.py FIH BkEN RS E S CUDA Ak
EIPENN=

THRES B

PR body BAFAIEH : Ascend Bk ¥ dense MLA/MHA # /&t PP + PD, 1B Kimi-K3 £/
HybridLinearKVPool, RAE#BA full-attention B#AE KV buffer, B Ascend HEANXKE
HNEZREZ N buffer A, FIL' AWML E PP 10 BESEREL PP stage EHEEIRHN
decode % B” (existing positional PP slicing therefore selects the wrong decode entries
for later PP stages) . 188 BAr&Z1iL hybrid MLA + PP %=k A layer-id B2xt; [EB+ PR
body BAFAHERR DSpark prompt context collection. draft-KV ¥ / {£#52R % draft ARE
m#, BTARRNTEERE,

TR

1. Ascend KV £ A ANBk3E (python/sglang/srt/disaggregation/ascend/conn.py) :
¥ send_kvcache ¥, _validate_envelope_kv_layout ZJ5.
group_concurrent_contiguous Z RIFTE R Z—Y self.is_hybrid_mla_backend and
self.pp_size > 1 BRE#EIREHA _send_kvcache_generic, & self.kv_args.kv_data_ptrs /
kv_item_lens/kv_layer ids 5 decode 3% dst_layer ids —# X 4838 A layer-id Bt XtiZ 15,
XAf prefill 3% PP-local % B5 decode sg @R EL BIRER/E id XMF, SRV ET D,

2. KV layer-id KB 8AEE (python/sglang/srt/mem_cache/memory_pool.py) :
HybridLinearKVPool.get_kv_layer_ids £ use_mla and _is_npu and layer_ids B, 2B
get_contiguous_buf_infos() /52| buffer 8%k, B3RE layer_ids * (len(data_ptrs) //
len(layer_ids)), BRENEETE B buffer BHEELAHELBE id, 1RiE layer 51%k5

KV buffer ——XtRz; JE NPU B&421R3#F layer ids (MLA) = layer ids * 2 (MHA) JRAT
Ao

3. Mamba RS (python/sglang/srt/disaggregation/mooncake/conn.py) :
_send_mamba_state F3¥ dst_state_item_lens 5%k, FE build_transfer_entry pairs &



HEZRRE src/dst AL, FR—EE#HE RuntimeError (325RFA3% persistent
state ARAEFE—K) ., BRELTEHLXENFEREREIN; maybe_send_extra 5
_send_mamba_state_slice FIEZRERIZE W FEE dst_item_lens / dst_state_item_lens,

4. B ZEE (python/sglang/srt/models/kimi_k3.py) : _shared_experts_attn_tp_comm &
T E LM enable_shared_experts_attn_tp and self._ep_a2a and self._dp_attention
and attn_tp_size > 1 B EH self. dp_attention, PR body RAEFZKE, IR AFELE
1 “change dp attn / revert dp attn change” IR B, HLAFEH RS, BT EEM
HIAR S 5 3miT A E 1,

5. MIRELE: test/registered/unit/disaggregation/test_pp_hybrid_kv_transfer.py #3&
_RecordingAscendManager 12 & mock, iE hybrid MLA + PP &
_send_kvcache_generic B layer-id IEFZEL,; H3E TestMambaSlotTransfer RiEEX /&
ARSI E S K/ ICER AR, test/registered/unit/mem_cache/test_mamba_unit
test.py #F3E test_hybrid_linear_kv_pool_npu_layer_ids_match_buffer_groups, H
patch ¥1# _is_npu, BIE device %53 NPU 2% 89 layer-id #iHi,

R

« python/sglang/srt/disaggregation/ascend/conn.py (#3k KV 1&£#1; 285 source; FE&
core-logic; &5 AscendKVManager.send_kvcache) : #uon %324 : send_kvcache A
hybrid MLA + PP>1 #73¥ layer-id pairing A%, ERRBENEAND,

« python/sglang/srt/disaggregation/mooncake/conn.py ({1 KV #£%i; 25| source; 2%
A core-logic; &5 MooncakeKVManager. send_mamba_state,
MooncakeKVManager._send_mamba_state_slice,
MooncakeKVManager.maybe_send_extra) : Mamba IRAMEM IR A/IMRIE S S5k
#EL, Fhik PP B EEREREE IR R,

« python/sglang/srt/mem_cache/memory_pool.py (#i3k R&EM; 25| source; LA
core-logic; &5 HybridLinearKVPool.get_kv_layer_ids) : get_kv_layer_ids #3& NPU
%, ¥ buffer BREELAE id, & layer-id BELITEZ B9 BIERAKIR,

. test/registered/unit/disaggregation/test_pp_hybrid_kv_transfer.py (& PD MiR; 2%
B test; KA test-coverage; &5 _RecordingAscendManager,
TestAscendHybridPpDispatch.test_hybrid_pp_uses_layer_id_pairing_path,
TestMambaSlotTransfer.test_stagel_uses_paired_slot_sizes_and_offsets,
TestMambaSlotTransfer.test_slot_size_mismatch_rejected_before_transfer) : #r3g
_RecordingAscendManager 54N, $1UE hybrid MLA &£ layer-id BECXTEE12 &
Mamba FEARIRIT Ao

. test/registered/unit/mem_cache/test_mamba_unittest.py (R RENIR; K5 test;
KA test-coverage; 5 test_hybrid_linear_kv_pool_npu_layer_ids_match_buffer_gro
ups) : 9 get kv_layer_ids 7 NPU ti% buffer B¥EEE id, BZ3E NPU 5 4H¥K
HIRERD Ko

- python/sglang/srt/models/kimi_k3.py (&3 =AE; KA source; FEA data-contract;
&5 _shared_experts_attn_tp_comm) : I EFEHLXEFER attn-tp BEH
_dp_attention &, BEIRITATI, FEMBHIA,



XS AscendKVManager.send_kvcache, HybridLinearKVPool.get_kv_layer _ids,
MooncakeKVManager._send_mamba_state, MooncakeKVManager._send_mamba_state_sl
ice, MooncakeKVManager.maybe_send_extra, TestAscendHybridPpDispatch.test_hybrid_
pp_uses_layer_id_pairing_path, TestMambaSlotTransfer.test_stagel_uses_paired_slot_si
zes_and_offsets, TestMambaSlotTransfer.test_slot_size_mismatch_rejected_before_trans
fer, test_hybrid_linear_kv_pool_npu_layer_ids_match_buffer_groups

KERAY B EX
python/sglang/srt/disaggregation/ascend/conn.py

B k32 send_kvcache A hybrid MLA + PP>1 ¥ layer-id pairing 2%, ZARXE
SWEAND,

# python/sglang/srt/disaggregation/ascend/conn.py
# send_kvcache BB E &ML A KER: hybrid MLA + PP £ 2K layer-id BT,
# HAR Ascend 1 RRFFRA NIZALEY 2 ER,

def send_kvcache(
self,
mooncake_session_id: str,
prefill_kv_indices: npt.NDArray[np.int32],
dst_kv_ptrs: list[int],
dst_kv_indices: npt.NDArray[np.int32],
executor: concurrent.futures.ThreadPoolExecutor,
dst_layer_ids: Optional[List[int]] = None,
dst_device_kv_indices: Optional[npt.NDArray[np.int32]] = None,
dst_kv_item_len: Optional[int] = None,
dst_attn_tp_size: Optional[int] = None,

if dst_device_kv_indices is not None:
raise NotImplementedError(
"Ascend PD transfer does not support HiSparse "
"destination device KV indices"

)

self._validate_envelope_kv_layout(dst_kv_ptrs, dst_kv_item_len, dst_attn_tp_size)

# Hybrid MLA £ prefill & PP stage R#FHE 4~ stage WESKH,
# 1 PP=1 8 decode 3 IM 7 &HBERER: RAEXMARIZLRH
# layer id BEXt; HAfth Ascend fr B4k 4L & IHERAZ,
if self.is_hybrid_mla_backend and self.pp_size > 1:
return self._send_kvcache_generic(
mooncake_session_id=mooncake_session_id,
src_data_ptrs=self.kv_args.kv_data_ptrs,
dst_data_ptrs=dst_kv_ptrs,
item_lens=self.kv_args.kv_item_lens,
prefill_data_indices=prefill_kv_indices,
dst_data_indices=dst_kv_indices,
executor=executor,



src_layer_ids=self.kv_args.kv_layer_ids,
dst_layer_ids=dst_layer_ids,

#HRTR: BRRIINAE, BE MLA/ MHA WA EAEE

prefill_kv_blocks, dst_kv_blocks = group_concurrent_contiguous(
prefill_kv_indices, dst_kv_indices

)

# ... EEABEEN get_mla_kv_ptrs_with_pp / get_mha_kv_ptrs_with_pp &%

python/sglang/srt/disaggregation/mooncake/conn.py
Mamba RSEMITEREAA/ NI E 55035 1€, Mk PP ELX /a5 DL SH R $k3R

# python/sglang/srt/disaggregation/mooncake/conn.py
# send_mamba_state: 1% layer-id BEAH/E BRI FMAEAL AN,
# BAEfLiIR, R PP MR RN FBA R IR,

def _send_mamba_state(
self,
req: Transferlnfo,
prefill_mamba_index: list,
src_state_data_ptrs: list[int],
src_state_item_lens: list[int],
dst_state_data_ptrs: list[int],
dst_mamba_index: list,
src_layer_ids: Optional[List[int]] = None,
dst_layer_ids: Optional[List[int]] = None,
dst_state_item_lens: Optional[list[int]] = None,

# Mamba RESEAMERR A —NEIK index
assert len(prefill_mamba_index) == 1, "Mamba should have single state index"

transfer_blocks = []
pairs = build_transfer_entry_pairs(
src_layer_ids or [],
dst_layer_ids or [],
len(src_state_data_ptrs),
len(dst_state_data_ptrs),
allow_positional_fallback=self.pp_size ==
)
for i, j in pairs:
dst_state_ptr = dst_state_data_ptrsl[j]
length = src_state_item_lens|i]
# PP BEEXERE src / dst ALK/N—3; A —KEZERE,
# MAREERKENEEES decode 37
if dst_state_item_lens and length != dst_state_item_lens[j]:
raise RuntimeError(
"Prefill/Decode Mamba slot size mismatch "
f'(src={length}, dst={dst_state_item_lens[j]}). "



"Configure matching persistent state layouts on both peers."

)

src_addr = src_state_data_ptrs[i] + length * int(prefill_mamba_index[0])
dst_addr = dst_state_ptr + length * int(dst_mamba_index[0])
transfer_blocks.append((src_addr, dst_addr, length))

return self._transfer_data(req.mooncake_session_id, transfer_blocks)

python/sglang/srt/mem_cache/memory_pool.py

get_kv_layer_ids #3% NPU 4%, % buffer AREELXHE id, & layer-id ELXTERIR %535
BAKRo
# python/sglang/srt/mem_cache/memory_pool.py

# HybridLinearKVPool.get_kv_layer_ids:
# 2B/ E id %M5 full-attention KV buffer A——3t R,

def get_kv_layer_ids(self):
"""Global layer ids aligned with the full-attention KV buffers."""
layer_ids = list(self.full_attention_layer_id_mapping)
# NPU E&A full-attention BB E L NMELL buffer 4,
# B id FE% buffer HREE, A8E5 kv_data_ptrs FKXFF;
# 3 NPU =3k MLA R EFERAEITA.
if self.use_mla and _is_npu and layer_ids:
data_ptrs, _, = self.get_contiguous_buf_infos()
return layer_ids * (len(data_ptrs) // len(layer_ids))
# MLA 8F—4 KV; MHA 8B K/V B4, ALELEFRRE

return layer_ids if self.use_mla else layer_ids * 2

TP XA

% PR RAEET AL review 85 review thread: review_comments_count = 0, #—8

Issue W& sglang-npu-bot B /tag-and-rerun-ci (X hfk% Cl &) , R EHEEES T E

X B PR body BJitEAS 15 NMEXKESIRT : X FEEZL KR Merge branch 'main'. —X

dp attention HBxB&kzh % H revert (change dp attn / revert dp attn change) . —X

—unified-memory ¥ XEKshH8) revert (revert change related to —-unified-memory) , %BA

SZELE DP attention &5 unified memory Bt B L 2 kR BB E, BARZHERELENE

REE,

« TSR review it (X bot %k CI ) (other): EANREKEEHEFM CI RSS5 PR
body BI5ZHL benchmark (GSM8K 96.5%. GPQA 98.4%) %#%; kimi_k3.py Hi#7 ksl a4
FIALRIETT S LA,

PNSESE-AL

« Qe
1. kimi_k3.py Mt Z B AEERIT AT B self._dp_attention £#fE, EEHRR
E3 . enable_shared_experts_attn_tp + _ep_a2a + attn_tp_size > 1 e EHEL
XK attn-tp TEH % (gather i + reduce-scatter i) . PR body KItBRZENHL,



BRALETE revert i, FHIA CUDA/ROCm EE3AET DP attention RERSF| A
MBI FFHRAT AR,

1. BREBAELHA: memory pool.py # len(data_ptrs) // len(layer_ids) &% buffer ZB%k
EEBREHE, ZEBRSEBL, S kv_layer_ids § kv_data_ptrs KER—EK, EXE
BBRESLEB., HRIMRA layer_ids IEEEARFP, BRAEERIEHHEE.

2. Ascend i x5t &5 44 ascend/conn.py B hybrid %7
group_concurrent_contiguous Z B return, EIE layer-id B, F&a={RiX hybrid
MLA + PP R ABEH R ELRTIHH. XERITRY, EX/EL&E# (W HiSparse 3£
®E& KV &3|) ERIBAR,

3. MRA mock & I EMLILET RecordingAscendManager / SimpleNamespace,
REZESL NPU £HIEE125 build_transfer_entry_pairs BJAMRER; BSR4 ISR
PR body #FLHIE GSM8K (96.5%) 5 GPQA (98.4%) %#.

4. Mamba RICHTH R MEESZ: RuntimeError RILELE R —3AY PD ERKE R KM mmIE#E3R
SERRIE, FEIRBMIRIE prefill/decode PIn persistent state //H—3K, TN BILFH
ARG, - BrE: PRSEEEFE NPU (Ascend) + PD #54 + PP prefill (pp_size
> 1) + hybrid-linear (Kimi-K3) #H&: &7 decode 3% KV #E 5B FANIE, H4
Mamba RGN T A —EMEFE, GPU F/53#8 dense MLA/MHA (E3BEZMRIFFR
% (get_mla_kv_ptrs_with_pp / get_mha_kv_ptrs_with_pp 2% %k&h) . 1B kimi_k3.py
HNEEZERZEXMHRREELEIRAERN, EYFMEM NPU ¥ KEIFTA Kimi-K3 2, BERE
®, % PR BT & NPU buffer AN N—N2/E id EKERA, N PR body +EAmHE
M8y DSpark prompt context, draft-KV &34 TEHER. BAYMEE+FTS., - XKt
12 kimi_k3 MW EBERITAZE , NPU TRA XS REI 24 , buffer HEREMRERIRT
P, MARA mock &, BRES NPU £mRREZ , Mamba A ARIHH B N K KEEZ

KERBKL

« PR #38984 [Intra-node PD][DSV4] Pack all layers into one batch for
INTRA_NODE_NVLINK path: E 2K python/sglang/srt/disaggregation/mooncake/conn.p
y B KV {&5E&12, BT PD &b a3R 5 B2 B A E 4UR ¥,

« PR #39584 [Fix][PD] Give prefill and decode their own RDMA NICs in disaggregation
tests: @A PD Ifo RN EMMEE, FREA test_disaggregation_* JMIRH fixture
WE, 54K PR & PD + PP MR BARE AN,

+ PR #39544 [misc] Trim redundant variants from the 8-gpu-h20 disaggregation test

suite: Xt disaggregation MREHHUASE KT, 54 PR ¥ & PP hybrid KV &40 8
FRE—NNERE R & AR



