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server_args = type("ServerArgs", (), {"max_lora_chunk_size": 16})
backend = ChunkedSgmvLoRABackend(
max_loras_per_batch=NUM_LORAS,
device=torch.device("cuda"),
server_args=server_args,

)
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with get_context().override_server_args(max_lora_chunk_size=16) as server_args:
backend = ChunkedSgmvLoRABackend(
max_loras_per_batch=NUM_LORAS,
device=torch.device("cuda"),
server_args=server_args,

)
backend.init_cuda_graph_batch_info(
max_bs_in_cuda_graph=BS, num_tokens_per_reqg=1

)
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