PR #38293 ZEIRLE

sgl-project/sglang

[CP V1 Deprecation 3.5/5] Deprecate HIP/NPU/MUSA prefill CP and remove legacy
implementation

&FFEtE]: 2026-09-08 06:39

JRXCEERE: http://prhub.com.cn/sgl-project/sglang/pull/38293

PATHRE

- —AiE: EF HIP/NPU/MUSA & prefill CP, BIRIBSZI, A CP EMHHEL,

- EME: ZPRE-NEZEXBNEMBFESE, EAHERUER CP *ﬁﬁ%ﬂ’]@"L?ﬂﬁ
EZAAMEETHER T ANFEFELARA—REENTBNREZ, RBRITRARERE:
BN FRASHINE L AR RERTIEETRHEK; 2) FRESAFRUK/IMUT R E G 3 E’J
B, FERAMEARIRET 3) BE2SENETTMRURIETARA,

TN EES BAL

AELESAITH CP 2 EMHESE. PR body BABRIEH: “Deprecate the legacy prefill
context-parallel implementations on HIP/ROCm, Ascend NPU, and MUSA ahead of the
upcoming CP refactor. CUDA's strategy-based prefill CP, decode context parallelism
(DCP), and ordinary non-CP platform inference remain in scope for regression
protection, not removal.” EEHLEFRIE L F3mBENRA, %— CP LI, HRFEEENEF
iR,
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ContextParallelMetadata #3E25. prepare_context_parallel_metadata Sz o&%k, XY
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« python/sglang/srt/models/deepseek_v4.py (3R DeepSeek V4 A ; KF| source; 3£
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dependency-wiring; 5 ContextParallelMetadata,
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ContextParallelMetadata. FiA all-gather EHe. oK /| EER K,

« python/sglang/srt/arg_groups/parallel_hook.py (1R S¥IEEF; 25| source; 3£
# core-logic; %5 handle_platform_cp_compatibility,
handle_legacy_cp_runtime_compatibility, validate_prefill_cp_platform) : IR 28 5 3kAE
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- test/registered/unit/server_args/test_platform_prefill_cp_deprecation.py (i3 F A
JEMR; K5 test; 2K test-coverage; 5 TestPlatformPrefillCPDeprecation,
test_platform_cp_rejected_before_model_lookup,
test_context_parallel_handler_rejects_before_model_lookup,
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« python/sglang/srt/layers/attention/dsa_backend.py (#3k DSA ST E A G K5
source; £ core-logic; &5 _all_gather_dsa_trtlim_fp8_kv, materialize_full_kv_cp) :
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XEFE: validate_prefill_cp_platform, handle_context_parallelism,
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materialize_full_kv_cp, _all_gather_dsa_trtlim_fp8_kv
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python/sglang/srt/models/deepseek_v4.py
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# UTREKBEERT _can_run_tbo FREBKRFE CP B2 B LELE,
# TER, ZAEEEX HIP & CP round-robin-split B2 894FFRAEIE,
# XEE, ERAEEE CP BRMAR TBO FRESM.
def _can_run_tbo(self, forward_batch: ForwardBatch) -> bool:
""DSV4 prefill-only two-batch-overlap gate.



from sglang.srt.layers.moe import is_tbo_enabled
# BT X dsa_use_prefill_cp(forward_batch) B8 242, BAFE CP 2EF.
# WERNZBERFN: RAVIE CP WHUERRAZIELT TBO,
if not forward_batch.forward_mode.is_extend_without_speculative():
return False

#... (H% PP RESHMEM) ..

return is_tbo_enabled() and self._non_cp_tbo_eligible(forward_batch)

python/sglang/srt/arg_groups/parallel_hook.py

RS ESHREIAIBIENXBAD R, T FeFATE, FBRTAFE CP BHENFRE
MEF R,
def validate_prefill_cp_platform(server_args: Any):
"""Reject deprecated platform CP before resolving models or CP topology."""
cfg = resolving_view(server_args)
platform = get_platform()
# EERMBAEIMREZ A, EL BT A LK prefill CP 3EXK,
if cfg.enable_prefill_cp and (
platform.is_hip or platform.is_npu or platform.is_musa
):
raise ValueError(
"Prefill CP on HIP/NPU/MUSA is deprecated; CP support will be refactored soon."

)

# ZREIAEEA handle_context_parallelism #9158 —4TR A,
def handle_context_parallelism(server_args: Any):
validate_prefill_cp_platform(server_args)
# ... (EENERRIEZE) ...
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