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« —A)iE: B8 DSV4 — KV AR E, % SWA fo C4 RESM token BIE KA
per-request ring it#k, Bk 83.5% FE&E.

« EME: Z PR ER—NBAEANERE reland, BOEBEER. 1REE. MWiRES.
EIEIEZLTER%: (1) pool_configurator.py F _get_bytes_per_full_token B4 unified %
FTR=AEERES X, M token ZWME vs THMEAMNE; (2) swa.py F
per-request ring B4 available_size/swa_available_size IEXE, XZ2RAERERMENX
#; (3) schedule_policy.py ¥ ring R TFHITHBEBETE, WFXE DSV4 LB
Jfi, % PR B ERAZEETRAPERERE,

TN EES BAL

T unified-KV WAZE&E2F, SWA 5§ C4 E4IRASIE per-request ring (ring_size /> slot
EMLELENEREM) MIE token-scaled M4 B, 18 DSV4PoolConfigurator B
_get_bytes_per full_token {3#% swa_ratio * kv_bytes 7 swa_ratio * c4_state_ratio *
c4_state_bytes F—FIT AF token FHME, FIK full-token SINE T il 52 FrfE A BN 77
, "I token BEKIE4EK, PR#30315 (& TZRIAEAE PR#38163 FRER, REZHF
HEZR R AFB G — KV T8, EH— (fp8) BT, & PR HEIHLE reland i%
BEH KA RLZERRTE RS gate & _unified_kv &0 X G, HBEEZE—BEFZEWE,
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1. MBEEIWHEEM (pool_configurator.py) : #E DSV4PoolConfigurator. init_ $ifEid
is_unified_kv_triton() #&#T self._unified 7F&, #3E swa_ring_size. _spec_infl B%E;
_get_bytes_per_full_token() # unified T4 SWA #o C4 state HXINE A 0.0 (HAE
fIIARE 2 per-token 45%) , [EB kv_bytes B&XA attn_head_dim * 2 (bf16 latent) ;
_compute_dsv4_sizes() 7 unified T¥& c4_state_pool_size R 0 (GERF|H & EE18F
¥ ring ¥5HTE) ; 38 _unified_c4_state_pool_size(). _fixed_c4_state_bytes().
_fixed_swa_bytes() =MNAkR, LB calculate_pool_sizes FAENE EfmENEHE
$ofR, FHFE finalize_with_max_running_requests T 4& 8 c4_state_pool_size B
config,

2. SWA R/ BLRIER (swa.py) : SWATokenToKVPoolAllocator #73 req_to_token_pool %
¥, AL kvcache.swa_reqg_ring_size FI¥TZ T B per-request ring #3\; BHAE
available_size() 3R[E full_attn_allocator.available_size() (SWA ring EWo . ~HA



R token 3K) , swa_available_size() 3R[E free_req_slots * swa_ring_cost_tokens,
alloc_extend/alloc_decode/new_pages_available Zi—#& full-only E2AR EIE&4IZ; F3E TN
& is_swa_req_ring() H#HBIREKHINIRENM,

3. C4 IRAS per-request £ B #A (deepseek_v4_memory pool.py) : &
DeepSeekV4TokenToKVPool. _init_ 3% _unified_kv A#Ar#2R12] c4_state_pool_size
HHEZRT; unified B842TF c4_state_pool_size = num_req_slots * c4_ring_size; ¥
clear_c4_req_states(req_pool_indices) &%, #% req_pool_idx * ring_size +
arange(ring_size) FALFHEEIE EEKEMN C4 RA; kv_cache_configurator.py 4 H
#= worker JEMft req_to_token_pool.register_on_alloc_rows(token_to_kv_pool.clear_c4 r
eq_states), HRHT L BENIERKEBNES,

4. ERAMETFHE (memory_pool.py, decode.py) : ReqToTokenPool #o
DecodeReqToTokenPool #3E on_alloc_rows EA%e register_on_alloc_rows() Z3%, &
alloc_rows/alloc FAXXFT o BB AL EE, £ A B ABALA chunked continuation
Thn%k, #%IRFPEPIRS,

5. AERERIER (schedule_policy.py) : rem_swa_tokens B ring R T B3R E
allocator.swa_available_size() (B4& evictable) , _swa_budget for req iR EEZE K
swa_ring_cost_tokens; _update_prefill_budget # chunked continuation ~B & £ it %
ring slot; add_one_req ¥ ring XA > BNR >= HHEEHIH,

6. MIREBE: I test_dsv4_c4_state_lifecycle.py (4 A mock MRILIE c4 state pool R
T. clear %M. alloc hook &%) ; ¥ & test_pool_configurator.py (F73%
unified/non-unified 4 X Xftt. token-cap BIAMEVINR. BEmEFFMEMR) ; ¥
& test_c4 v2.py (BIE unified request-ring plan #iabit&E)
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« python/sglang/srt/model_executor/pool_configurator.py (13 NEMWEEE; 5|

source; £ data-contract; 5 _get c128 state_fixed_bytes_for_token_capacity,
_unified_c4_state_pool_size, _fixed_c4_state_bytes,
_resolve_max_running_requests_per_worker) : #ZO0EE: EH DSV MWEEITE, ¥
SWA/C4 state M token BFNE KA per-request ring BERE, F=ABEEFHIHE
F3%, unified X BE| IR

« python/sglang/srt/mem_cache/allocator/swa.py (3R SWA LB ; KF source; £
core-logic; 5 swa_req_ring, swa_ring_cost_tokens, is_swa_req_ring) : SWA &g
BAZWERS: B per-request ring 28X, &5 available_size/swa_available_size & X
, alloc_extend/alloc_decode #£ full-only &2

. test/registered/unit/mem_cache/test_dsv4 _c4_state_lifecycle.py (B3R C4 RESE
#A; 2R test; FEA test-coverage; fF5 TestUnifiedC4Statelifecycle,
test_pool_size_is_exact_request_ring_product,
test_clear_resets_only_selected_request_rings,
test_clear_is_noop_off_the_unified_path) : 384G : I8IE C4 state per-request
ring Rt &, #EFEMEZE. alloc hook XX FTFEALfE &L

KBS _get _bytes per full_token, _unified_c4 state_pool_size,
_fixed_c4_state_bytes, _fixed_swa_bytes, _resolve_max_running_requests_per_worker,



clear_c4_req_states, get_swa_ring_size, register_on_alloc_rows,
is_swa_reqg_ring,_swa_budget for_req

KR Fr B]

python/sglang/srt/mem_cache/allocator/swa.py

SWA A BLERZGIERL: B per-request ring 3, £5
available_size/swa_available_size & X, alloc_extend/alloc_decode # full-only E&42

class SWATokenToKVPoolAllocator(BaseTokenToKVPoolAllocator):
"“""Allocator for SWA hybrid KV cache."""

# Per-request SWA ring (BaseSWAKVPool.swa_req_ring_size). Class default so
# subclasses that bypass this __init__ read False.
_swa_req_ring = False

def __init_ (self, size, size_swa, page_size, dtype, device, kvcache,
need_sort, req_to_token_pool=None):
# ... existing init ...
ring_size = kvcache.swa_req_ring_size
self._swa_reqg_ring = ring_size is not None
self._req_to_token_pool = req_to_token_pool
if self._swa_req_ring:
assert reqg_to_token_pool is not None, (
"per-request SWA ring: capacity is counted in req slots"
)
self._swa_ring_cost = (
(ring_size + self.page_size - 1) // self.page_size
) * self.page_size
# Total SWA capacity is every req slot's ring; all slots are free here.
self._size_swa = req_to_token_pool.available_size() * self._swa_ring_cost
logger.info(
"SWA per-request ring accounting enabled: "
f'ring_size={ring_size}, ring_cost_tokens={self._swa_ring_cost}, "
f'size_swa={self._size_swa} (paged size_swa={size_swa} bypassed)"
)
else:
self._swa_ring_cost = 0

def available_size(self):

if self._swa_req_ring:
# SWA ring is pre-allocated per slot and reused by decode,
# so it never constrains token growth; full attention is the real limiter.
return self.full_attn_allocator.available_size()

return min(
self.full_attn_allocator.available_size(),
self.swa_attn_allocator.available_size(),



def swa_available_size(self):
if self._swa_req_ring:
# Ring-based availability: free request slots * per-slot ring cost.
return self. req_to_token_pool.available_size() * self._swa_ring_cost
return self.swa_attn_allocator.available_size()

def is_swa_req_ring(allocator) -> bool:
return isinstance(allocator, SWATokenToKVPoolAllocator) and allocator.swa_req_ring
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MERIGISE, hnyls2002 BAEAR PR B35 getattr(kvcache, 'swa_req_ring_size') B# Rk

RLEMET ], (2) CI 383 — CI gate MR Y RIFE head L&k (RiZW) , 1B Extra fo

NV CI i#3¥, HaiShaw #IA NV Cl %, Issue & yuttian1 %&£ T benchmark ¥ :

c=512 AT 7 baseline + 6 PR + 3 baseline-control 3547, baseline-control & £ KT

PR delta, FEBERATLTNERYT; AFEH 11.63 GiB EX2MBEN SWA/C4 state A

token ZtFEA per-request ring EBEIRNEE, T PR IFHFMKRE,

- Disaggregation B2Z £ (design): EFIARSE, getattr ALEF/ES PR

« Cl gate &WCKZHT (correctness): 5120, Extra fo NV CI i3, HaiShaw A NV CI
T4

- NBEEDERE (correctness): BERE, HEMKAITE PR SZfx G A

Ao 5 B
- R

1. NERAZLRE (B&M) © PR#30315 WEDRIEEZREA shared-path EE K gate, 7
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2. AEE SWA ZEMEEmZE: ring R T swa_available_size() 3RE free_reqg_slots *
ring_cost, MiEAE RH swa_growth_potential it ERIZ token HEMEK, ring R
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