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HATHREZE

« —A]iE: DeepSeek V3/V4 HAEMEIET router GEMM &3 fp32, WAL FEFHE

< EESE: EERE SHESKTFHREMHIE. MoE BRi BB E A BHF kernel DO
SEHN TR, EEAEZARITARER: —2I dtype BEX XA T EH torch.mm T IERE
import kernel, #EEFRES| AFRRNRY; —& matmul_persistent  THHEZHRE
fp32 store X FTiAM] X—RE, WU triton LS EMIZE N dtype RIS =
Z _mm_dtype_compat &3 .to(out_dtype) EX2FHIAA SWEHE, EIE S —N5t
Xt router logits dtype 5 top-k EFE—FMHRIEN, H BRI deterministic BER5
batch-invariant *h T BI4RE * &,

TN EES BAL

PR body BR#AIBAIX Z issue #34758 (FEE#3E) T8I wip: "under deterministic
inference the DeepSeek router GEMM falls back to F.linear, which stores buffers in
bf16", M MoEGate.forward ByHAhEE/2 (dsv3_router_gemm/linear_bf16_fp32.
prefil-CP) #RBELZ3RE fp32; XL logits &3 AN noaux_tc B top-k (256/384 £F) #2
i fp32 {&IE bias, "using bf16's 8-bit mantissas here can change which experts are
selected when scores sit within one ULP", {EZ R EEMRE: #EME matmul 2EA
fp32 Eing fp32 store 4%, 1B "it was unreachable because the output buffer was
always allocated as the input dtype", i batch invariance R &xNFQMF. R x o HH
dtype,

SR AR
. 85 MoEGate HFAEM A IRA DO (python/sglang/srt/models/deepseek_v2.py)

JRSZHL R A —4T return F.linear(hidden_states, self.weight, None), #H%E bf16, FLEK
AWK : CUDA/HIP £ torch.mm(hidden_states, self.weight.t(), out_dtype=torch.float32)
, HfthE3%£E F.linear(hidden_states.float(), self.weight.float(), None), X#EHaEMERT
router logits By dtype A5 tiny_ gemm_bf16. linear_bfl16_fp32 4% %—A fp32, ¥
B EAEAT token FTEARBALL max_router gemm _tokens By kernel ¥#&; FEFEE MR R
FRK,

2. & out_dtype ITHIMXAZE matmul A (python/sglang/srt/batch_invariant_ops/bat
ch_invariant_ops.py)



matmul_persistent #3% out_dtype: torch.dtype | None = None, R out_dtype =
out_dtype or a.dtype fRIEBEAE AR EETAZTM; _matmul_persistent_triton 5
_matmul_persistent_deepgemm #FIE out_dtype &%, torch.empty Bk3#% out_dtype KB
KT E triton MEARSEIER **configs[a.dtype], EAMEBE BMAKELTRAE,
THRAMHE TN EM#TE, Mifmit kernel NEEAE B fp32 store /X TG,

3. BEEHERTHNREN, FARBREE

_mm_dtype_compat B matmul_persistent(...).to(out_dtype) 28X matmul_persistent(...,
out_dtype=out_dtype), & fp32—bf16—fp32 BANXE L N ; X[EE torch.mm(...,
out_dtype=...) XN T FTTEET/FNFEORIR, einsum R (
_ENABLE_MM_FALLBACK_VARIANT) #13% out_dtype == a.dtype | 13%, FHiIERA fp32 &
MiE X AR E 7 fp32 #rd, TN E%E| persistent triton kernel,

4. M5 Cl BE2E

A PR RFMIR. BERXAL: KanR 2 NRE X, KBELA 8
test/registered/attention/test_deepseek_v3_deterministic.py 5
test/registered/unit/batch_invariant_ops/test_batch_invariant_ops.py (issue ¥ B 3iX
F/NAB rerun G 1-gpu-h100 L£33Y) , PR Test (Extra) § AMD ROCm 10 ¥ XK, &
LI LR /rerun-failed-ci R, 1BRFFIE 5 A commit: ¥R — 1K review #b "adding
fp32 to non cuda backends" — #>X merge main (B b8zhong #fE) — —XX MoEGate &
* 1 ruff-format 5 £,

R

« python/sglang/srt/models/deepseek_v2.py (#£ik £ REEH; 25| source; ER
core-logic; &5 MoEGate.forward, MoEGate) : MoEGate.forward B9#E MHHEIE 45 %
M F.linear(bf16 % ) Bxh CUDA/HIP 8 torch.mm(out_dtype=torch.float32) X
JE CUDA E3MERN fp32 cast, & PR BI4TAAND; router logits By dtype HIFERE
256/384 X top-k HIER,

« python/sglang/srt/batch_invariant_ops/batch_invariant_ops.py (#3k #t R TEF; 25
infra; 22 infrastructure; 5 matmul_persistent, _matmul_persistent_triton,
_matmul_persistent_deepgemm, _mm_dtype_compat) : #HXARZEE matmul BRI,
: A matmul_persistent & X triton/deepgemm E3%5| XN out_dtype, 1& fp32 L&+
"[3iX; mm_dtype_compat ¥ compute-then-cast, &1t monkeypatch &
torch.mm X#F out_dtype BIXH, HWHATAMAZME matmul A&,

KBS MoEGate.forward, matmul_persistent, _matmul_persistent_triton,
_matmul_persistent_deepgemm, _mm_dtype _compat

REIRED R B

python/sglang/srt/models/deepseek_v2.py

MoEGate.forward BYHaEMEIEIE S Z M F.linear(bf16 3t ) B CUDA/HIP L8y
torch.mm(out_dtype=torch.float32) WU &I CUDA EIRBER fp32 cast, &4 PR BI4TA
AB; router logits B dtype E#RE 256/384 T X top-k BILEE,



class MoEGate(nn.Module):
# __init_ T EMRIE config 5 weight dtype RZE tiny_router_gemm_max_tokens E@M
def forward(
self,
hidden_states,
gemm_output_zero_allocator: BumpAllocator = None,
forward_batch: ForwardBatch = None,

# MEAEBE fp32 CGRE / expert_pack &) B, BEEM fp32 ZHE
if self.weight.dtype == torch.float32:
return F.linear(hidden_states.float(), self.weight)

if use_intel_amx_backend(self):
return torch.ops.sgl_kernel.weight_packed_linear(
hidden_states,
self.weight,
None, # bias
True, # is_vnni

#HEMHRES X KPR WBOKENE, ZAXERA—AT
# “return F.linear(hidden_states, self.weight, None)™, #H &% E bf16é
if get_exec().deterministic.enable_deterministic_inference:
if _is_cuda or _is_hip:
# torch.mm B4 batch_invariant_ops #&xh T8 matmul_persistent,
# FANX B H out_dtype &—HBBEE R persistent kernel:
# MHEZ P EER fp32 A, BRAE bf16 vRIEE, WREE
# compute-then-cast, BR¥EHT fp32 -> bf16 -> fp32 W= k&E A,
# RBRIHER token & AER —FKEEIZ, ABS max_router_gemm_tokens &M,
return torch.mm(hidden_states, self.weight.t(), out_dtype=torch.float32)
# 3 CUDA / HIP ji8 (NPU. CPU %) A3 3¥F out_dtype,
# BRI RIEFEMEMAER cast Bk fp32 BE, RMEZFRBHU fp32 3KE

return F.linear(hidden_states.float(), self.weight.float(), None)

# derfE B RIFRME: /D batch & tiny_gemm_bf16, ERWEHIIK;
# XEHFARMELZIRE fp32 logits, SHE MRS X HHHRZA—K
if hidden_states.shape[0] <= self.tiny_router_gemm_max_tokens:
logits = tiny_gemm_bf16(
hidden_states,
self.weight,
out_dtype=torch.float32,
max_m=self.tiny_router_gemm_max_tokens,
)
elif _use_aiter:
logits = aiter_dsv3_router_gemm(hidden_states, self.weight)
elif not _is_cuda:
logits = F.linear(hidden_states, self.weight, None)

else:
# cuBLAS bf16 x bf16 -> fp32 GEMM (torch.mm & out_dtype 1X CUDA = F)



from sglang.kernels.ops.attention.dsv4 import linear_bf16_fp32
logits = linear_bf16_fp32(hidden_states, self.weight)

return logits

WiE X HE 4
WE AT, BERIEE R

1. b8zhong B AREEH import kernel, MEERMENT ADO: "Is it possible to call:
return torch.mm(hidden_states, self.weight.t(), out_dtype=torch.float32) And it
could be monkeypatched directly right?" (Fgm %R EE R from
sglang.srt.batch_invariant_ops import matmul_persistent BIRA) . {EEEE "ouuu

good point", % head WRAHA torch.mm(...), & 7 ER M43t
batch_invariant_ops BIEERE .

2. b8zhong X3 CUDA EIRfT#EH "Can we change it to FP32 (through casts)", 7E& = "
good catch", &34 F.linear(hidden_states.float(), self.weight.float(), None), ¥R
commit "adding fp32 to non cuda backends",

BBuf &% APPROVED; Tt B ARARMBE AL B,

« AXEAMT B89 torch.mm B E#E import matmul_persistent (design): X%, &% head
WRABZ AR torch.mm, ® batch_invariant_ops B9¥EAN TR T KRB F|
matmul_persistent, #&ERBBEKBAZER; RNERIAERIT BLE,

« 3f CUDA/HIP 4% ME cast 3| fp32 (correctness): XA, ki A
F.linear(hidden_states.float(), self.weight.float(), None), Xt commit "adding fp32
to non cuda backends", EFTHERERE RN TEME fp32,

« CI R& rerun 13@E¥, iz MERBIBZRBELA MR (testing): EANBIRMELAH T / #it
RARZEEEBIMRALE, FIFEEI router logits dtype BIZER A, Cl ZAE%,

PRS-
o NS

1. RFRAN THIRA S YA HRASZMIAA torch.mm(..., out_dtype=torch.float32), RA&
torch.mm # batch_invariant_ops &# 4 _mm_dtype_compat B4 &%, ZHI [FF
PHREMHIEERZERRATENTI NASE FL/EHR. MR EREZ. BNEEN
i MoEGate) , ZIARAS%EIRAE torch.mm; REEFEAEEE torch.mm
out_dtype X CUDA =T, Et#EIE CUDA LB TaeE M TypeError il 232BR[&
Ko

2. EZ B RATE: _mm_dtype_compat M T dtype H5%EH .to(out_dtype)!
TA TEEWX out_dtype KECHIH] , FLEM out_dtype B9 matmul AR &R (CRik
router GEMM) MiBAERNESTN, BRAMLEZEFEH, EHIELNHEEESL
| ERERTREEINESR, TELEHEZERGE X,



3. 3 CUDA/HIP EERMAHFSHE N KA F.linear(hidden_states.float(),
self.weight.float(), None) £&s M1t hidden_states &5 256/384xhidden_size B
router IREFM fp32 5KE, 7 NPU/CPU FEsiREREMHER T TEZ,

4. FJRAE X AKRFBRLE . einsum TARTE out_dtype |= a.dtype BF#Bkst (BRfE
_ENABLE_MM_FALLBACK_VARIANT #T7) , fTAEBRERRNEDIRH,

5. BAOEIHEYINR: AR PR TMREE, ULP RERBFERBUZAE TN
dtype/top-k —3XIEEM|, RFEFEEEA deterministic £MRFLE: CI 89 Extra 5§
AMD ROCm IT/ERB I LIKE rerun, - Ea: AFPM: FFR deterministic
inference By DeepSeek V3/V4 EZE, MoE KR89 E FhIFE N FIER ULP BRR B
bf16 B2kEN, " EIMMEEEAIWRE; RINE router logits B XM bf16 &
fp32 (256/384 T XK logits BHF5 5w AR, EMAX KV cache 5EEZRER/N
BR) o ALM: matmul_persistent 28 MHEHEIE FHANT B torch.mm / matmul &
NGE— a3k, AORITER out_dtype SHETTHA ML AANMEQEIEX, BT
FEMIRZEENRARE, SPWHELFARB batch invariance BRI 5 A%, BB
M: B2 7 T#H dtype 5 BN dtype X5F, 21k compute-then-cast] B4 E,
WHEEIEHEMHEEY BRI EZ G / ERERE T TEANSEGEE, - NRirD: K
BIEANTBEX , REARMHURATE | 5 THEMNR , 3 CUDA BRI fp32 #
n

KRR EE

« PR #39366 fix: stop shadowing the DSpark shared-experts fusion guard: [E/&
DeepSeek ZF|HEAIA) MoE RIAKRZRMBE: — NEHEE EXNFEZILEETTE shadow)
B, —NERAEMEL X dtype HIBER, FHEEE forward ERZEHBRIMTARE,

« PR #39223 Fix MegaMoE buffer allocation and caching for effective SM budgets: R4
BT MoE RWZENK / HEIBEBXWEMRMERBE (buffer KBELFRMER—) . 54
PR &K persistent matmul ¥ &S E A NBEREIR, "T1EARNZRRA LK R
5%,

« PR #39534 [Fix] Aggregate all IPC weight update responses: ##r’E consistency ByE#
RIEFAMMBE, SHEN / HRAFRETEXLTA (deterministic #i7%) RB—KMERELE
, FIEA ORI — R SRR —ER D



