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« —#]3&: DeepEP v2 X3#F BF16 S#HERTNH T R

- EEME: EERR. X2 BREEEERMIR NTEEAR: WTE rank AXH
SFRRAER rank Tx. W] AEERLE REFFRREIR. WA mock ME wire .
Wit % GPU Lk E)3, EEE=AZITARE: create_moe_dispatcher &
quant_method A E#A % (LEIMX deepep v2 ¥%, REFEH) ; wire dtype
FREERY checkpoint MAEBE B FF%; #AE M reduce-scatter A input.clone() fR¥FAHARY
BT, & HRIFANIEFE A E I3 2 K — 2838, A PR BUMHR A& (4 FH=E x B
Fr rank FZEM + atol=0, rtol=0 KiE) " EHIBEMELE,

TN EES BAL

DeepEP v2 MWHIR#ESZ 128x128 blockwise FP8 &%, BF16 checkpoint B IE
“%; [RB #35758 %4 fwd_kernel _ep _scatter 2 3ghn expert_start/num_experts gk [E#% B
$T #35634 5| NBY ep_scatter from_psum JAAZE, S3K prefill MMEXIR TypeError:
dynamic_func() missing 2 required positional arguments, FFakkBRE: TP
reduce-scatter B9F & K A0)F BUR T UK rank, PR #3R$8H TAs a serving batch

grows, a token can move to another rank and enter the first MoE layer with different
bits] , BMEF BT HEHEIE, token B RLERIMEMA T —collective VTR RKEE
Bl 8,192 A BF16 st& %A 2,550 A (31.1%) EARE B4R rank LERFRR,

SiZ/\E7y-
SCENAR VA S

1. &£ contiguous scatter &%: # python/sglang/kernels/ops/moe/ep_moe_kernels.py
B ep_scatter from_psum AALKME expert_start=0 FaARME KLk, EA DeepEP v2
dispatch B2 rebase TE#WKINWER ID, 2RRIIFAEEFRIZF; RBKRIZE
deepep_v2 8y prefill permute (_fwd_kernel ep scatter 2 8 v2 iAHE) ., BLEIIE
test/registered/kernel/moe/test_deepep_v2_contig_scatter.py, F BF16 I scale 5§
FP8 % scale M4 CUDA ABIBIZEIT A, BWNRABIE PR base LK,

2. E3I wire dtype JREEE: python/sglang/srt/layers/moe/fused_moe_triton/layer.py #
create_moe_dispatcher #3 quant_method &%k, %&£ deepep_v2_experts_are_fp8 (
not isinstance(quant_method, UnquantizedFusedMoEMethod)) HI¥rEFw=x, BIRA
python/sglang/srt/layers/moe/utils.py #¥H



get_deepep_v2_dispatcher_output_dtype fB#T —-deepep-dispatcher-output-dtype: B

flag 5 checkpoint FJEr#E ValueError, #E )RS 5kEsBR%5E FPS;
_validate_deepep_v2_quant_method REBERAT UnquantizedFusedMoEMethod,
python/sglang/srt/layers/moe/token_dispatcher/deepep_v2.py B4 DeepEPv2Impl 5
DeepEPv2Dispatcher ¥3& REFTIE use fp8 dispatch, _get buffer IWEFE(EL
ElasticBuffer, dispatch ¥ BF16 X BHEFBEME. R B scale;
python/sglang/srt/layers/moe/moe_runner/deep_gemm.py #
pre_permute_deepep v2 to deep gemm 3¥EZ [T scale 8§ BF16 31 Fpkst
input_tensor_scale %BC,

3. LI E M reduce-scatter: python/sglang/srt/distributed/parallel_state.py By
reduce_scatter_tensor # SGLANG_ENABLE_DETERMINISTIC _INFERENCE FT&&A
all_reduce(input.clone()) /&% rank_in_group Attt f; Hg
_deterministic_reduce_scatterv FARIZ A offset XIFAZEK S, reduce scatterv [E
BA. BEMAZAN T RFRAARA—RoRAEERUANZRRMAT A, RRBR
python/sglang/srt/arg_groups/moe_hook.py F DeepEP v2 5 E R E FHIE%HZE
38 ElasticBuffer receive sorting &%, EAEFRITEITML. combine &£ slot F85t
, B sort B95h5%3|5 decode CUDA graph IR ER,

4. MRS Cl BEE: F test/registered/unit/layers/moe/test_deepep_v2_wire_dtype.py (
CPU mock, ML ElasticBuffer UkB|8) wire #&3) . test/registered/kernel/communicat
ion/test_deterministic_reduce_scatter.py (4 *®EY3, &= BF16/FP16/FP32 x
eager/CUDA graph, #47 NCCL EEHECE) . test/manual/ep/test_deepep_v2_dete
rministic.py (AL logprob #$t, REMRESHFRHEHEBZEA radix cache) ;
test/registered/unit/distributed/test_parallel_state.py & Z#EMHRZHNMANRITSES
rank 2 F3%E$%, test/registered/unit/server args/test_server_args.py & deterministic
+ deepep_v2 MIELENHE NIES, test/registered/unit/layers/moe/test hpc_ops_runner_
guard.py BEZFEMNRA,

KB
« python/sglang/srt/layers/moe/fused_moe_triton/layer.py (#3k £FE; 25| source;

KA core-logic; &5 create_moe_dispatcher, deepep_v2_experts_are_fp8,
_validate_deepep_v2_quant_method) : dispatcher 2B A0 : create_moe_dispatcher
3 quant_method S8 HIZE RN use_fp8_dispatch;
_validate_deepep_v2_guant_method 74T BF16 €%, & BF16 Z#IFMEFF X,

- python/sglang/srt/distributed/parallel_state.py (23R EEE; EA source; EH
core-logic; 5 reduce_scatter_tensor, reduce_scatterv,
_deterministic_reduce_scatterv) : HaEMEIBIZNMEE : reduce_scatter_tensor 5§
reduce_scatterv TEFIEMFF X T A all-reduce + A, MM RFortEIK rank BIK
®, BTa2RaomNRERERREZ,

« python/sglang/srt/layers/moe/token_dispatcher/deepep v2.py (3R EFn%k; 25|
source; M core-logic; 5 DeepEPv2Dispatcher.init, _DeepEPv2Impl.init,
_DeepEPv2Impl._get_buffer, DeepEPv2Impl.dispatch) : BF16 wire 895ZFrHfT &
use_fp8_dispatch &£ 3| ElasticBuffer, dispatch BBkt EEN, & BF16 BENZL
FiE,



python/sglang/srt/layers/moe/utils.py (#3k EF T B ; L8| source; £ core-logic;
45 get_deepep_v2_dispatcher_output_dtype) : 3¢
get_deepep_v2_dispatcher_output_dtype: ###T --deepep-dispatcher-output-dtype &
5 checkpoint F/EE#sE, ZEFEFERERNEERE S,
python/sglang/srt/layers/moe/moe_runner/deep_gemm.py ({ik RNAZERS; 25|
source; M core-logic; 5 pre_permute_deepep_v2_to_deep_gemm) :
DeepGEMM EELEIEZ T scale B9 BF16 dispatch ¥, FHBIDHOE scale 2F; R
R¥ FP8 A,

python/sglang/kernels/ops/moe/ep_moe_kernels.py (#&3k MAZFE; %5 infra; £/
bugfix; &5 ep_scatter_from_psum) : 8 & ep_scatter_from_psum 5% # bugfix
frE: *ME expert_start=0 5 A E F3K,

test/registered/unit/layers/moe/test_deepep _v2_wire_dtype.py (#ER $&FMRX; K5
test; A test-coverage; 5 TestDeepEPv2WireDtype,
TestDeepEPv2DispatcherOutputDtype, _FakeBuffer, fake_quant) : CPU-only wire #&
MR : B _FakeBuffer mock ME BF16/FP8 FAH wire % & ElasticBuffer i Fji%&dF
, B= dtype BT EIE4ZE,

« test/registered/kernel/moe/test_deepep_v2_contig_scatter.py (£ WAZMS; K5
test; A test-coverage; &5 TestDeepEPv2ContigScatter, run, _check,
test_scatter_bf16_without_scales) : CUDA scatter EY3: BF16 I scale 5§ FP8 &
scale MNABIE PR base E¥HEK, PiEHRSMBE,

. test/registered/kernel/communication/test_deterministic_reduce_scatter.py (#£ik #E
MR, ; KB test; KA test-coverage; 5 group,
test_batch_and_destination_invariance) : 4 *&/KEY3: F&iF batch size 5 B#r rank
TR B AL R —3R, BE=F dtype § CUDA graph ##3%E, BEREMBENRSN
(B o

. test/registered/unit/distributed/test_parallel_state.py ({E3k BIEMR; £KF| test; LR

Vai=]

test-coverage; fF5 test_deterministic_reduce_scatter_preserves_input_and_selects_r

ank_shard, test_deterministic_reduce_scatterv_selects_rank_shard,
test_nondeterministic_reduce_scatter_keeps_native_path) : CPU BN & Z#aE M
reduce-scatter BT ASRFF. rank 2 F3EFE X IEHE M native B2 R IR,

XS create_moe_dispatcher, _deepep_v2 experts_are_fp8,
_validate_deepep_vZ2_quant_method, get_deepep_vZ2_dispatcher_output_dtype,
DeepEPv2ZDispatcher.init, _DeepEPvZ2Impl.init, _DeepEPv2Impl._get_buffer,
_DeepEPv2Impl.dispatch, pre_permute_deepep_vZ2_to_deep_gemm,
reduce_scatter_tensor, reduce_scatterv, _deterministic_reduce_scatterv,
ep_scatter_from_psum

KBRS B EX
python/sglang/srt/layers/moe/fused_moe_triton/layer.py

dispatcher B A O : create_moe_dispatcher 3 quant_method Z3kFFI%E FENENT
use_fp8_ dispatch; _validate deepep v2 quant_method 34T BF16 %, & BF16 X#FH



E\ﬂl%o

def create_moe_dispatcher(
moe_runner_config: MoeRunnerConfig,
quant_method: FusedMoEMethodBase,
) -> BaseDispatcher:
a2a_backend = get_moe_a2a_backend()
# Hib53R40 X488 none / megamoe / deepep v1 / flashinfer SRR AE,
if a2a_backend.is_deepep_v2():
# wire dtype UERFE expert SREE( A N : DeepEP v2 {EFUREH
# BER% DeepGEMM 9 GEMM, B RF—KEE GEMM A0 i,
output_dtype = get_deepep_v2_dispatcher_output_dtype(
_deepep_v2_experts_are_fp8(quant_method)
)
return DeepEPv2Dispatcher(
group=get_tp_group().device_group,
router_topk=moe_runner_config.top_k,
num_experts=moe_runner_config.num_experts,
num_local_experts=moe_runner_config.num_local_experts,
hidden_size=moe_runner_config.hidden_size,
params_dtype=moe_runner_config.params_dtype,
use_fp8_dispatch=output_dtype is DispatcherOutputDtype.FPS,

def _deepep_v2_experts_are_fp8(quant_method) -> bool:
# KR EM BF16 (UnquantizedFusedMoEMethod) #b, % & deepep_v2
# XIFHMEREMNTEZEE blockwise FP8,
return not isinstance(quant_method, UnquantizedFusedMoEMethod)

python/sglang/srt/distributed/parallel_state.py

e MRS E . reduce scatter tensor § reduce scatterv ZEHEMTF X T KA
all-reduce + A, ERRFFEEI rank IR ; BTL2RE040 B EEKRZ,

def reduce_scatter_tensor(self, output: torch.Tensor, input: torch.Tensor):
if envs.SGLANG_ENABLE_DETERMINISTIC_INFERENCE.get():
assert input.numel() == output.numel() * self.world_size
# R4 reduce-scatter B93% & K AT H#EUK rank RE: FE—% token
# MEHEORIE KIS H A rank /&, #HAE— MoE BEBEEZFRRAMER,
# all-reduce itFTA rank 3 E—FALE, BHAMBTA,
# KF8) rank IKBERILERR; FLFE input fRIFRAARA,
# FEMB AL RMAY A IRARE,
reduced = self.all_reduce(input.clone())
output.copy_(
reduced.reshape(-1)
.narrow(0, self.rank_in_group * output.numel(), output.numel())
.view_as(output)
)

elif _is_npu or _is_cpu:



# TODO: add optimized reduce_scatter_tensor kernel for cpu
self._reduce_scatter_tensor(output, input)
elif self._maybe_aiter_reduce_scatter(output, input):
return
else:
reg_reduce_scatter_tensor(output, input, group_name=self.unique_name)

def reduce_scatterv(
self,
input_: torch.Tensor,
output: Optional[torch.Tensor] = None,
sizes: Optional[List[int]] = None,

) -> torch.Tensor:
world_size = self.world_size
pynccl_comm = self.pynccl_comm

# reduce_scatterv F 2 AEKIZ: DP attention (attn_dp_size > 1) B

# should_use_dp_reduce_scatterv() £3€ combine BBEI|XE,

if envs.SGLANG_ENABLE_DETERMINISTIC_INFERENCE.get():
return self._deterministic_reduce_scatterv(input_, output, sizes)

with pynccl_comm.change_state(enable=True):
assert pynccl_comm is not None and not pynccl_comm.disabled, (
"pynccl is required for reduce_scatterv"
)
if sizes is not None:
assert len(sizes) == world_size
assert input_.shape[0] == sum(sizes)
chunk_size = sizes[self.rank_in_group]
else:
assert input_.shape[0] % world_size ==
chunk_size = input_.shape[0] // world_size
output_shape = (chunk_size,) + input_.shape[1:]
if output is None:
output = torch.empty(
output_shape, dtype=input_.dtype, device=input_.device
)
else:
assert output.shape == output_shape
pynccl_comm.reduce_scatter(output, input_, sizes=sizes)
return output

def _deterministic_reduce_scatterv(
self,
input_: torch.Tensor,
output: Optional[torch.Tensor],
sizes: Optional[List[int]],



) -> torch.Tensor:
# 5 reduce_scatter_tensor [, BEXIFREKDSH : offset BRIZ A0,
if sizes is not None:
assert len(sizes) == self.world_size
assert input_.shape[0] == sum(sizes)
chunk_size = sizes[self.rank_in_group]
offset = sum(sizes|[: self.rank_in_group])
else:
assert input_.shape[0] % self.world_size ==
chunk_size = input_.shape[0] // self.world_size
offset = chunk_size * self.rank_in_group
output_shape = (chunk_size,) + input_.shape[1:]
if output is None:
output = torch.empty(output_shape, dtype=input_.dtype, device=input_.device)
else:
assert output.shape == output_shape
# i BME all_reduce EMEKE 53k, W ARBIRREAAH input,
reduced = self.all_reduce(input_.clone())
output.copy_(reduced.narrow(0, offset, chunk_size))
return output

python/sglang/srt/layers/moe/token_dispatcher/deepep v2.py

BF16 wire B9SZFRBUT A use_fp8_dispatch #EAEER| ElasticBuffer, dispatch FBITBIEE
1t, = BF16 BEHZLELE,

class _DeepEPv2Impl:
def _init_ (

self,
group,
router_topk: int,
num_experts: int,
num_local_experts: int,
hidden_size: int,
scale_format: DeepEPv2Fp8ScaleFormat,
num_max_dispatch_tokens_per_rank: int,
use_fp8&_dispatch: bool,

self.group = group

self.router_topk = router_topk

self.num_experts = num_experts

self.num_local_experts = num_local_experts

self.hidden_size = hidden_size

self.scale_format = scale_format

self.num_max_dispatch_tokens_per_rank = num_max_dispatch_tokens_per_rank
self.use_fp8_dispatch = use_fp8_dispatch

def _get_buffer(self) -> ElasticBuffer:
# ElasticBuffer BB B|EF R EE use_fp8_dispatch: BF16 5 FP8 B
# REEEY checkpoint REEBBAMAEARETXERE, TEERNEGRARES,



return ElasticBuffer(
self.rank,
self.hidden_size,
self.router_topk,
self.num_max_dispatch_tokens_per_rank,
self.use_fp8_dispatch,

def dispatch(self, hidden_states, topk_output):

#.. RERBREE ..

if not self.use_fp8_dispatch:
# BF16 wire: M0&ERAEH N ElasticBuffer, REf. R=4& scale;
# 54 DeepGEMM T B #iE BL 32 th R B ELE0E scale K&,
dispatch_x = hidden_states
use_tma_aligned_col_major_sf = False

elif use_masked:

# FP8 masked 842 1&3¥5/"A per-token-group BfL5 scale T8,
_ensure_fp8_quant_available()
_ue8m0 = self.scale_format.ue8mo0
dispatch_x = sglang_per_token_group_quant_fp8(
hidden_states, SCALE_BLOCK_SIZE, ue8m0=_ue8m0
)
#..HL FP8 X (TMA 5% scale &) &HE& ...

BN

iZ PR 89 GitHub TL R A & FAFF review ¥ (comments_count=0.

review_comments_count=0) , {8 commit 5a24eda BAFaKRE [[Fix] Address DeepEP v2

review feedback] , WEAEANRIBEE—® review 58, M commit 5|5 PR #3R = LIAR

PN IR TR IR

« wire dtype S&ERFE checkpoint A2 B HECE: get_deepep_v2_dispatcher_output_dt
ype EE R flag 5 checkpoint F/ErTEZFWMEE, PR #3iR5%EIA Require the
quantization method when creating the dispatcher so an omitted argument cannot
silently select FP8] ——3X 2 # R AP &R BREE IR X 1T,

- HAE M reduce-scatter A all-reduce + A, MIEBKEERAE reduce-scatter: E A
B2 RAFF R E UL rank, @ all-reduce itFTA rank 23| FA—)3ALEE; RINE
WEEEEASHIMNER buffer, YEZEBABSE [End-to-end performance overhead has
not been benchmarked]

« ElasticBuffer receive sorting fr#FF%i#: TFRi+EITIHIL. combine £ handle # slot 35
£+, sort MBI KRGS decode CUDA graph EFH#E, BTEHRMEMLETHAENERE,

« B 6 AN commit (5f190a7) #ME T reduce scatterv: commit message & H
should_use_dp_reduce_scatterv() #£ DP attention (attn_dp_size>1) B3E combine %
B 3% &42, B dp_attention.py BIEEHA T ——F&¥ R K reduce_scatter_tensor &RE
DP B &], XZ review siEMP LAY K EEERD,

- BLEMMETIL&E



R 5 B

- QF&:

1. AT MRZNMRESEEFFES: reduce_scatter tensor 5 reduce_scatterv ZEHE M
R FAMEAE reduce-scatter 28R all-reduce + 28I AIGET buffer + input.clone(),
BEEMEFIER SAEA, KR decode FRTREZ B ; PR 3R BA R K MR B 3
HE,

2. BEMIRIEE all-reduce ZI,: 4 FEVAEZE NCCL_ALGO=allreduce:tree # %3]
custom all-reduce; MWRAEFIFFET BEX all-reduce (X FlashAttention custom
AR) ZHHAM NCCL ik, RAnfr R ENIRERDBITHEIE

3. SB&E1k checkpoint kB % : ElasticBuffer B ZE# S use_fp8_dispatch,
BF16/FP8 ERXBESMA BU RNEAREZ TR EZE, PR MRABNE |
mixed-quantization checkpoints need separate lifecycle coveragel »

4. BF16 dispatch 5 A: BF16 BUERFAAN FPE WS, ElasticBuffer B BLA—
EEREERFEEALFA,

5. CI RSIRZ: A7F8F PR Test (Base) i#E3i¥, 1B PR Test (Extra) 5§ AMD ROCm 10
KW HEAANBEER PRME, EE Cl MAKREZESHARET S ARTEAM
Xo

« AFPM|: —-moe-a2a-backend deepep v2 BX* ¥ BF16 checkpoint;
—-enable-deterministic-inference FTHIRKE KA B KEER token BERLER (BERT
31.1% 8 BF16 JtRE rank ¥ MMEL—K) ; FP8 AP WEE RATERE,

« Z%M|: GroupCoordinator.reduce_scatter_tensor 5 reduce_scatterv 895 E M X
BTAmEBEESRKRA, FiA TP/DP BEEMEMF X THSENZEE, FR¥MN
MoE; JERfE MR NRIFRAERRZ, BITAT,

- FBAM: #73 4 £ B200 £(REYIE manual logprob ##45t, Cl FREKALFA; PR KK
AP XA EFH (checklist FRAME) , FEEEL —deepep-dispatcher-output-dtype
5 E R BT AR,

« BIFSE R ARSI X B ERM BF16/FP8 9 Qwen3 % checkpoint. #EAHL direct =,
;D TR RAER. HMERK, MUk GSM8K HEHIE (BERINEZ) HEAEBEE,

- RFEARE: BOBEREAEE  AEEENEREREN , BEENMAE buffer EE |, #
E MK all-reduce KESZI , BF16 dispatch &7 50 AE 12

KRR EE

« PR #35758 Add expert_start and num_experts to the contiguous scatter kernel: PR
body 5| F: % _fwd_kernel_ep_scatter 2 3¥&mEXEE 5%, (BK[E:D EFH DeepEP v2
RWAE, A PRBEMN TypeError WEERIR,

* PR #35634 Introduce DeepEP v2 prefill permute via ep_scatter_from_psum: PR body
1A : 3l ep_scatter_from_psum EAAE, % bug IR, &K PR HEASF

expert_start 5§ num_experts 5%,



« PR #38176 keeping router GEMM in fp32 for deterministic inference (DeepSeek
V3/V4): R—HE BT/ % PR AR MoE router GEMM M E MR T 1€ F3kdF
i, AR PR AER TP reduce-scatter 8 rank (kK& Kfn, WE XL R DeepEP #E
P2 I B IR



