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PATHE

L —@3E: ¥ Wan VAE BBBHEEE (RAMMNRSSRESR. KEITEN
RMSNorm+SILU ik 5 i RE R HIL) SEHEE] Qen-Image VAE, SHHA BIEK
TR, RBILERAL 6.5%.

CHEAFE: PR AL, Bl 1) RITRER BUBEES T REER (BAGER)
R EI TSR, RITT MRS, 5 Won HRBHEMNEARESRRIFNT
BEE, 2) ST BET —MAIRNFR I GRS KSH NCHW B72) |, FFHet
THREEE [ MR EUREIR, 3) WRAES: 6 MOURARALT Xsoiee, B
SRBEE REXY, EERTORIDRTEE: 7 as_strided 1584 84 2 H 5
CHMBIRME) | URBHESEREEREPH—MEARKALH S HE, RIbREE
ETREITRBESAOMNKEER, (SR8 SRR S 0 TREEEA,

Th RES EAL

PR body BA#$E H: 'The Qwen-Image VAE is the Wan 2.1 VAE under other class
names, but none of the Wan VAE decoder fast paths that already live in main reached
it', F31HTE H200 EaMEEHTERIE: '78 aten::copy_ and 30 fill_ launches per
decode from the per-conv clone / cat / F.pad / relayout bookkeeping, plus a fully eager

norm chain'e BFREERIXEDANMEERE, FBELXINNAEE-,

SCIN AR AR
1. EMMRERIZRIESR: £ wan_vae_cuda_opt.py ¥, ¥RA K

maybe_optimize_wan_vae $#F% A _maybe_optimize_wan_family_vae 38 FA 22 2 & ¥ fn
maybe_optimize_wan_vae/maybe_optimize_qwen_image_vae FAMER4EE N T,
_install_norm_silu R¥k# Sk, #Z residual_block_cls. rms_norm_cls %1 label, {£
HTRBTEIE Wan f1 Qwen-Image FIfF R R B FR EZ SR T— L E LR, FHET
_install_channels_last_upsample &%k T &% £ XAEEBR, UK _install_module_gates
REA THIIIBER LT RERER WEREABR)

2. A Qwen-Image VAE LI EEAEMR S : & autoencoder_kl_gwenimage.py
HHEE T fused_conv_cache_supported ¥&& FEFf1 _run_cached_causal_conv $#B &
., BEG—EMBERRGRENEGZE, YXMHHE (BREAN channels_last_3d.
CUDA F&. 3k torch.compile) B, @AM cat_pad_channels_last_3d WG ANEEE.
EAMMBER VTR, FFHEERER, ZRBWNA T QwenlmageResidualBlock



# convl/conv2. QwenlmageDecoder3d #] conv_in/conv_out Xk
QwenlmageResample By time_conv,

3. NARE IR REEIZ: maybe_optimize_gwen_image_vae ¥ T M|
platforms/cuda.py::optimize_vae, HIJEHFBE, &% FusedWanRMSNormSiLU (£ A
WA Triton RAR) A QwenlmageRMS _norm -> SiLU &%; &3
GatedChannelsLastUpsample figR ERAER AR K E]E, ik Conv2d &
channels_last # = Fi5fT. QwenImageAttentionBlock BYF%ZEEMM 1R, MUREF
channels_last_3d % &,

4. }RFMERE XAY: £ test_model_fast_paths.py ®#3 6 ANWRAF, BZREERNAL
R, ZHEEBE—RME. EXHERL. 1B E. TRRITFURLRERENBRITHN, B
T existing-fast-paths.md X AE>HY,

R

« python/sglang/multimodal_gen/runtime/models/vaes/wan_vae_cuda_opt.py (3 VAE
IR PRIZ R, KB source; LA core-logic; &5 GatedChannelsLastUpsample,
init, forward, _install_module_gates) : BREEFZRRZE BB CEM X MHF, FLRALE
K% GatedChannelsLastUpsample. _install_channels_last_upsample,
maybe_optimize_qwen_image_vae, #ZEM T _install_norm_silu, ZACRZEMAENZ
NS

« python/sglang/multimodal_gen/runtime/models/vaes/autoencoder_kl_gwenimage.py (
IR Qwen-Image VAE & ; 5| source; £ data-contract; &5
_fused_conv_cache_supported, _run_cached_causal_conv) : Qwen-Image VAE &R F
XX, Frg T mkEHREREREEZEE (_fused_conv_cache_supported,
_run_cached_causal_conv) FaEREE LR A (21 QwenIlmageUpsample Bkt
fp32 F3R) , BMRERANEERIR,

. test/registered/kernels/ops/diffusion/test_model_fast_paths.py ({E3k PR3k ERZMHR; £
B test; KA test-coverage; fF5 _gwen_causal_conv,
test_gwen_vae_causal_conv_cat_pad_is_bit_exact,
test_gwen_vae_run_cached_causal_conv_matches_eager_bookkeeping,
test_gwen_vae_upsample_skips_fp32_round_trip_bit_exactly) : MR, LT 6 N
£ Qwen-Image VAE RERZNIAAG, BETRSHSMROMEHE. ZFEE, L
KR, TR R FXENEE, R ERMRIENXE,

XSS _maybe_optimize_wan_family_vae, maybe_optimize_qwen_image_vae,
_install_norm_silu, _install_channels_last_upsample, _install_module_gates,
GatedChannelsLastUpsample.forward, _run_cached_causal_conv,
_fused_conv_cache_supported

RERAS A B
python/sglang/multimodal_gen/runtime/models/vaes/wan_vae_cuda_opt.py

PR B R A B B EM U, TSR A R R I GatedChannelsLastUpsample.,
_install_channels_last_upsample. maybe_optimize_gwen_image_vae, #F&%iL7T



_install_norm_silu, BACRZEMAEBIZS,

def _maybe_optimize_wan_family_vae(
vae: nn.Module,

*
B

decoder_cls: type,
residual_block_cls: type,
rms_norm_cls: type,
label: str,
upsample_cls: type | None = None,
gated_module_classes: tuple[type, ...] = (),
) -> nn.Module:
"'HA Wan R%| VAE R¥&E: REREIIEHN CUDA RERRZ,

BNRASHIZFRARER (Wan o Qwen-Image) , SZIZEEE H,

decoder = getattr(vae, "decoder", None)

if type(decoder) is not decoder_cls:
return vae

if decoder.use_parallel_decode and decoder.world_size > 1:
logger.info("%s: spatial-parallel decode; skipping fast path.", label)
return vae

if not _HAS_TRITON:
logger.warning("%s: Triton unavailable; skipping fast path.", label)
return vae

gate = VaeFastPathGate()
n_norm = _install_norm_silu(
decoder,
gate,
residual_block_cls=residual_block_cls,
rms_norm_cls=rms_norm_cls,
label=label,
)
if n_norm is None:
return vae
n_up =20
if upsample_cls is not None:
#REREREMR EXEAER, BERMSKEA
n_up = _install_channels_last_upsample(decoder, gate, upsample_cls)
if gated_module_classes:
# BB EEATRBRER (WERAR) , BUREF channels_last_3d 7/
_install_module_gates(decoder, gate, gated_module_classes)
register_vae_fast_path_gate(vae, gate)
logger.info(
"%s: installed quality-gated fast path (%d RMSNorm+SiLU fusions, "
"%d channels_last upsamples).",
label,

n_norm,



n_up,

)

return vae

class GatedChannelsLastUpsample(nn.Module):

"REIHENRE RSN E R ORE.

fRRAE "b *t == 1" RS KFEE "Conv2d™ F& NCHW B&42A90a &,
TR FF BN, #/8 "as_strided” EFARCHE LGRS NHWC R E.

def __init__(self, upsample: nn.Upsample, gate: VaeFastPathGate) -> None:
super().__init_ ()
self._sgl_upsample = upsample
self._sgl_gate = gate

def forward(self, x: torch.Tensor) -> torch.Tensor:
up = self._sgl_upsample
if torch.compiler.is_compiling() or x.dim() != 4:
return up(x)
_, ¢, h, w=x.shape
canonical =(h *w *c, 1, w * ¢, ¢)
# ARG IR, FKFAMEAERE channels_last B, BIERE
if (
self._sgl_gate.enabled
and x.stride() != canonical
and x.is_contiguous(memory_format=torch.channels_last)

x = x.as_strided(x.shape, canonical) # “RE, TFEN
return up(x)

python/sglang/multimodal_gen/runtime/models/vaes/autoencoder_kl_qgweni
mage.py

Qwen-Image VAE R E X X4, #E T MEBHRNEREGHRMEZE (
_fused_conv_cache_supported, _run_cached_causal_conv) FfaiER4EE SRR A (Zn
QwenlmageUpsample Bkt fp32 F3R) , EMHRERANEEXRIR,

def _run_cached_causal_conv(
conv: nn.Module,
x: torch.Tensor,
cache_list: list,
idx: int,
) -> torch.Tensor:

" — N EREREFHBIREK, BREEMN clone/cat/pad E1E,

YARENAN channels_last_3d B & CUDA & t&, 38A cat_pad_channels_last_3d A%
BRAERE., BERfmRRiE—F %R, H7HREER, TIMEAEHRBMNI,



cache = cache_list[idx]
is_rep = isinstance(cache, str) # "Rep" #57iEk B QwenlmageResample
payload = None if is_rep else cache
if _fused_conv_cache_supported(conv, x) and (
payload is None or (payload.device == x.device and payload.dtype == x.dtype)

# TEFERENEENE: B BRREEEZES, B4R B Rep ¥ CACHE_T ml
keep_t = (
CACHE_T if (payload is not None or is_rep) else min(CACHE_T, x.shape[2])
)
pair = cat_pad_channels_last_3d(x, payload, conv._padding, keep_cache_t=keep_t)
if pair is not None:
inp, cache_list[idx] = pair
return nn.Conv3d.forward(conv, inp) # 1& f Bt &8 APUTER
# JR44 aten B2 (ALAEFARIZEIERIA)
cache_x = x[:, :, -CACHE_T:, :, :].clone()
if cache_x.shape[2] < 2 and payload is not None:
cache_x = torch.cat(
[payload[:, :, -1, :, :].unsqueeze(2).to(cache_x.device), cache_x], dim=2
)
elif cache_x.shape[2] < 2 and is_rep:
cache_x = torch.cat(
[torch.zeros_like(cache_x).to(cache_x.device), cache_x], dim=2
)
out = conv(x) if payload is None else conv(x, payload)
cache_list[idx] = cache_x
return out

class QwenImageUpsample(nn.Upsample):
#... BEE ..
def forward(self, x):
if current_platform.is_amp_supported():
# nearest-exact 4 gather #4E, bf16/fp16 HMAG fp32 TR 4 B{IAEH
# Bkt fp32 BIEFUERERERTHEN
return super().forward(x)
return super().forward(x.float()).type_as(x)

BN

Review XA —%3k B BBuf 8y Cl B T HEEMESH, KAFEESAETHREAKER
IEMIERITE R, PR body FRM4E T IHERREAMEREX ELEEE, BEAAEHRMERIE (
torch.equal) . PSNR/SSIM Xttb., WZBEIEFAITIAGTEENE, XEHIERZRFH LR
K, BT HFEIRPHITOER. ZORITRE FREEHEZ vs. REITRRR) BE
PR 3R o 7B T 3R B TN = 45 R X 3.

- TLEIMETF AR



R 5 B

c NS MRETHANRERDW: REITERZ (quality="high") &3t as_strided EFHAriCR
135 KB 5K & ASREF channels_last i/, X EES 2K cuDNN EFERRE R, ERIEMA
FHABEEZR (NEETSMEARHEEIZH PSNR & 37.58 dB) . #ERERALE:
_run_cached_causal_conv #2 QwenImageCausalConv3d.forward 7 R4 = B &4
TiHERSFRREER B R4S aten B, XARIET EFAMEETTREFRBRIERE R, KRBT E N
AR T cat_pad_channels_last_3d Triton AZMAFE; WRAZRKREEFRFAL
R, FrAmAEBAERIREAR, MREEAR: MREZHXY/NEEDE (dm=16) , B
AAER (Qwen/Qwen-Image VAE RRE) BREBRITAE PR /EEAEINRIE, ©FE AR
KEE

W AR BEERAMER Qwen-Image VAE AT RS A iAo dm i A HE TR 1 RE,
¥R —EDE (A0 Lightning B4K) | AERELSHE (2K) BET. AEPmW: &
7 Wan #%| VAE (&% Qwen-Image) ByiEA CUDA BERBEZRZBELR, BT RER
HSEMUR LB I THE. 7 H200 £, 1024x1024 bf16 5D GPU WA 56.14ms & E
52.41ms (#EAEH) = 44.61ms (BRE) , ARKERD 16% E 58%, HARE:
BEHTEREANAZIES (EWHEELE. TENMER. #FROE) , AEAEE
VAE Maetiibi 5%,

« RFEARIE: MBRAEAEREERE , KBUFE Triton A, IZEEREER

KRRk

« PR #34125 Add cat_pad_channels_last_3d kernel for causal conv data movement: &
7 A PR RFEIAZ S Triton WAZ cat_pad_channels_last_3d, AT LEFHRNER
BIRBFES RS

« PR #37959 [diffusion] Add request-scoped Skip Softmax attention: El/BH BRI 4k
HRALRS|, BBEBRERBOVIEA GBS REAMERE, 54 PR 8§ VAE (RERZHM
HEZRMABAR EAE X,

« PR #34565 [Unified Tree] Support Branching-Point Caching for the SWA Component:
REBZFSMHRRMAAT, BRI KV &F, BERAZFT RIFERMERE ABRAESR
AR IT IR R



