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HATRE

AR PR A Qwen3.8-Flash-Next cookbook WEH BT NVFP4 B HE, T X DGX
Spark (GB10) #2 RTX PRO 6000 (RTX 6000) FRRIFTFEM4 N REXIF, TEFS K=/ /
BEEXMH, BRNEFrMNBEEZEZEMLWEHRIE, AMEHE4RMET B EHES R
ERRRB R, ARRT R NVFP4 BESEL—AEME R ZIRINE T HERER-,

THRES B
JB# cookbook T X8 2 #k#E & GPU (H200, B200, B300, GB300, AMD
MI350X/MI355X) . AXIFFHBEAIE, FEMAUT HRA:

« DGX Spark (GB10, 128 GB %— W7 ): 126 GiB 8§ NVFP4 #& & (78 GiB i)E +
47.7 GiB FP8 N-gram %) T AE T 8i5 T, AREXA TP=2 BHRARE, RELTA
HERXMHEM PLE & (—-ple-offload-backend file, &0, #37068) .

« RTX PRO 6000 (96 GB B&#EH ): &FUF 47.7 GiB 89 N-gram REHFEIENEEARE (
—-ple-offload-embedding) 7 8EEARIKIRE,

« NVIDIA ModelOpt NVFP4 & H{: FEHHIMEKE (#38121) Fu4FEHI MoE B/T B3R

« GB10 Ly MTP 5t EMZER MTP 2o A MMHRMAEES |, REZ Triton BEHE
NAZTE PDL S&FRTMEB TIRE (#36811, #38290) , EEARIITEA B ENERL,

SEIAFAR

1. B 5 2B EY E(docs/src/snippets/configs/Qwen/qwen3.8-flash-next.jsx): - ¥4
supportedHardware ¥ B A ®& dgx-spark #1 rtx6000, - 3% nvfp4-nvda E1LE,
IR hardware #B A E X RTX PRO 6000 ByAME M, - 3|\ nodesOptions F 8y
multi-2 &7, UXIFL T RIRB LT,

2. PLE Offload BZEZ 8 EE (docs/src/snippets/configs/Qwen/qwen3.8-flash-next.jsx):
« MIBEAXER T AL, SHSBAKES] auto. on. off fofThy file 33, Hlwm, &

DGX Spark EZF auto f1 on (E—AGELUKE) , HRIEF EEKES off (ZTA)
% file (¥ R) o

3. IS T 5 E AR (docs/src/snippets/configs/Qwen/gwen3.8-flash-next-benchm
arks.jsx):

« A 12 NHET (8 AN DGX Spark + 4 AN RTX PRO 6000) #/n 7 S22 a9 MR 2B
, BREARTEERIEN GSMSK EME (97.0%+) FoRREFXTHE TTFT. TPOT. &



it 23 ARo
4. AP X538 52 E (docs/cookbook/autoregressive/Qwen/Qwen3.8-Flash-Next.mdx):

- BT u R, J DGX Spark #1 RTX PRO 6000 £ ZEFHEY dev-qwen38-next-local
TR

« I FEREMHFEFNERS, REBIF. NCCL ARA. WNEREH. F &I,
PLE X#HEsmERE A NVIDIA BHER,

docs/src/snippets/configs/Qwen/qwen3.8-flash-next.jsx

BSBREXMH, BETHANMENES. B, BEREBAINIETENX, Z%I PR Bix
(NS

/l PLE Offload BEZEREE, BR T A R AL A 2 45 fn 38§87,
/I 3¥F DGX Spark: %&—MHE RAM HE LIk, EIbRE T 2258 H Off & "On (NVMe file)",
/I XF RTX PRO 6000: 96GB 77 4MENEK 47.7 GiB 8 N-gram %, Eti&EH On,
{
id: "pleOffload",
title: "PLE Offload",
showWhen: (sel) => [["mi350x", "mi355x"].includes(sel.hw),
default: "auto",
options: [
{
id: "auto", label: "Auto",
// £ DGX Spark f2 RTX PRO 6000 EZH Auto

disabled: (sel) => sel.hw === "dgx-spark" || sel.hw === "rtx6000",

disableReason: (sel) => sel.hw === "rtx6000"
? "RTX PRO 6000 (96 GB) Regs@t s 47.7 GiB FP8 N-gram & AEE FH RAM
KRBT E ...

: "DGX Spark 24— N7 : RAM #HLUkE...",

hints: ["PLE Offload: auto-enabled for BF16 on CUDA, off otherwise"]
|
{

id: "on", label: "On",

// £ DGX Spark EZF On

disabled: (sel) => sel.hw === "dgx-spark",

disableReason: "DGX Spark Z%— A& : RAM HE LUk, ..",

flags: ["--ple-offload-embedding"]

id: "off", label: "Off",
// ¥ RTX PRO 6000 2% & DGX Spark £ Off
disabled: (sel) => sel.hw === "rtx6000" || (sel.hw === "dgx-spark" && sel.nodes === "single")

disableReason: (sel) => sel.hw === "dgx-spark"
? "#/ DGX Spark o3& 126 GiB BESHAHR 128 GB 44— KR &F..."
: "RTX PRO 6000 (96 GB) TARIREM 47.7 GiB N-gram *%&...",
flags: ["--no-ple-offload-embedding"]
1
/] X E3EM (X% DGX Spark #% &9 H)



id: "file", label: "On (NVMe file)",

showWhen: (sel) => sel.hw === "dgx-spark",

disabled: (sel) => sel.nodes == "single",

disableReason: "X /53K AXX B8 Spark # o347 T I4E...",

flags: ["--ple-offload-embedding", "—-ple-offload-backend file"],

hints: [
"PLE % -> $SGLANG_CACHE_DIR/ple/<model> TEIFER 47.7 GiB Xf...",
"Rl RRIBR RS, BEREHEENL: EEEEAXMEEE..

]

}

]

}
6 A4

HEHE zijiexia WHERINIRZ T ZMEZBSIE:

< OEFRMBIETREM: “gsm8k result across dgx and rtx6000 are measured on partial of
the benchmark set, it is not a good reference for accuracy and not good for
reproduction, maybe consider remove them or rerun the full set.” {fEEE N EFTITT
FiA 2T 2% 1,319 BEMR.

« NBEEIE—EME: “the rtx 6000 resident-weight figure is stated three ways... If the
~80 / ~81 numbers are read off nvidia-smi after load and therefore include the
CUDA context and allocator overhead rather than weights alone, that's worth
saying once — otherwise the three should be unified.” {E&%— 7 XA BB RIR,

R a5 7o
- EREERMERG: IIANEAREREREE BTHAKOAMHER) BT RENLP
AT 5

- XERBRE: FEOBARFERA WRBEIRE. ARRE) RETHENES / IREhhR
A, RERAZMT RSB

SRR BRI T R A AT X0 % (gwend-main-squashed) FuiFEEHEZ (
dev—qwen38—next—|oca|) Hh T SMERARFE

PR ARIHBARGT X0, ZUBENRERE, EEMRTAPEXETE L
m%%nmo

RERRK

A PR B—ANETTZRRR I — 2

RIS A RB #36811 Ao #38290 B8 T 3K DGX Spark MTP A#55tA4 8 i 28 POk 2] &L
#37111)

2. MThEERB A KM #37068 (X#F/E3# PLE %) #o #38121 (NVIDIA ModelOpt fn#kz§)
NFEMABRT BERE.



3. XKUY R ST #38374 (Qwen3.5 FP8 Blackwell) R, AESEMAMELNAEY
& T cookbook Ti,

L= 30
XE—ANBERE. BUETENSH PR, HMETRETRET HBRE, EATHOEERE
HESNREZE. SRPENERLR, URMRIIRHBEM (I MTP #%. PLE X

faim) WA, BIXA AP IRE R IFHEAF N TR)THEE PR, 53 2HE
EREEZBMEMSDIRNS, TEARREMNTENREER,



