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def alloc_extend_naive(
prefix_lens,
seq_lens,
last_loc,
free_pages,
out_indices,
page_size,
device,

extend_lens = seq_lens - prefix_lens
end_pos = torch.cumsum(extend_lens, 0)
start_pos = end_pos - extend_lens

extend_num_tokens = out_indices.shapel0]
if extend_num_tokens ==
return

# mEAZS: ASMNRMBEL | RE|EFTBIER owner

j = torch.arange(extend_num_tokens, device=device, dtype=torch.int64)
owner = torch.searchsorted(end_pos, j, right=True)

local = j - start_pos[owner]

last_loc_g = last_loc[owner]

ceil_prefix = (prefix_lens + page_size - 1) // page_size * page_size
floor_seq = seq_lens // page_size * page_size

# IRF I IR free_pages AZKIER

if free_pages.numel() ==
# BT A E R T EH T, BEMEHA last_loc 45
ceil_seq = (seq_lens + page_size - 1) // page_size * page_size
assert torch.all(ceil_seq == ceil_prefix), (



"alloc_extend_naive: free_pages is empty but the batch requires "
"new pages; caller must ensure pool >= demand"

)

out_indices.copy_(last_loc_g + 1 + local)

return

# MENITESMERW =AM BRAECLEK

num1 = torch.clamp(seq_lens, max=ceil_prefix) - prefix_lens

done_after_1 = (prefix_lens + num1) == seq_lens

num?2 = torch.where(done_after_1, torch.zeros_like(num1), floor_seq - ceil_prefix)
num3 = torch.where(done_after_1, torch.zeros_like(num1), seq_lens - floor_seq)

# HESMNEREEZNTTUERAE R ITRBNVE
full_pages = num2 // page_size

need_extra_page = (num3 > 0).to(torch.intb64)
pages_per_req = full_pages + need_extra_page
end_new_pages = torch.cumsum(pages_per_req, 0)
start_new_pages = end_new_pages - pages_per_req

# ABAELLS BRI TR IE KM B S 2K
numl_g = num1[owner]

num2_g = num2[owner]

start_new_pages_g = start_new_pages[owner]
end_new_pages_g = end_new_pages[owner]

# HIBT S AEALRE TR B
is_phasel = local < num1_g
is_phase2 = (~is_phasel) & (local < num1_g + num2_g)

# HHEEMMBENRINE

val_phasel = last_loc_g + 1 + local

# MER 2: BEM free_pages FERET
rel2 = torch.clamp(local - num1_g, min=0)
# X8 clamp BRE torch.where B X PR3|I ARK
page_idx2 = torch.clamp(
start_new_pages_g + rel2 // page_size, min=0, max=free_pages.numel() - 1
)
pos_in_page?2 = rel2 % page_size
val_phase2 = free_pages[page_idx2] * page_size + pos_in_page2

# MER 3: EEM free_pages FEREE—H—I2

rel3 = torch.clamp(local - num1_g - num2_g, min=0)

page_idx3 = torch.clamp(end_new_pages_g - 1, min=0, max=free_pages.numel() - 1)
val_phase3 = free_pages[page_idx3] * page_size + rel3

# £ torch.where #FGAMEALN N B M EAE
out = torch.where(
is_phasel, val_phasel, torch.where(is_phase2, val_phase2, val_phase3)



)

out_indices.copy_(out)
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