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[Unified Cache][7/N] Support MTP, EAGLE, and DSpark draft KV caches in the external linker
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PATHRE

- —ANE: SRR R XIFER KV ITTEHFIBTRRE

< EESE: EERIE XEMREEREMMN [REBMR KV £@ B + ERE—ITE] 8
Xx$—3F, layer_mapping 8 int | Sequencelint] #& %5 _with_packed_draft_mapping
HESERHTTRESL Unified Cache e R E HERMELENRITR. FIRRENE S XE
=4 (1) _with_packed_draft_mapping 89 (layer_mapping[depth],
target_device_layer_num + depth) &1 4f[5 components BIFHEIMF RS, EfI—M
T A ERSEEBREEED;  (2) _build_hicache_draft_plan F#3EH fail-fast B & B RAK
BA&—Leoyzen L ERHE [ERIJTLRKRE draft XREL entry] BRABZE
. BRI fail-soft, XEFEBREKS); (3) DSV4 5 DSA AHFRBHURELBER—K (
page size. KV/indexer $&) , ZIANF DSV4 MR FHAN—A is_unified_kv=True B
wWERME ARG, AIMENEEHEEE Cl: GPU linker ABIE rerun BFEZ lane
LM, FEHIAR flaky AR ESZE)T,

THRES B

PR body BHEA PR ZM #35687 #FHEHIAF| PR Z— (kr@&AxR [7/N], body #rE 514
RIF 0 B4E #37091, #37098. #37151, #37205. #37578. #37381, EAFRHEFAE
. HPEREERE R W AT R 4038 B AR KV——FF /2 enable_unified_cache_external_linker B,
_build_hicache_draft_plan B3R XM EH R B SBERF X, ERGERSHES A
mtp_draft_device_pools, tWAREI NBEERS HIREMNE, S MTP / EAGLE / DSpark 89
Efa KV £ L3 e EKRERA, FEETRPLEENNEHEERES lcold — L3-hit
replay] XERZMOBERIE, HAMNELERRSUEMSE—ZF—LEE =K.

TR

1. ITRERMRFICAD (python/sglang/srt/speculative/base_spec_worker.py) :
BaseSpecWorker._build_hicache_draft_plan 89838 &g
get_memory().enable_unified_cache_external_linker, {8t RNt EZENER
MXARAZ; packed 4% HE draft_pools BE target_model_runner.mtp_draft_device_poo
lse & _can_pack_hicache_mtp() HZRTITREEZFEEF B2, WEE raise
NotImplementedError("The external linker only supports packed draft KV caches."),
ERRJR K BY SIDECAR HE——R A sidecar AT EWEHER R, #HRRHELEHRE
Bk,



2. MEIREMNEBETZEH (python/sglang/srt/mem_cache/hybrid_cache/linker_pool_ass
embler.py) : DevicePoolEntry.layer_mapping BIZERIM dictlint, int] &R dict[int, int
| Sequencelint]]; get_prepared_layer range_meta ZIEEBMEYI—1LAX buffer indices 3|
%, BXEA component BIFRZ A (base_ptr, row_stride, size, offset) 3, f£—X
transfer BEE BARE S EfRE NMIE buffer —&IRIZ, M packed BN T HITRIFITEHA
HEMEFLE,

3. ITEBME TR  with_packed draft_mapping: AZE TEfE depth N EABAHRE N N
transfer layer] , HEBEHMEA (layer_mapping[depth], target device layer num +
depth), F_IMEIBHEEAAS|KEER buffer BTFAx; % draft_layer_num >
len(layer_mapping) Bt# ValueError, # R EfaE 8N BirER S HENMN, ZITREE
DSV4 SWA 5 DSA FRE& SRR LA A%,

4, EREERENAITE (LX) :  build deepseek_v4 device pool group(kvcache,
page_size, mtp_draft_device pools=()) Z3IE unified KV 2% ERF
pool.swa_kv_pool.kv_buffer 12%| draft SWA buffer, H
target_device_layer_num=len(kvcache.swa_kv_pool.kv_buffer) £ & SWA EBrEt, FFiE
B BEA [*kvcache.swa_kv_pool.kv_buffer, *draft_swa_buffers];
_build_dsa_device_pool_group(kvcache, page_size, mtp_draft_device_pools=()) #FIEE
fath page size RIE «KV / indexer EfREHMIN—EK» R, RAEUMHER
layer_mapping ElBtEkiE PoolName.KV (rows_are_pages=False) 5§
PoolName.INDEXER (rows_are_pages=True) A entry,

5. Z2HELEMREE: hybrid_pool_assembler.py ¥
_DeepSeekV4Strategy.build_direct_linker_pool_group 5
_DsaStrategy.build_direct_linker_pool_group 2438 params.mtp_draft_device_pools
f£45 assembler; test/registered/unit/mem_cache/test_linker_pool_assembler.py [
¥ EB——DSV4 ABEANR draft SWA buffer 38 s get prepared_layer range _meta iR
BT RS sizes / offsets, DSA AFIHE dsa_pool(kv_width, index_width) TJ” J&3& 0
A draft s, 3 test_linker_requires_packed_draft B 4 4B (linker_enabled,
nextn_layers) A& BHEAIT N,

X RBEFE TEMR
linker_pool_asse _with_packed_draft_mapping. AL
mbler.py _build_dsa_device_pool_group. + R

get_prepared_layer_range_meta

hybrid_pool_ass = DeepSeekV4Strategy / DsaStrategy B S35 E
embler.py build_direct_linker_pool_group

base_spec_work @ BaseSpecWorker. build_hicache_draft_plan A0 &%
er.py + fail-fast
test_linker_pool @ test_linker_requires_packed_draft, dsa_pool BNEE

_assembler.py

R



« python/sglang/srt/mem_cache/hybrid_cache/linker_pool_assembler.py (13t g3
Bt; 2£5| source; A core-logic; &5 DevicePoolEntry.init,
DevicePoolEntry.get_prepared_layer_range_meta, _with_packed_draft_mapping,
_build_deepseek_v4_device_pool_group) : A PR B9AZHLEI XXE: K5
DevicePoolEntry BEBRET. #3% with_packed_draft_mapping, 37 DSV4 SWA 5 DSA

(KV + INDEXER) FA&EEEZ ELIMER buffer ITRERE,

- python/sglang/srt/speculative/base_spec_worker.py ({3t Efa#Xl; 2£5] source; 3£
# core-logic; 45 BaseSpecWorker._build_hicache_draft_plan) : EfE#MXe9 A 0O X4
C BRI XA build_hicache _draft_plan Byt & &4, FNATITEHNERKAB
shEA fail-fast, BEEREFENREERILEZRLT R,

- test/registered/unit/mem_cache/test_linker_pool_assembler.py ({&3k 2 EM,; 25
test; £ test-coverage; F5 test _dsa_uses_hybrid_assembler_strategy, dsa_pool,
test_linker_requires_packed_draft) : sME—MRRAXXH: BRISIE T ¥fg buffer 3TREH
sizes / offsets Juk#E, WHAFTILABIE( T 8EE + IF packed EfaS B ShIREEHIR A,

« python/sglang/srt/mem_cache/hybrid_cache/hybrid_pool_assembler.py (#3k JBEthK
B%: 25| source; £ core-logic; 5 _DeepSeekV4Strategy.build_direct_linker_poo
|_group, _DsaStrategy.build_direct_linker_pool_group) : REREHSHEEE S
_DsaStrategy 5 _DeepSeekV4Strategy 8 build_direct_linker_pool_group M params
2B mtp_draft_device_pools #3# 3 assembler, BEERBMWMERHITE S ANGHIZREA
& 8o — 3B B,

XS _with_packed_draft_mapping, _build_dsa_device_pool_group,
_build_deepseek_v4 _device_pool_group, DevicePoolEntry.get _prepared_layer _range_met
a, BaseSpecWorker._build_hicache_draft_plan,
_DsaStrategy.build_direct_linker_pool_group,
_DeepSeekV4Strategy.build_direct_linker_pool_group,
test_linker_requires_packed_draft, test_dsa_uses_hybrid_assembler_strategy

RPERAD B

python/sglang/srt/mem_cache/hybrid_cache/linker_pool_assembler.py

A PR B9A W& S #55% DevicePoolEntry BBeSt. i  with_packed_draft_mapping
, FFFE DSV4 SWA 5 DSA (KV + INDEXER) FEEERZ EILIMER buffer ITRSRIE,

#ATRBEE " ESER " AT E depth N REFE transfer layer,
# MEREAENRE N BEL; £ target_device_layer_num + depth
# ERPHERAMHREER buffer 89432 T AR,
def _with_packed_draft_mapping(
layer_mapping: dict[int, int],
target_device_layer_num: int,
draft_layer_num: int,
) -> dict[int, int | tuple[int, ...]1]:
"""Attach draft depth N to the same transfer layer as target layer N."""
# EEE % — BT B4R transfer layer #, & N BEERBMZXFETEHNWBERE,



#XESRFHEELAK, MARILER KV #ERRT.
if draft_layer_num > len(layer_mapping):
raise ValueError(
"Packed draft layers exceed the target transfer layer count: "
f'{draft_layer_num} > {len(layer_mapping)}."
)
result: dictlint, int | tuplelint, ...]] = dict(layer_mapping)
for depth in range(draft_layer_num):
# F—ATRERARBEWRE TR BoATTRIERER buffer,
# T & get_prepared_layer_range_meta & E— 2R B A TEHIE,
result[depth] = (layer_mappingldepth], target_device_layer_num + depth)
return result

def _build_dsa_device_pool_group(
kvcache: Any,
page_size: int,
mtp_draft_device_pools: tuple[Any, ...] = (),
) -> DevicePoolGroup:
# Bioths EfRE page size M—3K, TNIEE / size ItH S EREENL,
if kvcache.page_size |= page_size:
raise ValueError(
"DSA KV page size must match the tree page size: "
f"{kvcache.page_size} = {page_size}."
)
num_layers = kvcache.layer_num
if any(pool.page_size |= page_size for pool in mtp_draft_device_pools):
raise ValueError("DSA MTP page size must match the tree page size.")

# 3% IR -> BIRR " BFER buffer; KV 5 indexer 25— —3t Ry,
# TNIT AR BN E N Tira B 5EIRH buffer L,
draft_kv_buffers = [
buffer for pool in mtp_draft_device_pools for buffer in pool.kv_buffer
]
draft_indexer_buffers = [
buffer
for pool in mtp_draft_device_pools
for buffer in pool.index_k_with_scale_buffer
]
if len(draft_kv_buffers) = len(draft_indexer_buffers):
raise ValueError("DSA MTP KV and indexer draft layer counts must match.")

# BFRERFF 0..num_layers-1 BYIESBET, EFREM num_layers FiaHefm,
# 5T ™ components 8 " BARIERI. ERRERE " $HEINF T IR,
layer_mapping = _with_packed_draft_mapping(
{layer: layer for layer in range(num_layers)},
target_device_layer_num=num_layers,
draft_layer_num=len(draft_kv_buffers),



entries = [

DevicePoolEntry(
name=PoolName.KV,
indices_from_pool=PoolName.KV,
device_pool=kvcache,
# FE— entry RIBERR KV BIEBAR KV 25, BHAR—1% layer_mapping.
components=[[*kvcache.kv_buffer, *draft_kv_buffers]],
layer_mapping=layer_mapping,
page_size=page_size,
rows_adre_pages=False,

),

DevicePoolEntry(
name=PoolName.INDEXER,
indices_from_pool=PoolName.KV,
device_pool=kvcache,
# indexer MIEFEEEMESR buffer, fRiIE KV 5 indexer BEEXRP,
components=[[*kvcache.index_k_with_scale_buffer, *draft_indexer_buffers]],
layer_mapping=layer_mapping,
page_size=page_size,
rows_adre_pages=True,

]
# transfer_layer_num {52 num_layers, EfZASIAFNEZERE,
return DevicePoolGroup(entries, num_layers, page_size, rank_replicated=True)

python/sglang/srt/speculative/base_spec_worker.py

HERMIOAND X BRI AN build_hicache_draft_plan B9t & &4, FXARTT
TRNERK A BEA fail-fast, BEEREHFENHERIRBZRHET R,

def build_hicache_draft_plan(self) -> HiCacheDraftPlan:
target_model_runner = self.target_worker.model_runner
# BT, EAEXKBRELALE T FERERS,
target_model_runner.mtp_draft_device_pools = ()
spec_algorithm = target_model_runner.spec_algorithm
# ¥ external linker FTF L E £ ERAKAAR,
# TN EFRM RS EIEH mtp_draft_device_pools, HERBHUBMELRIE.
if not (
get_memory().enable_hierarchical_cache
or get_memory().enable_unified_cache_external_linker
or get_disagg().disaggregation_decode_retraction_backup == "host_pool"

return HiCacheDraftPlan()

draft_runners = self._draft_model_runners()
if not draft_runners:
return HiCacheDraftPlan()
draft_pools = tuple(runner.token_to_kv_pool for runner in draft_runners)
# (Inkling MTP ERRSERRMEHRERNIES, BERE, )



if _can_pack_hicache_mtp(spec_algorithm, draft_runners):
# RA packed BAZBES BArE £ AR —A transfer layer,
# EiX 2rE—43E draft pools BEARERND X,
target_model_runner.mtp_draft_device_pools = draft_pools
return HiCacheDraftPlan(
mode=HiCacheDraftMode . PACKED,
device_pools=draft_pools,

# FE fail-fast: BEEBRTLIERIX sidecar HFANERER,
# 5EBRRT, FEBSIARRSE.
if get_memory().enable_unified_cache_external_linker:
raise NotImplementedError(
"The external linker only supports packed draft KV caches."

return HiCacheDraftPlan(
mode=HiCacheDraftMode.SIDECAR,
# Preserve the legacy non-packed HiCache behavior: multi-layer
# EAGLE registers only the first draft runner as the sidecar.
device_pools=draft_pools[:1],

)
test/registered/unit/mem_cache/test_linker_pool_assembler.py

oE—NR SO BERRIE T 48 buffer 3TRJEH sizes / offsets jodkdE, WAFERAGIEMLT
BEEESS + JE packed EfRA B HIREHNRA,

def test_linker_requires_packed_draft(self):
"""Do not accept draft state that the linker would omit from storage."""

from sglang.srt.speculative import base_spec_worker as spec
from sglang.srt.speculative.spec_info import SpeculativeAlgorithm

# #Mp3&E&/ NI A RY draft runner / target model runner,
# num_nextn_predict_layers JREZEfMEET packed,
draft = SimpleNamespace(
token_to_kv_pool=object(),
model_config=SimpleNamespace(
num_nextn_predict_layers=0,
hf_config=SimpleNamespace(architectures=["LlamaForCausalLM"]),

)
target = SimpleNamespace(spec_algorithm=SpeculativeAlgorithm.EAGLE)

worker = SimpleNamespace(
target_worker=SimpleNamespace(model_runner=target),
_draft_model_runners=lambda: (draft,),

)

# AMPAE: BEESEF/ X xNextN0/ 1 E;

# 1A " FARES + 0 B " X—KRAHME,

for linker_enabled, nextn_layers in (



(False, 0),
(True, 0),
(False, 1),
(True, 1),

draft.model_config.num_nextn_predict_layers = nextn_layers
with (
self.subTest(linker=linker_enabled, nextn=nextn_layers),
patch.object(
spec,
"get_memory",
return_value=SimpleNamespace(
enable_hierarchical_cache=not linker_enabled,
enable_unified_cache_external_linker=linker_enabled,

if linker_enabled and not nextn_layers:
with self.assertRaisesRegex(
NotImplementedError, "only supports packed"

spec.BaseSpecWorker._build_hicache_draft_plan(worker)
# kM ERAZ AR IF mtp_draft_device_pools A%,
# T B 28 7T R I B R B AR BT Y B ARt
self.assertEqual(target.mtp_draft_device_pools, ()

else:

plan = spec.BaseSpecWorker._build_hicache_draft_plan(worker)
self.assertEqual(

plan.mode,

spec.HiCacheDraftMode . PACKED

if nextn_layers

else spec.HiCacheDraftMode.SIDECAR,
)

self.assertEqual(plan.device_pools, (draft.token_to_kv_pool,))
# RA packed AT A FBERMFZBELIINREEZR,
self.assertEqual(

target.mtp_draft_device_pools,

plan.device_pools if nextn_layers else (),

)

B4

AR PR ZELITA review Wi, &AL HE hzh0425. Qiaolin-Yu. alphabetc1 = A approve; B

ERRERE issue X,

1. &7 linker R NFaEM (Leoyzen) : HfE DeepSeek-V4-Flash. TP4.
Mooncake L3. %4 2100 & key / 1.4TB master WEFEE TRE T ALHKE: —&

master IR G ERINEB TS, 21k key B9 BatchEvict Z /5 batch_get_session_start 3t
32 /N key HHy 2 NRE -702 (INVALID_REPLICA) , i ranged session #iX RiEZ



memory replica, [lthis is fatal by construction] ; ZEILHDHIREKESHBIEENT|E,
MAEERELK key EFT prefill, fthigRXAEg #38347 ik fail-soft (38X device slot
B EEFRE. LMK key EBILA cache miss + re-prefill, 5 vLLM mooncake connector
ER &) |, FEFIZKHIER mooncake_direct_linker.py 8 load_layer_wise / load, 5
K PRAVEES, FE rebase,

2. ERAERa kMEFERALE (Leoyzen BUHRIE], A PR REE) : fhEENRE [with draft
caches (MTP/EAGLE/DSPark) added to the load path, is a partial failure supposed
to drop just the draft component or the whole entry?] , FNZEAATIE draft KV 3%
rank Z#89, EREME miss AT ARAEHEER, XE5XR PR WITEAEEEHEX,

3EESEZKERIE (fFF) : MWW cold — L3-hit replay B%ttb&——DSV4 SWE
tool-call validity 98.50% — 98.00%. FHEZKE 4.283 — 4.321; DSV4 GSM8K
20-shot 99.50% — 99.50%. 4.243 — 4.235; GLM-5.2 SWE 100.00% — 99.50%.
3.548 — 3.376; GLM-5.2 GSMS8K 98.50% — 98.50%. 3.626 — 3.648,

4. CI HiE (hzh0425) : S&EZE1IR /rerun-test radix_cache/unified_radix_tree (bot EI&
File not found) 5 /rerun-group radix_cache/unified_radix_tree, group EHE
4-gpu-h100 (5 NABI) 5 8-gpu-h200 (4 NARI, &
linker/test_unified_cache_linker_kl_glm52.py) ®4k lane ¥kt ; PR 1y CI REE
AMD ROCm 10 #.2 @,

- BEEEER MEERAR fail-hard 5 fail-soft BIERE (design): A& PR W RMUIEFIRENKE R ; 1%
IR 25 #38347 %32, P PR EHINF & EWMAE,

. BTk KB NE draft 2B entry (question): TFIERNRAEZE ., A PR BYSZH,
E, Efa buffer 5 B#x buffer #ITBIFE—/ transfer layer (layer_mapping B7THEX
18) , Bt TRE draft] ELHRMITEFETHAERKEL, FEEEE BN B ITFERE
X

« 3k packed EFREREEEEE T M fail-fast (correctness): BEZIFBHENEML, RNEFE
3E packed Eff + PR MNECE R E B NEA KK,

- Bfg KV BRNEESESZKERIE (performance): 444 T IERAMBEIE, RARERE
Bt —F AR GLM-5.2 SWE E#ZKE THEY 5% BRE,

. linker GPU A rerun &M (testing): TR X RBH KK, PR EXRALFICENIE
MTHEH, RWEEE flaky &2 B L E)ITIFFHIA.

R &5 7
. NS

1. Boh#AfTAZE (base_spec_worker.py) : #3EH NotImplementedError("The
external linker only supports packed draft KV caches.") &%
init_hicache_draft_plan MM, RAEEZERFBERF hicache FHZR & FIRH
REZ plan (Efg KV #BRRE. EXRRE) , AESHANTEREHTREZRIIX
W, *EAREEEE + I packed Efg (fln% 2 EAGLE A
num_nextn_predict_layers A 0) WEFEEIRE, XE—XREEENERNITHATE,

1. BEXNFEREFARAZE (linker_pool_assembler.py) : with_packed_draft_mapping &

[E78 depth NI #4823 TB4%FE N A transfer layer] , RA&RE draft_layer num >



len(layer_mapping), BEFRAEZE layer mapping B key & & Z 0..draft_layer_num-1 (
MBRAT M KeyError MIEEXMREE) , WARBERMNINT 2F 5HEIEE depth N
F—3K, ZRAFENRFEEE mtp_draft_device pools, ¥fa KV ¥ 5 3|5 128
transfer layer b, & T IREIIESEEC,

2. DSV4 B2 T DSA B&42: build_dsa_device pool group #7137 ¥ M page size
IS len(draft_kv_buffers) |= len(draft_indexer buffers) &3, {2
_build_deepseek_v4_device_pool_group R BAR kvcache.swa_page_size, XA Xt
mtp_draft_device_pools B swa_page_size SEFERE, page size F—HRE SRR R
8y size / offset A2,

3. unified KV 0% T ERWEIRZEE: DSV4 B9 SWA entry (Eff buffer E—3#&) T
if not is_unified_kv: 2% W, is_unified_kv=True B mtp_draft_device_pools ¥
%, WERAEMAEE, EERINZAESETERTA, ANERMBEBEME (swa_kv_pool,
index_k_with_scale_buffer) #|EEZWE, &R getattr K, FEHEREESESIL
AttributeError = £ K,

4. FTRENEAFMITEEE: RAR draft_layer_num NEHH B = buffer,
get_prepared_layer_range_meta REINEE items HERE A —3K, ERE XM (
Mooncake BEifE) EERZA [E— transfer layer N buffer ZEEZT/] , XEAR PR 3|
ANBFIIRES, & T HEEERBRZEEE buffer ZIEERH T,

5. IRBSRICIEIEIE AR B . FEAFIZE CPU &KEMN (register_cpu_ci, est_time=11) , EIE
B0 linker 89 GPU A (test/registered/radix_cache/unified_radix_tree/linker/test_unifi
ed_cache_linker_kl_dsv4.py. ... kl_glm52.py %) ¥ /rerun-group £ H% lane ¥k K
. AMD ROCm 10 lane 02 @, &HHERDVLEZIERK, - ®H: XA, : #A unified
cache sMERBEHEEEE (Mooncake Bi3%E) B BIRAAERDAERE, BHIRFAIE MTP / EAGLE
/ DSpark B9ERa KV SE&HE L3 G RER, L —RERRSHEN prefill; /FEHTER
R ETREEAFRF (DSV4 GSMBK 99.50% — 99.50%) , 1B GLM-5.2 SWE ##EZ K
JEM 3.548 F£3| 3.376, 8% 100% — 99.5%, BTEESHLARHNTIRES. A
% BN R R EEBESRNEENERS BHAXNE, FRAZSIRITE, B [ER%E
HrRESEGEM NBRIATABRNEA—-E packed ERRKEERBHEAK, XE: &
PR &5 #38347 (fn#k fail-soft) R—ERMRBEEFHITRSN, —FEH R
mooncake_direct_linker.py 8 load_layer_wise / load, &3IFS5 rebase EEWE; R
R EE— MBI RAE HiCache ARRALEIRIE (EfaL packed WAHE) ¥ RABHERH
AR, EEAM sidecar / 22 EAGLE ERTFAMNEAZEZLMBRINAR, - NEIR
T BEATAZEER , EREFRRIANE , DSV4 RO ERMWRLE |, unified KV T EREER
ABE  GPU AfIRke%k , 5 #38347 RIBES

K EXRK

« PR #35687 Unified Cache £ PR (#rRRE LT XH#EME, RFEAAX PR body) : & PR
5 #37091. #37098. #37151. #37205. #37578. #37381 —#%, #EM #35687 %
SHRNF PR; EMEIFLONEKRZITEEREIZ PR,

« PR #38347 ik Mooncake HEHIFEREME fail-soft (BB ITIE N EIHENRT) : Leoyzen &

WIS EAZ PR iLMERAIER device slot BIEHRE. kK key :BILHA cache miss +
re-prefill, IR TRE SN mooncake_direct_linker.py B load_layer_wise / load, 54~



PREES. TE rebase; MEBHRREER KV #HAMBRBEREHRBKIE X,

« PR #38486 [HiCache] Publish a host store event for storage-prefetch refills: & &
HiCache / 4— & 5/ Rt R TNREL, EL L2 RIIEFMEH—KMEMEE, X
PR BYIREMERL. transfer layer BXTFR—FALELT X,



