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def swizzle_blockscale(scale: torch.Tensor):

Swizzle the scale tensor into a blockwise interleaved format for NVFP4 quantization.
assert scale.dtype == torch.float8_e4m3fn
# Pad and blockwise interleave weight_scale
scale_ndim = scale.ndim
if scale.ndim ==
scale = scale.unsqueeze(0)
assert scale.ndim == 3
B, M, K = scale.shape
round_up_multiple = lambda x, m: (x + m-1) // m * m
M_padded = round_up_multiple(M, 128)
K_padded = round_up_multiple(K, 4)
padded_scale = torch.zeros((B, M_padded, K_padded), dtype=scale.dtype)
padded_scale[:B, :M, :K] = scale
batches, rows, cols = padded_scale.shape
assert rows % 128 ==
assert cols % 4 == 0
padded_scale = padded_scale.reshape(batches, rows // 128, 4, 32, cols // 4, 4)
swizzled_scale = padded_scale.permute((0, 1, 4, 3, 2, 5))
# [ 1BE ] BERBIESTMA scale BREMIRE, fIERSEEHRBRIA CUDA &%,
# XARIE T REEMAR B R E KM ENIERITH, LEREES GPU I3ET,
swizzled_scale = swizzled_scale.contiguous().to(scale.device)
return (
swizzled_scale.reshape(M_padded, K_padded)
if scale_ndim ==
else swizzled_scale.reshape(B, M_padded, K_padded)
)
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