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1. FE8MELE: & python/sglang/multimodal_gen/runtime/models/vaes/minimax_h3_
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linear.weight.t()) /53R bias %k (out += Iinear.bias), Mifm#EE cuBLAS BEIRA
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» python/sglang/multimodal_gen/runtime/models/vaes/minimax_h3_video_vae/base_mod
ule.py (FR VAE #R; 25| source; A core-logic; 5 _is_sm120,
_unfused_bias_linear, FeedForward. forward_impl) : 2RZE B g — X, BN
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import functools

# &HF SM12.x ZEMENEER, BRERARAEITETREN
@functools.lru_cache(maxsize=1)
def _is_sm120() -> bool:

return bool(current_platform.is_sm120())

def _unfused_bias_linear(
linear: nn.Linear, hidden_states: torch.Tensor
) -> torch.Tensor:

"FE SM12.x ZH IS R0 A IR AR FE SRR S (R B DUA.

o E @ cuBLAS A SM12.x E4FZE R~ (4 [~1800, 8192] x [8192, 2048], FP16/BF16)
B mE “addmm’ 3%E3F T AT 16x16 wmma A% (~14 TFLOPS) , e BV4EFE k%
R imE G LENER S ERENZ (76-91 TFLOPS)
# BT AT RHFRLIER, EERE|RBREEA
if (
linear.bias is None
or not hidden_states.is_cuda
or hidden_states.dtype = linear.weight.dtype
or not _is_sm120()
):
return linear(hidden_states)
# BRPUTEEM TSR, REBATRMRE X
out = torch.matmul(hidden_states, linear.weight.t())
out += linear.bias
return out

# 7 FeedForward. forward_impl 7 &% :
# MBEKAT : hidden_states = self.w2(hidden_states)
# 1&2%J3 : hidden_states = _unfused_bias_linear(self.w2, hidden_states)



TSR A
AR PROZAMRAEMITRRIFL, XE-NDETHRAEEI N ERFEN BRI MER, &
R75 SR B2,

- EomMETRLLiE

R 5 B

- R

1. BERE: RREEK. PRIELHFMIHTEH RN (addmm &5 matmul + bias add) 73 &
ERF EEEMNESR, B FP16/BF16 TR AR,

2. HERK: KRR, KehSuBEKDN ((R—PNX#HF, —1THRGRANER) , B
_unfused_bias_linear RFEIEBEFE (FF SM12.x) EKEERB|RIEEE, HRT B
T e FE M.

3. MEETHR: FERMBEARAREFEFEN (SM12.x + 45 cuBLAS JRK) . &
HAbEEMH (10 AMD ROCm, NVIDIA 3E SM12.x GPU) L, ZEKENF &4 RKER T REA K
MANBESNMTE (—RBMIF R ERREORA)

- B

1. AFP%m: BERA, EBHTFE (DGX Spark) £, MiniMax-H3 34 BRAES B9
VAE fRR M BRAEETRAD 4 40% (32.4s -> 19.25) |, BARPGE KA AR R 4545,

2. AW BWSeE/ N, (XMW sglang.multimodal_gen T MiniMax-H3
VAE f#FS 28 FeedForward &, BAXFE SM12.x M EAERK, FPMAZELMIED,

3. BBAE M : 324t 7 2IEEM cuBLAS RAZGRE B LA, Bor T B FatmfnitE
BRAZARRRRAR RAF B RE R A E R, - RFetrie: FefsEmi

RIS

« PR #37332 [Diffusion][minimax-h3] Add SM120 support for SubBlock sparse
attention: F A5 MiniMax-H3 #RE SM12.x & LA SBE, FRAARNAMLE (
SubBlock sparse attention)
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