PR #37818 BEIRLE

sgl-project/sglang
[Bugfix] Track DFlash Mamba state at checkpoint boundaries
& 3ntiE: 2026-09-12 09:38

JRSCEERE: http://prhub.com.cn/sgl-project/sglang/pull/37818

PATHRE

« —4A)iE: 15£ DFlash ¥ Mamba R checkpoint RS

- EEME: EEEE, QN 15-20 2, XE—AVIMRZEN " RSRBE#EHARF LK "
ERMEEE: RBENERE (Issue A T ETHREEN) , BELEF (8 17K
, BAEAERILE (56 ANERLERAB] + 1,024 EXRAFHMIR + FlR mismatch B9HSZVIRE)
BWNESEXTIRSE: —& to_track_mask 5 to_track_ith By Rk% (255—256.
254—2, 250—3. 256—1 EAMEARF) . —ENRRBRIORE —E NG LIE
Issue PRIRE EIANE N CPU BN, UE X EETR L,

THHES BAL

Issue #37817 RE T —MNEHE KM R : £ Qwen3.6-35B-A3B LA DFLASH #n
mamba-radix-cache-strategy=extra_buffer B, # verify step Ei#k 256 token £
checkpoint 32 &, "the state at the checkpoint boundary is not copied to the tracking
buffer', #REZ seq lens_pre_verify LB batch.seq_lens, i batch.seq lens FEARIEHE]
BAEHEH, FIK to_track_mask FMIBEMER. ZARKFERM, ERE "a radix-cache
entry whose full-attention KV corresponds to length 256 while its linear-attention state
is stale", 3ERERERAVEEIRE K. [ssue XA H THRMEEI: pre=255, commit=1 B step 0 &
RFA 256 & B checkpoint, 18 mamba_steps_to_track #i&A -1,

LI RE

BAME&E R¥ & python/sglang/srt/speculative/dflash_worker v2.py —4NXf, ZTEEHR
+6/-2, R=WEK:

1. BRREBEL, #FE post-verify KESH: _update_target_mamba_state_after_verify
¥ seq_lens_post_verify: torch.Tensor %%, ZREKIE TARGET_VERIFY FMrE i 318
FEMNEREE—AMEIEZ step B9 Mamba FIEPRSEZF|REFEZTX

2. A post-verify KE&#t batch.seq_lens 53 FAEM: to track _mask 5
tracking_point JRARERETF batch.seq_lens it&, BENA batch.seq_lens ERILEI RIS,
5 seq_lens_pre_verify M85, #AFHMIEAN False, BREL—ER
seq_lens_post_verify, {f 255 — 256 XK RIFREEWIEMIRG, to_track_ith =
clamp(tracking_point - seq_lens_pre_verify - 1, min=0) itE B verify step FE5H5
Issue HHYHREIT A —3K: pre=254. commit=2 BTEREE step 1, pre=250. commit=3 K
(A48 H % X (B S BR BRo



3. ARAXIRBIITE new_seq_lens: & forward _batch_generation ¥, JBA new_seq_lens
= prefix_lens + commit_lens.to(prefix_lens.dtype) Z& Mamba R&ERRZ G4 TE, I
ERHIRA (FA None A, BIMEZEAF Triton TEEESAN) , 1A
seq_lens_post_verify £\, FERARKITES on_publish ENRRIFAE, REEIMFR
1B Xo

4. MIRGIIEELE: PR body EHRFE T CPU EYIMIRX (B int32/intb4d KE.
64/128/256 BREREfR. BRUASAERRIER) , ERMNRERLESANESR (WER
2b54249) , @ AIMA Mamba-hybrid DFlash CI MR BRMEEZ, EHELENRES
BRI A, GPU MIIIER S : 56 NALRBIZE unpatched T 24 NR—3K,
patched T{XHE| 2 4~ (¥4 log-prob margin 0.125 AR -1 REERE, BRZT X

PR E2XEE1Z) ; RIE interval 128/256. K& 1/4/8/16 T 5k 1,024/1,024 ER N

Ro

REEF:

« python/sglang/srt/speculative/dflash_worker_v2.py (#&3k AR ; KA source; HEH
core-logic; 5 _update_target_mamba_state_after_verify,
forward_batch_generation) : B—Z B X, ABLLIFBEEZE: X
_update_target_mamba_state_after_verify #3¥¢ seq_lens_post_verify &%k, %
checkpoint BE#AN 5 REZ ST EMKRIESH B batch.seq_lens 13| E IR KE,
FH7E forward_batch_generation F1RE[ITHE new_seq_lens £, X&Z DFlash 5§
DFlash2 3t H 898 SRS worker B&1Z,

XS _update_target_mamba_state_after_verify, forward_batch_generation

KBRAL B EX
python/sglang/srt/speculative/dflash_worker_v2.py

E—TE X, ARBLEBEZE®R: AN _update_target_mamba_state_after_verify #rig
seq_lens_post_verify 53, ¥ checkpoint BN 5 REZ S 1T E ARG
batch.seq_lens tIiB|BEE IR ZKE, HE forward_batch_generation F1ZRTE
new_seq_lens fE N, X& DFlash 5 DFlash2 A 840 RAARRY worker B842,

& & . checkpoint BE#AEMIBX A post-verify K&

def _update_target_mamba_state_after_verify(

self,
*

batch: ScheduleBatch,
seq_lens_pre_verify: torch.Tensor,
seq_lens_post_verify: torch.Tensor,
commit_lens: torch.Tensor,
) -> None:
""Commit Mamba intermediate states for accepted verify steps.

RIEMEE Mamba WAL “disable_state_update=True® i&fT, (XEHRR step B EIRE;
BZEERRENMNEREE MR step PRSI B REZFX,



if not self._need_mamba_verify_commit:
return
attn_backend = self.target_worker.model_runner.attn_backend

last_correct_step_indices = commit_lens.to(torch.inté64) - 1
mamba_steps_to_track = None

if batch.mamba_track_indices is not None:

mamba_track_interval = mamba_track_grid(batch.tree_cache.page_size)
# B E . RZILA batch.seq_lens 5§ seq_lens_pre_verify EbiR,
# {ERIERT batch.seq_lens kS, FMEEMRR, BRAFRENIEA False,
# BIRKE 255 -> 256 B step 0 KEIRAEA checkpoint;
# IAEKAREEHIRRKE seq_lens_post_verify 5LtbiR,
to_track_mask = (

seq_lens_pre_verify // mamba_track_interval

= seq_lens_post_verify // mamba_track_interval
)
# BRER&AER post-verify KEFTERL R B, Flim 256, 512--
tracking_point = (

seq_lens_post_verify // mamba_track_interval * mamba_track_interval
)
# T EEREH verify step F5: LR pre-verify fLEHRER 1,
# 0 pre=254, post=256 BF ith=1, FRRFE 1 /> verify step EE#E| 256,
to_track_ith = torch.clamp(tracking_point - seq_lens_pre_verify - 1, min=0)
# R B IEAEREZ X BN AP ERER:
# 40 pre=250. commit=3 Bt ith=5 BHEZEEH, FRARHF checkpoint,
can_track_mask = to_track_mask & (

to_track_ith < commit_lens.to(to_track_ith.dtype)
)
mamba_steps_to_track = torch.where(

can_track_mask,

to_track_ith.to(torch.int64),

torch.full_like(to_track_ith, -1, dtype=torch.inté64),

model_runner = self.target_worker.model_runner
if hasattr(attn_backend, "update_mamba_state_after_mtp_verify"):
attn_backend.update_mamba_state_after_mtp_verify(

last_correct_step_indices=last_correct_step_indices,
mamba_track_indices=batch.mamba_track_indices,
mamba_steps_to_track=mamba_steps_to_track,
model=model_runner.model,
reg_pool_indices=batch.req_pool_indices[: commit_lens.shape[0]],

)
AL : EETHE post-verify KEFHEAN

if self._need_mamba_verify_commit:
assert seq_lens_pre_verify is not None

# RAMTER RGN F I KEFHEL checkpoint #7;



# EIIEZ IR Triton RAEATREES A new_seq_lens, W EZEEH,
if new_seq_lens is None:

new_seq_lens = prefix_lens + commit_lens.to(prefix_lens.dtype)
self._update_target_mamba_state_after_verify(

batch=batch,

seq_lens_pre_verify=seq_lens_pre_verify,

# £ post-verify K&, £ 255 -> 256 X34 R[4 EHFEN ,

seq_lens_post_verify=new_seq_lens,

commit_lens=commit_lens,

if new_seq_lens is None:

new_seq_lens = prefix_lens + commit_lens.to(prefix_lens.dtype)
if on_publish is not None:

on_publish(new_seq_lens)
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