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MTRE

« —A)iE: 3 CPU B4 QK-Norm/RoPE WAZFFHEALZEZ

< ESME: EEEIER, LHE CPU BiR. Kernel SERBEAFT AR, WRRXQ
CUDA MERERT LAB&IE, 1B apply_gk_norm HIKzhE THZFKEZ, MENFIAE AP HNE
REEZHWH, BEAEZARITRER: —& CPU BRATEIFE DEBEIITE cos_sin_cachel
itk CUDA JREH YaRN £, XEEEMERESWEREARUR; —&
can_use_fused_gk_norm_cpu BIITEBEZHEE (eps 8%, stride(-1)==1. head_dim %
BR) R E RHE B &SR, =& apply_gk_norm_rope #EM A E— use_fused
A% J&, _used_fused gk _norm_rope_last _call. fused_set_kv_buffer FEEHIBEX ZET
CPU BRIZ TN, FEEEZY E, A4 partial rotary_dim 5 YaRN ZaR, ¥
. match_cos_sin_cache_dtype XEfA B EOWERE RN,

Th RES EAL

PR body BA#aHHLEZ [cut redundant kernel-launch/dispatch overhead for models (e.g.
Qwen3-MoE) that apply RMSNorm to Q/K per head before RoPE] , Bl CPU ja3zibal R A&
& Tapply_gk_norm + rotary_emb()] BWFREZ, HFEFIMIEFRES FEIKEFH;
CUDA M B 2A XN E&5H, (gknorm.cuh. fused_gknorm_rope_kernel.cu) , CPU fll&k
kB E—ERAERREEHRMERERAR, PR body ¥ HREZIMAE [per-element scalar
sin/cos calls] #@ Ta per-call heap allocation] , EMFNZBE R position_ids &3 #iit
H cache RBEMXFLTFH,

LI AE

1. REREFERNEEE I (python/sglang/kernels/aot/csrc/cpu/norm.cpp, +277) : 1
B4 adimA fused_gk_norm_per_head (R at::vec::Vectorized YL float Ein
sum(xA2), #pragma GCC unroll 4 BFF, BIMREIERK) .
fused_gk_norm_kernel_impl (X token * (num_g_heads + num_kv_heads) + head &
TIAESRAR 4 at::parallel_for, FA stride(0) i+& token #iaiuht, E M gkv ¥10 He93EE
S E R BEER#EKE) . fused_gk_norm_rope_apply_interleaved (F
at::vec::deinterleave? / interleave? FREXIE (x, y) X) 5
fused_gk_norm_rope_apply_neox (RIE£EABIME) , &EwH
fused_gk_norm_rope_per_head # is_neox @k; FH &R fused_gk_norm_cpu /
fused_gk_norm_rope_cpu 4 E. dtype. rotary_dim 8% 5 LRI, HIE int32 B



position_ids — XMEE R intb4 f£45 kernel,

2. EFFME (python/sglang/kernels/aot/csrc/cpu/torch_extension_cpu.cpp, +20) :
FIERIME S TORCH_LIBRARY_FRAGMENT (sgl_kernel, m) #8) schema
fused_gk_norm_cpu(Tensor(al!) g, Tensor(b!) k, ...).
fused_gk_norm_rope_cpu(Tensor(a!) g, Tensor(b!) k, ..., bool is_neox, Tensor
position_ids, Tensor cos_sin_cache, int rotary_dim), 7/ Tensor(a!) / Tensor(b!) &
KAOTRHIE X, m.impl(..., torch::kCPU, ...) 48E 52,

3. £EBZIFEAN (python/sglang/srt/models/utils.py, +32/-1) : ¥
@Iru_cache(maxsize=1) B9 _has_cpu_fused_gk_norm() fk—>&
hasattr(torch.ops.sgl_kernel, ...) M, #3E can_use_fused_gk_norm_cpul(q, k,
head_dim, q_eps, k_eps) {EFEMEUKELA TCPU + g/k eps [ + 2D + bf16/fp16 H
dtype + TJa—% stride A 1 + &ig— %8 head_dim Bl + EFTHI , &
apply_gk_norm() BERIEEANIZREESR; BT apply_gk_norm #REHEB LR, X—F
WRE T R ¥ 12,

4. Qwen3-MoE B Norm+RoPE & A (python/sglang/srt/models/qwen3_moe.py,
+61/-24) : #F¥ has_cpu_fused_gk_norm_rope() 5
Qwen3MoeAttention.use_fused_gk_norm_rope _cpu (44 _is_cpu. 3E
MRotaryEmbedding. rotary dim % 2 == 0. EF®H) , L apply_gk_norm_rope A

[RA CUDA —% use_fused] EMA [4%— use_fused HIZE + AE if _is_cuda: ...
elif _is_cpu: ...] ; CPU 9% % gkv.split, B
self.rotary_emb._match_cos_sin_cache_dtype(q) X5 dtype, /&L positions.view(-1).
cos_sin_cache. rotary_dim A& F, _used_fused_gk_norm_rope_last_call EFEL X
HEBA; N ESEREERRE| apply_gk_norm + rotary_emb() 1%
fused_set_kv_buffer_arg Z#&,

5. MRECE (test/registered/cpu/test_norm.py, +127) : i TestFusedQKNorm, H

_norm_per_head_native §FEZE L% apply_rope 5%, &% test fused_gk _norm

(bf16/fp16, 4 BRIRE head_dim=96, HHFIMIE V REEMETE) 5
test_fused_gk_norm_rope (bf16, interleaved/NeoX N4, F ILHi cos_sin_cache
FXtSELH)

KB
- python/sglang/kernels/aot/csrc/cpu/norm.cpp (FE3k R&EF: 25| source; LR

core-logic; 5 fused_gk_norm_cpu, fused_gk_norm_rope_cpu,
fused_gk_norm_per_head, fused_gk_norm_kernel_impl) : 4~ PR 8% Fr3g
per-head RMSNorm 5 Norm+RoPE @& C++ L3, ®EMEN interleaved/NeoX fiE
¥, parallel_for TEMXA. stride RAREME R, URSIRMAREZE,

- python/sglang/srt/models/qwen3_moe.py (#i3k AN ; K5 source; HEH
core-logic; &5 _has_cpu_fused_gk_norm_rope, Qwen3MoeAttention.init,
Qwen3MoeAttention.apply_gk_norm_rope) : Qwen3-MoE B Norm+RoPE BiE&EAN = :
3 CPU 3tA&HE, FHE apply_gk_norm_rope E#9 CUDA/CPU # A use_fused 4%
, BRARKR BB E R HIREM,



« python/sglang/srt/models/utils.py (3R £ZFB&1Z; K| source; EA core-logic; &5
_has_cpu_fused_gk_norm, can_use_fused_gk_norm_cpu, apply_gk_norm) : =%
apply_gk_norm NBBJEREN: F3E CPU HREEZRE FAERE, BMATAMER QK-Norm BIE
B, BARKENREFFE TR,

« python/sglang/kernels/aot/csrc/cpu/torch_extension_cpu.cpp ({3 EF M, 5
source; £ data-contract; &5 fused_gk_norm_cpu, fused_gk_norm_rope_cpu) :
EFIME: EXFNH op B schema (& Tensor(a!)/Tensor(b!) JRHARIE) FH4RE
CPU 523, EFEFHITIMEDRY,

. test/registered/cpu/test_norm.py (FE3k BITMIR; K5 test; £A test-coverage; F5
TestFusedQKNorm, _norm_per_head_native, test_fused_gk_norm,
test_fused_gk_norm_rope) : 3¢ TestFusedQKNorm BEZRNFHEF, &8 F L
cos_sin_cache ¥3&53&F & RoPE 5£ 5, ZAOREMMEIIE T KT,

XHEFS: fused_gk_norm_cpu, fused_gk_norm_rope_cpu, fused_gk_norm_per_head,
fused_gk_norm_kernel_impl, fused_gk_norm_rope_kernel_impl,
fused_gk_norm_rope_apply_interleaved, fused_gk_norm_rope_apply_neox,
can_use_fused_gk_norm_cpu, _has_cpu_fused_gk_norm,
_has_cpu_fused_gk_norm_rope, apply_gk_norm,
Qwen3MoeAttention.apply_gk_norm_rope, TestFusedQKNorm.test_fused_gk_norm,
TestFusedQKNorm.test_fused_gk_norm_rope

KELRAD B

python/sglang/srt/models/qwen3_moe.py

Qwen3-MoE B Norm+RoPE Bd&#EAR: #3E CPU FAEH|E, H3IE apply_gk_norm_rope
EMA CUDA/CPU £ use_fused 9%, EARXRKNEREFNIREIREM,

@lru_cache(maxsize=1)
def _has_cpu_fused_gk_norm_rope() -> bool:
# REEXKAAREN CPU ¥ ERTEIM T ZEF, B REM hasattr

return hasattr(torch.ops.sgl_kernel, "fused_gk_norm_rope_cpu")

class Qwen3MoeAttention(nn.Module):
def __init_ (self, ...):

# RABHZEALE _init_ MBS CPU. 3E MRotaryEmbedding. rotary_dim
AEE. EFTHA
self.use_fused_gk_norm_rope_cpu = (
_is_cpu
and not isinstance(self.rotary_emb, MRotaryEmbedding)
and self.rotary_emb.rotary_dim % 2 == 0
and _has_cpu_fused_gk_norm_rope()
)

self._used_fused_gk_norm_rope_last_call = False

def apply_gk_norm_rope(self, gkv, positions, forward_batch):



# CUDA 5§ CPU #AR—1 use_fused HlE, WHBFIZEmOM, BRAFMILO LIRS
use_fused = (self.use_fused_gk_norm_rope and gkv.dtype == torch.bfloat16) or (
self.use_fused_gk_norm_rope_cpu
and gkv.dtype in (torch.bfloat16, torch.float16)

)
if use_fused:
if _is_cuda:
# CUDA MRIIZIRERIZFEN YaRN 28, B RAIMEFHITHE factor/low/high/attention_
factor
theta = self.rope_theta
positions = (
positions.view(-1).to(dtype=torch.int32, device=gkv.device).contiguous()
)
factor, low, high, attention_factor = compute_yarn_parameters(self.config)
fused_gk_norm_rope(
gkv, self.num_heads, self.num_kv_heads, self.num_kv_heads,
self.head_dim, self.g_norm.variance_epsilon,
self.g_norm.weight, self.k_norm.weight,
theta, self.rotary_emb.is_neox_style, positions,
factor, low, high, attention_factor,
)
a, k, v = gkv.split([self.q_size, self.kv_size, self.kv_size], dim=-1)
elif _is_cpu:

# CPU WREHE agkv ¥R a/k/v LB, HFIZ stride(0) RHE =
a, k, v = gkv.split([self.q_size, self.kv_size, self.kv_size], dim=-1)
# SIEAEIRTTE Y cos_sin_cache X572 g B dtype, C++ MIRRIEFHER dtype
self.rotary_emb._match_cos_sin_cache_dtype(q)
torch.ops.sgl_kernel.fused_gk_norm_rope_cpu(
a,
K,
self.qg_norm.weight,
self.k_norm.weight,
self.q_norm.variance_epsilon,
self.rotary_emb.is_neox_style,
positions.view(-1),
# £ AVIAILEME—RNES, B#ES token B sin/cos ITHEEHELE
self.rotary_emb.cos_sin_cache,
self.rotary_emb.rotary_dim,
)
self._used_fused_gk_norm_rope_last_call = True
else:
# EERB|EREESZINL: apply_gk_norm + rotary_emb, FH{RE fused_set kv_buffer 1k
a, k, v = gkv.split([self.q_size, self.kv_size, self.kv_size], dim=-1)
q, k = apply_gk_norm(
ag=q, k=k, g_norm=self.q_norm, k_norm=self.k_norm,
head_dim=self.head_dim, alt_stream=self.alt_stream,

a, k = self.rotary_emb(
positions, g, k,



fused_set_kv_buffer_arg=(
create_fused_set_kv_buffer_arg(
value=v, layer=self.attn, forward_batch=forward_batch,
)
if enable_fused_set_kv_buffer(forward_batch)
and self.compatible_with_fused_kv_buffer
else None

)
self._used_fused_gk_norm_rope_last_call = False
return g, k, v

python/sglang/srt/models/utils.py

#ZF apply_gk_norm NOBEKEN: #3E CPU REBRE5FABHE, FmAAMER QK-Norm 8
WA, BAORREN R 1R KB S

@lru_cache(maxsize=1)

def _has_cpu_fused_gk_norm() -> bool:
# 0 CPU "BRET S H fused_gk_norm_cpu, ERREHE—K
return hasattr(torch.ops.sgl_kernel, "fused_gk_norm_cpu")

def can_use_fused_gk_norm_cpu(
g: torch.Tensor, k: torch.Tensor, head_dim: int, g_eps: float, k_eps: float
) -> bool:
return (
_is_cpu
and g_eps == k_eps # EHFE a/k B REFEZ—A eps
and g.dim() == 2
and k.dim() ==
and q.dtype in (torch.bfloat16, torch.float16)
and k.dtype == qg.dtype
# g/k BEE gkv tIH B strided view; EFRER head NEEEL:
and g.stride(-1) == 1
and k.stride(-1) ==
and g.size(-1) % head_dim ==
and k.size(-1) % head_dim ==
and _has_cpu_fused_gk_norm()

def apply_gk_norm(
g: torch.Tensor,
k: torch.Tensor,
g_norm: RMSNorm,
k_norm: RMSNorm,
head_dim: int,
alt_stream: Optional[torch.cuda.Stream] = None,
allow_inplace: bool = True,



) -> Tuple[torch.Tensor, torch.Tensor]:

batch_size = g.size(0)

g_eps
k_eps = k_norm.variance_epsilon

g_norm.variance_epsilon

# CPU IREEZRERAIE: RMEE, BiF reshape 5FRIMIL RMSNorm AH
if allow_inplace and can_use_fused_gk_norm_cpu(q, k, head_dim, g_eps, k_eps):
torch.ops.sgl_kernel.fused_gk_norm_cpu(
a, k, g_norm.weight, k_norm.weight, g_eps
)

return g, k

# LT CUDA / ROCm / reshape /X RIFRAZEART

if (
_is_cuda # TODO(dark): have not tested on ROCm or other backends
and allow_inplace # TODO(dark): this can be relaxed if needed
and (g_eps == k_eps) # TODO(dark): this can also be relaxed
and not envs.SGLANG_ENABLE_DETERMINISTIC_INFERENCE.get()
and get_exec().graph.cuda_graph_config.prefill.tc_compiler != "inductor"
and can_use_fused_inplace_gknorm(head_dim, g.dtype)

fused_inplace_gknorm(
g=q.view(batch_size, -1, head_dim),
k=k.view(batch_size, -1, head_dim),
q_weight=g_norm.weight,
k_weight=k_norm.weight,
head_dim=head_dim,
eps=qg_eps,

)

return g, k

test/registered/cpu/test_norm.py

3 TestFusedQKNorm BERANHEF, BEF I cos_sin_cache HiE5&ETER RoPE %
ESI, BACRIEFMEIRIEE E BRI

class TestFusedQKNorm:
def norm_per_head_native(
self, x: torch.Tensor, weight: torch.Tensor, head_dim: int, eps: float

# £, reshape 3| (..., head_dim) J& float IT& rsqrt(mean(x"2) + eps) BERE
out = x.reshape(-1, head_dim).float()

out = out * torch.rsgrt(out.pow(2).mean(-1, keepdim=True) + eps)

out = out.to(x.dtype) * weight

return out.reshape(x.shape)

@pytest.mark.parametrize("dtype", DTYPES, ids=DTYPE_IDS)
@pytest.mark.parametrize(
"batch_size,num_head,num_head_kv,head_dim",



[(1, 16, 2, 128), (9, 8, 1, 64), (256, 16, 2, 128), (4109, 3, 1, 96)],
)
def test_fused_gk_norm(self, batch_size, num_head, num_head_kv, head_dim, dtype):
g_size = num_head * head_dim
kv_size = num_head_kv * head_dim
gkv = torch.randn([batch_size, q_size + 2 * kv_size], dtype=dtype)
# g/k & gkv B strided view, 5% EHESGAABS—K
a, k, v = gkv.split([g_size, kv_size, kv_size], dim=-1)
v_before = v.clone()

ref_g_out = self._norm_per_head_native(q, q_weight, head_dim, eps)
ref_k out = self._norm_per_head_native(k, k_weight, head_dim, eps)

# RHIAA: a/k HEEKE
torch.ops.sgl_kernel.fused_gk_norm_cpu(q, k, g_weight, k_weight, eps)

torch.testing.assert_close(q, ref_g_out, atol=atol, rtol=rtol)
torch.testing.assert_close(k, ref_k_out, atol=atol, rtol=rtol)
# BB EAEHN g/k 8 head 7758V, XBEERERE
torch.testing.assert_close(v, v_before, atol=0, rtol=0)

def test_fused_gk_norm_rope(self, dtype, is_neox, num_head, num_head_kv, head_dim):

# A4k Python BTLEEZMERSELER, NeoX 5 interleaved HEM B2 BIEIE
def apply_rope(x: torch.Tensor, pos: int) -> torch.Tensor:

# BETAEFIME cos_sin_cache: B[¥ cos. /&¥ sin, IR (num_tokens, rotary_dim)
half = head_dim // 2

fregs = base ** (-2.0 * torch.arange(half, dtype=torch.float32) / head_dim)

theta = position_ids.to(torch.float32)[:, None] * fregs[None, :]

cos_sin_cache = torch.cat([torch.cos(theta), torch.sin(theta)], dim=-1).to(dtype)

torch.ops.sgl_kernel.fused_gk_norm_rope_cpu(
d, k, g_weight, k_weight, eps, is_neox, position_ids, cos_sin_cache, head_dim

torch.testing.assert_close(q, ref_qg, atol=atol, rtol=rtol)
torch.testing.assert_close(k, ref_k, atol=atol, rtol=rtol)

R A

A PR BIFHFIERIEFE: —8 review £ mingfeima 8% body APPROVED, m—pY
issue B EAMEE cyxlily B B&H /tag-run-ci-label, YZEAEMT inline review i#8, FEMNEH
FHREXNWEARAZE, UT/LEENEZRERPRETHAN IRTIHSERITIO] AR H—
, CPU BEF&4 2B base/factor/low/high/attention_factor, 2 HEE Y BRIERER
& cos_sin_cache 5 rotary dim, X5 CUDA WREXRIBAEE YaRN SEEIMOE AT
B, BTRaREHESR, H=, apply gk norm /EABERALZ N OKIEANT CPU REZ,



B REHZE RSIKBIRE dtype 1138, review KiTiEHBEINGE; H=, PR body FiBEH
Base / Extra / AMD ROCm =4 CI JRASH A KIKAFIE, WAHLL—K approve & A, PR
NEBEETAKRAEAZES AR CPU KRB RILEL,

« CPU REF A AEIL YoaRN S8 MmEEERT| cos_sin_cache (design): SZI%EEFEE A
rotary_emb Bt EEELUEMRE token B sin/cos ITHE 508, RMEAIESZHTEH.
AR EEZEHERNBFIRIE; review RIHZERE RS,

« £% apply_gk_norm F#EAN CPU HREZHINGESEE (correctness): iR T
assert_close(v, v_before, atol=0, rtol=0) BET TRM™EREFFTHE V] , BE] X8R
BHFREMRRITWE L, LFEENKE can_use_fused_gk_norm_cpu B 1#R BB T,

« CI RSG5 B NIKIE (testing): #3FFHL—K approve #EZ TZEE, {8 PR iBRHTRA IR
B CI TR ES AR CPU REptEX, tRARE / MEREEIA IR & I,

R 5 8o
o A

1. £EFHKZEYI: apply_gk_norm (python/sglang/srt/models/utils.py) = FiA &R
QK-Norm AW AFHEAND, AFREEZFRAEIE T RMEBL X, EFHE
can_use_fused_gk_norm_cpu FARITIEEEAES M Treshape + RMSNorm #3%] 1]
#eh TC++ BHKE] , EEERSERE g/k BIEFRMIE XKAIKE g/k B stride 7 )F
, SHIE LB NERRREE R, MR E assert_close(v, v_before, atol=0, rtol=0) R &
27 TFABAE V] X—MWHBEES,

2. RoPE IBEXEMMEGRD : CPU HEFAE YoRN S8, FAEHAIE RHRT
MRotaryEmbedding 3+ % rotary_dim % 2 == 0, %A1 CUDA A X IRERE
_yarn_factor 1= 1.0, MR 2IKH self.rotary_emb.cos_sin_cache B3IE
scaling/mscale Mgt 2, EHEFERE) RoPE #IRE forward MEX B A /G AIE (ff]4n
BUMARTFRANSHEKR) . CPU BEREZESSH fallback RFM, EIXETX YaRN EA!
B— R 3w B kR B BRI o

3. #\F APl BBE&5RERE: CPU 2 %AA self.rotary_emb. match_cos_sin_cache_dt
ype(q) 188k RoPE #IRNIRER dtype, B C++ MRRLE
cos_sin_cache.scalar_type() == g.scalar_type() —EERREIZ G &KRAXEME,
ZHEN dtype RESEFMBE R, BTEERRETRNBRMENF,

4. BEBO: test fused_gk_norm_rope R bf16. num_head kv EIEAN 2 5 1, £E
Z fpl16. partial rotary (rotary_dim < head_dim, mMEF&EL5
TORCH_CHECK(rotary_dim <= head_dim) BA#A X Fz3z®) . UKRIE
MRotaryEmbedding 8 scaling %% ; head_dim 3 &5 E BHEN N E I ER/TL
FAEXAB,

5. kE RS CI 5 PR BWHIEE R batch=1024. bf16 B norm B&&1X 1.019x

(JL¥ELURZE) , #BAK batch TUkEAR. Wk FERKE RoPE B4 ; RE PR body
LAY CI (Run #34449099991. #34561508953 %) HALMBIRS, EARIBRIA
FeEie, - Bm: AP I Intel x86 (AVX512 %) CPU #fZ E:3i5/T Qwen3-MoE
% [lper-head QK-Norm + RoPE] #HEEBHF, "3KIF QK-Norm MER4) 1.0-1.7x.
QK-Norm+RoPE MM&RA 1.85-4.33x WEERMNE, KFF/N batch ZRIKZERAE; B



THEFTAHAMS _is_cpu REIIE, RRFFEFIRSBHNELRARERZ, TITAK
Fo AR sgl-kernel CPU AOT ¥ BITHE A NI op schema (RHIEX) , AR
FHEEOmE, 25 CUDA KR fused_gknorm_rope 123K HAIE XX ; apply_gk_norm
5 Qwen3MoeAttention.apply_gk_norm_rope B XEMEE L, EEKMNERREE
CUDA 5 CPU A%k Ei &2, XHEPFA: X& Intel CPU /Eim4k
fused_gk_gemma_rmsnorm_with_gate_cpu Z 57 QK-Norm Fik_EBI4RLEEANTT, K
75 CUDA MIMFRBEEF MR, ARSI ZREAE 3 ELER (REUATE
apply_gk_norm) #FT B, - RREARD: ZOHEERATE |, HEFREZKs) , CPU &
B, BROMIAEE . RoPE BEHZEZR , AVA APL F& , CI RSKRHAK

KERIKZ

« PR #38687 [Kernel] Add OOT dispatch for clamp position: EJ& THAZSZI + EEM
OO0T @& A\ + JEM kernels B BPE#HL, FEEEILRADBEE T HAKSI—
AT, TERRALSZAD,

« PR #35233 [AMD)] Fix registered HiCache host pointer aliases: B sgl-kernel
AOTNIT ¥ REFEHMEIE CPU/ #MMET (kvcacheio) H3EEHS dtype iBX, HEBE
kernels B0, RREXY BEDLIASE,

« PR #36821 [KDA] Support ReplaySSM ring-write in the fused chain-verify kernel: E A

G & kernel XHR launch §EEFHFAH] BMERESERSN, KA backend FA&HIE +
B + benchmark BIE —E%MSERN, "MEANIEMEAR PR REZFH AR,



